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Abstract

By definition, words that are not present in a recognition vocabulary are called out-of-vocabulary
(OOV) words. Recognition of unseen or new words is an important feature that is always desired
in any real-world large vocabulary continuous speech recognition (LVCSR) system. However,
human languages are complex in nature due to wide varieties of morphological richness such as
inflections, derivations and compounding. For instance, language models for morphologically rich
languages like German, Polish, Slovene, etc, often have high OOV rates, data sparsity and rather
poor generalization of unseen sequences. In spite of the substantial amount of work that has been
carried out to recognize unseen words in recent decades, many issues related to open vocabulary
problem still exist, especially, under large vocabulary conditions. This dissertation addresses some
of the core issues and makes an attempt to solve them by investigating and introducing different
types of hybrid and hierarchical language models, supported by detailed experimental analysis.
Careful selection of sub-word unit is necessary in a hybrid language model, as it has a large
impact on OOV rate, data sparsity and recognition issues. Different types of sub-word unit,
such as morphemes, syllables and graphones are investigated on selected morphologically rich
languages. The traditional hybrid approach uses only sub-words, which is not robust in-terms
of reducing word error rates on large vocabulary tasks. This work investigates different types of
count-based hybrid language models. One method is to use an optimal number of full words and
sub-words. Further extensions include the use of an optimal number of full words, sub-words and
sub-word graphones based on word frequencies. The advantage of using two or three different
types of units in a hybrid language model is that it helps improve recognition of OOVs and also
compensates for weaker contexts, and reduces data sparsity to some extent. In addition, this work
also investigates maximum entropy and long short-term memory network hybrid language models.
A maximum entropy approach is combined within class-based language modelling framework.
Additionally, novel extensions are proposed in the hierarchical language modelling approach,
where a full word language model and a character level language model are directly used during
decoding in a hierarchical manner to recognize in-vocabulary and OOV words, respectively, for
LVCSR tasks. Sequence normalization using a prefix tree approach is applied to hierarchical language models. Variants of the hierarchical approach are introduced by incorporating weighted and
non-weighted character language models, multi class character language models, and grapheme
to phoneme models. These types of language model guarantee zero OOV rate. Alternatively,
a properly normalized combined interpolated language model is introduced that also uses a full
word language model and a character level language model during decoding, exploiting within
word context or across word context at a character level for OOV recognition.
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Kurzfassung

Wörter, die nicht im Erkennungslexikon vorkommen, sind per Definition OOV-Wörter. OOV
steht dabei für out-of-vocabulary. Die Erkennung von unbekannten oder neuen Wörtern ist
einer der wichtigen Aspekte, der in praxisorientierter Erkennung von kontinuierlich gesprochener Sprache mit großem Vokabular (LVCSR) erwünscht ist. Jedoch sind menschliche Sprachen
von Natur aus mit einer großen morphologischen Vielfalt wie Flexionen, abgeleiteten und zusammengesetzten Wortformen ausgestattet. Sprachmodelle für morphologisch reiche Sprachen, wie
beispielsweise Deutsch, Polnisch oder Slowenisch, leiden oft unter hohen OOV-Raten, unzureichenden Daten und schlechten Verallgemeinerungsfähigkeiten für ungesehene Sequenzen. Trotz
der beträchtlichen Menge an Arbeit, die in der letzten Dekade in die Erkennung von ungesehenen
Wörtern geflossen ist, bestehen noch viele Probleme mit offenem Vokabular, speziell bei großem
Wortschatz. Diese Dissertation befasst sich mit einigen der oben genannten Kernprobleme und
macht einen Versuch, diese zu lösen, indem verschiedene Hybrid- und hierarchische Sprachmodelle
mit detaillierten Experimenten untersucht und eingeführt werden.
In einem hybriden Sprachmodell ist eine sorgfältige Auswahl der Teilwort-Einheiten nötig,
da diese große Auswirkungen auf die OOV-Rate, Datenvielfalt und Probleme in der Erkennung
haben. Verschiedene Typen von Teilwort-Einheiten wie Morpheme, Silben und Graphone werden
auf ausgewählten morphologisch reichen Sprachen untersucht. Der traditionelle Hybridansatz
nutzt nur Teilwörter, was sich im Bezug auf die Reduzierung der Wortfehlerrate bei großem
Vokabular als nicht robust erwiesen hat. Diese Arbeit hingegen untersucht verschiedene Typen
von zählbasierten hybriden Sprachmodellen. Eine der genutzten Methoden ist die Verwendung
des optimalen Verhältnisses von Ganz- zu Teilwörtern. Erweitert wird diese durch eine auf der
Worthäufigkeit basierenden Optimierung der verwendeten Anzahl von Ganzwörtern, Teilwörtern
und Teilwort-Graphonen. Die Verwendung von zwei oder drei verschiedenen Arten von Einheiten in einem hybriden Sprachmodell verbessert die Erkennung von OOV’s und hilft außerdem
schwachen Kontext und unzureichende Daten zu einem gewissen Grad zu kompensieren. Darüber
hinaus untersucht diese Arbeit auch Maximum Entropie und Long Short-Term Memory hybride
Sprachmodelle. Der Maximum Entropy Ansatz wird dabei mit einem klassenbasierten Sprachmodell kombiniert.
Alternativ werden für LVCSR Anwendungen neue Erweiterungen mit hierarchischem Sprachmodellierungsansatz vorgeschlagen, bei denen während der Erkennung zunächst ein GanzwortSprachmodell und nachfolgend ein Buchstabenlevel-Sprachmodell genutzt werden, um sowohl InVokabular-Wörter als auch OOV-Wörter zu erkennen. Auf die hierarchischen Sprachmodelle
wird Sequenznormalisierung mit Hilfe eines Präfixbaumansatzes angewendet. Durch die Verwendung gewichteter oder ungewichteter Buchstaben-Sprachmodelle, Mehr-Klassen-BuchstabenSprachmodelle sowie Graphem-zu-Phonem-Modelle ergeben sich weitere Varianten des hierarchischen Ansatzes, die eine verschwindende OOV-Rate garantieren. Zusätzlich wird ein durch
Interpolation kombiniertes, korrekt normiertes Sprachmodell eingeführt. Dieses verwendet in der
Erkennung ebenfalls das Ganzwort- und Buchstaben-Sprachmodell, um unter Ausnutzung des
Inter- und Intrawortkontexts auf Buchstabenebene OOV-Wörter zu erkennen.
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1. Introduction
In this chapter, we describe the context of the work done in this thesis, followed by problem
descriptions related to unseen or new word recognition in speech recognition systems. In the
following chapter, we describe an overview of technical contributions, followed by a detailed
description of state-of-the-art speech recognition systems.
By definition, the ability to express one’s thoughts and emotions by vocalized sounds as a form
of communication is called speech. Speech is convenient and efficient and is one of the most widely
used forms of human communication. Due to rapid advancements in human language technologies,
human machine interactions using speech are becoming more and more popular. Some of the well
known applications include speech based internet search engines, banking services and voice based
mobile services. All these applications use automatic speech recognition (ASR) technology.
ASR systems are generally used in offline or online mode depending on necessity. In an offline
ASR system, a complete utterance (i.e., one or more sequences) is decoded, where as in an online
ASR system, a partial utterances are decoded in realtime. In recent developments, cloud based
computing is used to speed up the ASR system’s transcription and also to minimize the memory
footprint on the hand held device. In general, hand-held devices (e.g., smartphones) collect
speech signals and transmit them to the cloud of available servers for decoding. After decoding,
the transcriptions are sent back to their source.
A speech recognition system transcribes a speech signal into a sequence of words. In principle,
if a speech recognition system transcribes any word present in the speech signal, then it is called
an open vocabulary speech recognition system. These recognized words can be further used for
spoken keyword term detection, machine based language translation or any text based system.
As both the memory and the computational capacity of computing devices have greatly increased
in recent decades, modern ASR systems handle large vocabularies efficiently using data-driven
statistics, and are generally referred to as large vocabulary continuous speech recognition systems
(LVCSRs). Vocabularies that contain 100k words or more are considered large. The performance
of a speech recognizer is measured in terms of word errors, typically measured in percentages (ie.,
word error rates).
In general, the main components of an LVCSR system include an acoustic model, a language
model, and a full word lexicon mostly containing full words as a vocabulary. But, the drawback
is that LVCSRs only recognize those words which are present in the full word lexicon. Thus,
recognizing new words, also generally referred to as out-of-vocabulary (OOV) words, in an LVCSR
system is a challenging research problem, even under very large vocabulary conditions. Further,
as human languages evolve and diversify over time the formation of new words and the adoption
of foreign words etc, further complicates the OOV problem. In real-life applications OOV rates
can be as high as 40%, or even more.
In a speech recognition system, a statistical language model tries to estimate the distribution
of a naturally spoken language from its written form. In an ideal case, an accurately estimated
language model encodes all the syntactic and semantic knowledge of a natural language, thereby
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achieving low word error rate. However, the syntactic and semantic richness of a natural language is defined by its word morphology. For instance, if a language is morphologically rich, then
a variety of inflections, derivations and word compounding adds to the problem of poor generalization of word sequences in language modelling. For this reason, a huge amount of data is often
needed to minimize the problems related to data sparsity and high OOV rate for morphologically
rich languages. To minimize these problems, sub-word based language models (eg., morphemes,
syllables etc.,) are used, along with additional knowledge sources like data-driven features, part
of speech (POS) classes, etc. Although, the use of sub-word based language models generally reduces OOV rates, it tends to increase acoustic confusions, which negatively impacts the LVCSR’s
performance. Therefore to solve these problems, we investigate hybrid language models, maximum entropy hybrid language models in a class based framework, neural network hybrid language
models, hierarchical language models and combined interpolated language models.
The choice of sub-word unit in any hybrid language model depends on the morphology of the
language. In this thesis, we investigate different types of sub-word units, as well as their combination as mixed units for morphologically rich languages like German, Polish and Slovene. The
German, Polish and Slovene languages are chosen because of their high degree of morphological richness. We also investigate hybrid maximum entropy language models in the class-based
language modelling framework, along with language model adaptation technique. Further, we
investigate a hybrid neural network language model on Portuguese. OOV rates and word error
rates are reduced considerably compared to full word baselines, on different optimized LVCSR
systems.
We also introduce different types of hierarchical language models for a zero OOV rate LVCSR
system, using a full word language model and a character level language model to recognize invocabulary (IV) and OOV words, respectively, in the hierarchical manner. Sequence normalization
using a prefix tree approach is applied to hierarchical language models. In addition, variants in
the hierarchical approach are introduced, by incorporating weighted and non-weighted character
language models, multi-class character language models, and grapheme to phoneme models. In
addition, we also investigate a combined interpolated language model, and, also introduce its
modified formulation which satisfies the condition of normalization. Lower word error rates are
achieved using these language models compared to full word baselines, on different optimized
LVCSR systems.
In this thesis, error analysis metrics include word error rate, insertions, IV error rate, OOV
error rate, and approximate OOV neighbouring errors. If an OOV mis-recognition causes its
neighbour (right context) to be mis-recognized, then it is called an OOV neighbouring error.

2

2. State of The Art In Automatic Speech
Recognition
In this chapter, we describe technical insights related to state of the art statistical speech
recognition systems.

2.1 Statistical Speech Recognition
In recent years, the statistical approach has outperformed all other approaches in speech recognition technology. A speech signal has to be dynamically represented in some form as it has a
variable-length pattern. It is assumed that the acoustic features of the speech signal best represent some semantic or linguistic message encoded in the speech pattern. Therefore, when a
sequence of acoustic features xT1 = x1 ...xT is provided as input to the ASR system, the aim is to
find the word sequence w1N = w1 ...wN which maximizes the posterior probability, according to
Bayes’ decision rule [Bayes 63]:
xT1 7→ w̃1Ñ (xT1 ) = argmax p(w1N |xT1 )
w1N ,N

= argmax p(xT1 |w1N )p(w1N )

(2.1)

w1N ,N

The result is referred to as the maximum a-posteriori (MAP) hypothesis. Two distributions: i.e.,
a class conditional distribution p(xT1 |w1N ) and a prior distribution p(w1N ) are used in the equation.
Here, the class conditional distribution computes the likelihood of observing the feature sequence
xT1 given the word sequence w1N . The prior distribution denotes the apriori probability of the
word sequence w1N . In the rest of this thesis, we refer to the class conditional distribution and the
prior distribution as the acoustic model and the language model respectively. Fig. 2.1 summarizes
the interaction between the feature extraction, acoustic model, and language model during the
search, consisting of several modules.
• The acoustic features xT1 are extracted from a speech signal in the signal-analysis step. In
some specific scenarios, speech enhancement techniques are applied to the speech signal to
enhance the signal to noise ratio and for prior extraction of acoustic features. Different
types of acoustic features are extracted using signal processing algorithms based on human
auditory models. These features are further processed by data-driven approaches, resulting
in a final feature sequence xT1 .
• The acoustic model consists of statistical models of the smallest sub-word units to be distinguished by the ASR system. Examples include phonemes, graphemes, syllables, morphemes
or words. The mapping between these smallest level sub-word units and a given word is
defined in the pronunciation lexicon.
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Figure 2.1: Basic architecture of a statistical automatic speech recognition system [Ney 90].
• The language model contains the information about the syntax and semantics of the spoken
language to be recognized, by providing the apriori probabilities.
• The search algorithm aims at finding the most likely word sequence that fulfils Eq. 2.1. The
search space for an LVCSR system consists of all possible word sequences over the (finite)
vocabulary. The huge size makes the complete exploration of the search space prohibitive
and pruning techniques are used to restrict the effective number of hypotheses. The subset
of the search space considered during the search process can be stored and used for applying
sophisticated methods that are too complex to be applied to the full search space

2.2 Feature Extraction
The feature extraction module converts the sampled speech signal into a parametric representation, as a sequence of acoustic features or observations. The main objective of the feature
extraction module is to extract only useful information from the speech signal, simultaneously
discarding redundant information. For instance, redundant information in features include effects
of noise, gender and speaker identity. Therefore, eliminating redundant information at feature
level makes the acoustic models robust.
State of the art features are based on short-term spectral analysis, usually a fast Fourier transformation (FFT) [Rabiner & Schafer 79]. The output of the FFT process is used to generate mel
frequency cepstral coefficients (MFCCs) [Davis & Mermelstein 80] or the perceptual linear prediction (PLPs) Coefficients [Hermansky 90]. Similarly, articulatory features related to a perception
model are also used [Zolnay & Schlüter+ 05, Kocharov & Zolnay+ 05]. Recently, auditory model
based Gammatone features using different time domain Gammatone filters have also been used
[Aertsen & Johannesma+ 80, Schlüter & Bezrukov+ 07]. Similarly, long term features are also
developed, which are used in conjunction with the short-term power spectrum features. Some of
these features are derived using a tandem approach [Hermansky & Ellis+ 00] or features with
long temporal patterns [Hermansky & Sharma 98] or “multi-resolution relative spectral transform” (MRASTA) features [Hermansky & Fousek 05]. As all these features contain different
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types of information, the recognition performance can be significantly improved by concatenating
long term features to the short-term FFT based features [Zolnay & Schlüter+ 05, Kocharov &
Zolnay+ 05].
On the other hand, the dynamic information of the signal is captured by using the first and
second derivatives of the feature vector and is appended to the original features. When the temporal context of the current frame is used, a more general approach is to use a linear discriminant
analysis (LDA) [Fisher 36] to extract similar dynamic information. The result of the LDA is a
linear transformation which projects a feature vector onto a lower dimensional feature subspace
and maximizes the class separability for distributions with equal variances.
Alternatively, short-term features like MFCC and PLP still contain the gender of the speaker
[Stolcke & Bratt+ 00] and other speaker related information [Doddington & Przybocki+ 00].
To increase the robustness of the features by reducing the speaker dependency in the acoustic
features, methods like the vocal tract length normalization (VTLN) and maximum likelihood
linear regression (MLLR) transformation [Lee & Rose 96, Leggetter & Woodland 95a, Gales &
Woodland 96] are widely used. A detailed comparison of speaker normalization and adaptation
methods can be found in [Pitz 05].

2.3 Acoustic Model
A sequence of feature vectors generated in the feature extraction step are given stochastic
representations in the acoustic modelling process. When a sequence of acoustic features xT1 =
x1 ...xT , given a word sequence w1N = w1 ...wN , are provided as input to the acoustic model, it
provides the likelihood p(xT1 |w1N ). In principle, different types of acoustic models based on whole
words or sub-words like syllables, graphemes, or phonemes with context can be used. Whole word
models were used for small and restricted vocabulary speech recognition systems. Phonemes or
graphemes can be used as sub-word models for LVCSR systems. Grapheme based systems are
used mostly in resource-constrained situations. Smaller units like phonemes and graphemes allow
the recognition of words not covered in the training data and also reduces model complexity.
Smaller units also ensure reliable parameter estimation during training. Phonemes are most
widely used for large vocabulary speech recognition systems using triphone context, in which
each unit’s immediate predecessor and immediate successor phoneme is considered. If context is
further extended to two immediate predecessors and two immediate successors, then it is called
a quintphone context.
The hidden Markov model (HMM) is the most widely used approach to cope up with varying acoustic realizations of sub-word units at varying speaking rates. An HMM is a stochastic
finite state automaton, where the states sT1 represent (hidden) random variables which cannot
be observed directly [Baker 75, Rabiner & Juang 86]. The topology of an HMM defines the
possible state transitions. In modern LVCSR systems, the Bakis topology is widely used [Bakis
76]. The output of an HMM is generated according to the probability distributions depending on
the values sT1 of the hidden variables. The HMM is a generative model and an HMM representing
an acoustic model generates feature sequences xT1 .
Modern LVCSR systems use a finite pronunciation dictionary to store the weighted mapping
from words to sequences of sub-word units and each sub-word unit is modelled by an HMM.
These sub-word HMMs are concatenated to form pronunciations of words as a modelling of whole
words. In our systems each triphone is represented by an HMM consisting of 3 or 6 states. Each
state has a loop, forward and a skip transition, generally referred to as state penalties. The Loop
transition connects a state back to itself, where as a forward transition connects a current state to
its following state. A Skip transition skips the next state and connect to the next-but-one state.
While skip transitions compensate for a fast speaking rate, loop transitions compensate for a slow
speaking rate. Therefore, the acoustic model probability for observing xT1 given a word sequence
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w1N can be computed as:
p(xT1 |w1N ) =

X

p(xT1 , sT1 )

N
sT
1 :w1

=

T
X Y
N
sT
1 :w1

=

t

T
X Y
N
sT
1 :w1

t−1
p(xt , st |xt−1
1 , s1 )

t−1 t−1
t
p(xt |xt−1
1 , s1 ).p(st |x1 , s1 )

(2.2)

t

In Eq. 2.2, summation is applied over all possible state sequences sT1 for a given word sequence
This equation can be further simplified using a first order Markov assumption [Duda &
+
Hart 01]. As per Markov’s assumption, the probability of observing xt depends only on its
t−1
current state st and the probability p(st |xt−1
1 , s1 ) depends only on its immediate predecessor
state. Therefore, Eq. 2.2 is simplified as:
T
X Y
T
N
p(xt |st ).p(st |st−1 )
(2.3)
p(x1 |w1 ) =
w1N .

N
sT
1 :w1

t

Further, summation in the above Eq. 2.3 can be replaced by the maximum using maximum
approximation as in [Jelinek 76] :
p(xT1 |w1N ) =

max

N
sT
1 :w1

T
Y

p(xt |st )p(st |st−1 )

(2.4)

t=1

In Eq. 2.4, there are two probability distributions. p(xt |st ) is the probability of observing an
acoustic feature vector xt while being in state st , also referred to as the emission probability.
p(st |st−1 ), is the probability of transition from state st−1 to state st and is called as the transition
probability, Eqs. 2.3 and 2.4 can be computed efficiently using dynamic programming algorithms
[Bellman 57, Viterbi 67, Ney 84] or the forward-backward algorithm [Baum 72, Rabiner & Juang
86].
Alternatively, Eqs. 2.3 and 2.4 may also be viewed as a time alignment problem. The result
computed for a particular word sequence w1N is called the forced acoustic alignment of w1N . Fig. 2.6
shows an example of a time alignment in speech recognition, of a part of the word “seven”. The
HMM is constructed using the Bakis topology and it is aligned against a sequence of acoustic
feature vectors. The HMM is enrolled along the time axis and the resulting graph is referred to
as a trellis. The trellis represents a complete search space for the time alignment. In the Viterbi
approach (ie., Eq. 2.4), the computed best path is the path from the lower left to the upper right
corner with the highest probability.
The emission probabilities p(xt |st ) of the HMM are mostly computed using Gaussian mixture models (GMMs). On the other hand, if a deep neural network (DNN) based hybrid approach [Bourlard & Morgan 94] is used, then it outputs class (ie., a triphone) conditional posterior probabilities. These probabilities can be converted into emission probabilities to use the
hybrid approach in an HMM framework. Alternative approaches include the use of discrete probabilities [Jelinek 76], semi-continuous probabilities [Huang & Jack 89] or by using continuous
probability distributions like mixtures of Laplacians [Levinson & Rabiner+ 83, Haeb-Umbach &
Aubert+ 98]. Using GMMs, the emission probability for a state s described by a GMM of Ls
Gaussian densities N (x|µsl , Σsl ), along with corresponding non-negative weights csl is computed
as :
Ls
X
p(x|s) =
csl N (x|µsl , Σsl )
(2.5)
l=1
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where µsl is the mean vector, Σsl is the covariance matrix and the mixture weights are subject
to the constraint:
Ls
X
csl = 1, csl ≥ 0
(2.6)
l=1

GMM parameters are estimated in the training phase. µsl , Σsl and csl are estimated by a maximum likelihood algorithm training criterion using an expectation-maximization (EM) algorithm
[Dempster & Laird+ 77]. A full covariance matrix is replaced by a diagonal covariance matrix
as a model assumption, in the Eq. 2.5. This requires decorrelation of acoustic features in the
front-end process, usually done by using a discrete cosine transform. In general, a huge amount
of data is used for training acoustic models. As context-dependent phonemes (e.g. triphones) are
used as sub-word units, a fraction of them can end up having only a minimal number of observations. Therefore, decision tree based clustering algorithms like classification and regression trees
(CART) allow these units to be tied using phonetic questions [Beulen 99].
All these parameters can be optionally refined using advanced discriminative training methods
[Bahl & Padmanabhan+ 96, Schlüter 00, Woodland & Povey 02]. In discriminative training, the
objective is to maximize the a-posteriori probability of the correct sentence [Bahl & Brown+
86, Normandin & Lacouture+ 94] or to minimize the word or phoneme error rate on the training
data [Juang & Katagiri 92, McDermott & Katagiri 05, Kaiser & Horvat+ 00, Povey & Woodland
02].

2.4 Lexicon
A lexicon contains a phoneme inventory, a list of tokens with pronunciation variants, and special
words (like hesitations, noise symbols, etc.). For instance, a token (ie., orthography) can be a
phoheme, a character, a syllable, a morpheme, a graphone (ie., a token with its corresponding
context dependent pronunciation), etc. If a grapheme based LVCSR is used, then a grapheme
inventory is used instead of phonemes. A lexicon acts as a lookup table for an acoustic model, a
language model and a search process. If a phonetic lexicon is used, then the acoustic model uses
a phonetic context (eg., triphone). Similarly, if a grapheme lexicon is used, then, the acoustic
model uses a graphemic context (eg., trigraph). In this thesis work, phonetic context is used, with
different types of tokens such as full words and sub-words (syllables, morphemes and graphones).
All the words present in a lexicon are called in-vocabulary words. In this thesis work, an IV word
means, an IV full word.

2.5 Language Model
One of the main component used in a speech recognition system is a statistical language model.
A naturally spoken language is a complex phenomenon having different levels of syntactic and
semantic information in varying contexts. For instance, syntactic structures use words as basic
forms to build phrases and sentences. In an ideal case, a language model should retain the same
level of syntax and semantic information. On the other hand, one of the main advantages of a
statistical language model is its robust modelling. It can model these syntactic structures without
any language specific knowledge. However, a huge amount of training text (ie., corpus) is needed
for proper estimation of statistical dependencies in a statistical language model. Simply put, the
use of insufficient training text leads to poor estimation of probabilities and high OOV rates in a
statistical language model.
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2.5.1 Handling Statistical Dependencies
In principle, a huge corpus is required for modelling long range statistical dependencies (eg.,
contextual information) in a statistical language model. In an ideal case, a statistical language
model
provides the apriori probability pr (w1N ) for a word sequence w1N , using the probability
QN
n−1
) [ie., Markov chain rule], where pr (.) represents the true probability. In the
n=1 pr (wn |w1
literature, a simple type of (static) statistical language model called as an m-gram count based
statistical language model was investigated to solve the problem of long range statistical dependencies and is widely used in speech recognition systems [Bahl & Jelinek+ 83]. In this approach,
n−1
the probability of a current word wn depends only on its previous m − 1 words wn−m+1
, according
to (m − 1)-th order Markov assumption. Mathematically,
p(w1N ) =
=

N
Y
n=1
N
Y

p(wn |w1n−1 )

(2.7)

n−1
p(wn |wn−m+1
)

(2.8)

n=1
n
n
In principle, Eq. 2.8 represents a model approximation. If c(wn−m+1
) represent counts of wn−m+1
,
in some training data, they can be used to estimate probabilities as maximum likelihood estimates
(MLE), then,
n−1
)=
p(wn |wn−m+1

n
)
c(wn−m+1
n−1
)
c(wn−m+1

(2.9)

Thus, the probability of a word sequence p(w1N ) is computed as a product of the individual
conditional probabilities of words given their truncated histories. Typical lengths of word histories
include: 2 (bi gram), 3 (tri gram), and 4 (four gram) and 5 (five gram). Here, sentence-begin
and sentence-end boundary tokens are added at the beginning (ie., w0 ) and at the end (ie.,
wN +1 ) of a sentence, respectively. For context length greater than one, the sentence-begin token
is necessary. The sentence-end token is mandatory to satisfy the normalization condition. As
shown in Eq. 2.9, a count-based language model uses relative frequencies to compute maximum
likelihood estimates. Here, the likelihood of a training corpus (C) given the model (M ), ie.,
p(C|M ) is maximized. According to the law of large numbers (LLN)[Bernoulli (1655-1705)], the
MLE estimates become increasingly better as the size of the corpus increases. Simply put, if
a corpus of infinite size were to be used, the true distribution would be the limit of the MLE
estimates. Alternatively, as the content of speech mostly varies over time, a language model
is expected to cope with varying contexts. Therefore, a static language model can be updated
based on the required contexts, as an adaptation, as explained in detail, in Section 2.5.4. On the
other hand, a large number of n-grams (ie., tuples) might have very low counts or even might
not occur in a corpus. Thus, unseen events receive zero probability in the MLE approach due to
data sparsity. Smoothing techniques are used to distribute some probability mass for these types
of n-grams, described in detail, in Section 2.5.1.
Katz Backoff Method
Relative frequencies are used for estimation of backoff m-gram probabilities using a maximum
likelihood method. A tree can be used as a word level m-gram representation. A simple m-gram
representation for a single word with different histories is illustrated as a tree in Fig. 2.2. But
as the number of m-grams grows exponentially based on increasing m, this causes sparseness.
Some of the m-grams are not seen or have only very few observations, even when huge amounts
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Figure 2.2: Tree : word with different histories
of data are used. Therefore, for unseen m-grams the probability estimate is zero. This problem
is solved by using smoothing algorithms to distribute a fraction of the probability mass of the
seen m-grams to the unseen m-grams. Some of the smoothing methods are based on discounting
followed by backing-off or interpolation [Katz 87, Ney & Essen+ 94, Generet & Ney+ 95, Ney &
Martin+ 97]. Backoff smoothing is computed as:
n−1
pbo (wn |wn−m+1
) =



n−1
α(wn |wn−m+1
)
n−1
n−1
bo
)
γ(wn−m+1 )pm−1 (wn |wn−m+2

n
if cn (wn−m+1
)>0
n
if cn (wn−m+1 ) = 0

(2.10)

where α is the probability distribution for seen m-grams from the corpus and γ is the backoff
scaling factor [Katz 87].

Smoothing
In general, a smoothing technique is applied to any language model to estimate more accurate
probabilities, to counter data sparsity whenever an insufficient amount of training data is used.
According to [Chen & Goodman 98]:
“Whenever data sparsity is an issue, smoothing can help performance, and data sparsity is almost
always an issue in statistical modelling. In the extreme case where there is so much training data
that all parameters can be accurately trained without smoothing, one can always expand the
model, such as by moving to a higher m-gram model, to achieve improved performance. With
more parameters data sparsity becomes an issue again, but with proper smoothing the models
are usually more accurate than the original models. Thus, no matter how much data one has,
smoothing can almost always help performance, and for a relatively small effort”.

Simplyput, smoothing helps to counter zero count events by transferring some probability mass
from higher count events to zero count events. Alternatively, count-based models use lower order
distributions to determine the probability of zero count m-grams. In general, commonly used
method to estimate the parameters of a smoothed language model are leaving-one-out, WittenBell approach [Bell & John G.+ 90, Witten & Bell 91], a cross-validation approach [Ney & Essen+
94], a Kneser-Ney approach [Kneser & Ney 95] and a modified Kneser-Ney approach [Chen &
Goodman 96]. A brief introduction to Witten-Bell smoothing and Kneser-Ney smoothing is
described in the subsequent paragraphs using the same notations as shown in Eq. 2.10.
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Witten-Bell Smoothing
In the Witten-Bell approach, smoothing is performed as:
n−1
α(wn |wn−m+1
) =

n
c(wn−m+1
)
P
n−1
n
)
N1+ (wn−m+1 •) + wn c(wn−m+1

(2.11)

n−1
γ(wn−m+1
) =

n−1
N1+ (wn−m+1
•)
P
n−1
n
)
N1+ (wn−m+1 •) + wn c(wn−m+1

(2.12)

The notation N1+ enlists the number of words having one or more counts. The notation • evokes
n−1
a free variable that is summed over, thereby, N1+ (wn−m+1
•) represents the number of unique
n−1
words following the history wn−m+1 , and is formally defined as:
n−1
n−1
N1+ (wn−m+1
•) = |{wn : c(wn−m+1
wn ) > 0}|

(2.13)

Kneser-Ney Smoothing
In the Kneser-Ney approach, smoothing is performed using:
n−1
α(wn |wn−m+1
) =

n−1
) =
γ(wn−m+1

n
n
c(wn−m+1
) − D(c(wn−m+1
))
P
n
wn c(wn−m+1 )
P3
n−1
j=1 Dj Nj (wn−m+1 •)
P
n
wn c(wn−m+1 )

(2.14)
(2.15)

n−1
m−1
) = j}| is the number of words that appear truly j times
•) = |{wn |c(wn−m+1
where, Nj (wn−m+1
n−1
after the context wn−m+1 . D is a single discount parameter used for all non-zero counts. Alternatively, three different parameters, namely D1 , D2 , D3+ are applied to m-grams with one, two
and three or more counts respectively, in the modified Kneser-Ney approach.

2.5.2 Robustness
The word robustness can be used to express different meanings in different contexts. In the
language modelling context, it can refer to multiple factors such as vocabulary coverage to achieve
zero OOV and proper coverage on unseen word sequences to achieve minimal perplexity. In addition, proper coverage of unseen word sequences depends on additional word related information
like classes or features, explicitly embedded into the language model. In practice, a count-based
language model uses backoff as a means to generalize unseen sequences. However, it needs huge
amounts of data for higher orders. It has additional limitations: for instance, it lacks ways to
incorporate word level knowledge sources like features, and so on. From the literature, class based
language models and maximum entropy language models are state of the art and well known for
increased robustness compared to count-based backoff models. On the other hand, neural network based long short-term memory (LSTM) language models are also investigated, due to the
inherent advantage of longer contexts. Descriptions of these language models are given in the
sections below.
Class-based Language Model
The problem of data sparsity is well known in language modelling. In the literature, this problem
is addressed using class-based m-gram language models, which in turn use word classes (or word
clusters). A standard class-based language model combines an m-gram model over classes with
a probability distribution of words in classes. Word clustering can be broadly classified into two
categories: hard classes or soft classes. A word strictly belongs to one class in hard clustering,
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where as in soft clustering it is shared among different classes. Hard clustering can be viewed as
a simpler and special case of soft clustering. If ci and ci−1 are soft classes of the words wi and
wi−1 , respectively, word probability using a bigram language model is computed as:
X
p(wi |wi−1 ) =
p(wi |ci )p(ci |ci−1 )p(ci−1 |wi−1 )
(2.16)
ci ,ci−1

The above Eq. 2.16 consists of two main constituents: p(ci |ci−1 ) and p(wi |ci ), commonly referred
to as the class-transition probability, and the word-class probability, respectively. A class-based
language model in the above form can be viewed as a type of configurable framework. The classtransition probability represents an m-gram model over classes, where as, word-class probability
is computed using word counts or probabilities within classes. Therefore, a class-based language
model provides a general framework for integrating various knowledge sources as classes or features. For instance, morphological features like part of speech (POS), lemma, etc., can be used
as classes to increase the robustness of the class-based language model. However, the quality
(in terms of perplexity) depends on the type of features used. When compared to a standard
count-based backoff language model, better generalization as well as better perplexity can be
achieved using a class-based language model only when optimal classes are used. In most cases,
a class-based language model is linearly interpolated with a word based backoff language model
to achieve better perplexity.
Maximum Entropy Language Model
The maximum entropy principle uses the concept of entropy from information theory to estimate
a robust distribution from a corpus, using additional features as knowledge sources [Rosenfeld 96].
Corresponding mathematical background is shown in Appendix I. Let w represent a full word,
h as a history and W as a full word vocabulary, then the standard maximum entropy ( cf.
Eqs.[ I.11, I.12]) equations are represented as:
p(w|h) =
Z(h) =

1 Pi λi fi (w,h)
e
Z(h)
X

e

P

j

λj fj (wi ,h)

(2.17)
(2.18)

wi ∈W

Here, f (.) represents a feature function for corresponding (w,h), λ represents an optimal weight,
and Z(.) is a normalization factor, p(w|h) is a maximum entropy prior for some w given h.
Maximum Entropy Language Model Smoothing
In general, Lafferty’s Gaussian prior smoothing is generally applied to a maximum entropy language model. Computing optimal λ’s using Eq. I.14 from some training data X means finding
optimal parameters Λ in training, which further implies maximization of log-likelihood L(Λ) of
X [Chen & Rosenfeld 00]. Let Λ = λ1 , ..., λn . Let F be the number of feature functions. A prior
→
−
→
−
with zero mean (Λ = 0 ) and variance σ 2 is applied to all λi ’s, ie., Λ ∼ N ( 0 , diag(σi2 )). The
condition of applying zero mean prior implies λ’s are pushed towards zero, which makes the model
as uniform as possible. Therefore, optimal weights (λi ’s) maximizes the log-likelihood (L(Λ)) of
the training sample during smoothing as:
L̄(Λ) = L(Λ) +

= L(Λ) −

F
X

λ2i
1
logp
exp(−
2)
2)
2σ
(2πσ
i
i
i=1

F
X
λ2i
+ const(Λ)
2σi2
i=1

(2.19)
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To avoid over-fitting to the training samples, l1 + l22 regularization is used.
Maximum A-Posteriori Adaptation
In this thesis, we use a maximum a-posteriori based language model adaptation for maximum
entropy models. The maximum entropy model is trained on some background data including
the features of the in-domain data. The prior parameters computed from the background data
are used to learn parameters from the in-domain data. The adapted maximum entropy model
has a mean centred around Λ0 estimated from the background data (instead of zero mean) and
diagonal covariance, ie., Λ ∼ N (Λ0 , diag(σi2 )). Let, the number of training observations be D,
regularization parameters be α and σ, and background data weight parameters be λ̄i . Therefore,
the regularized log-likelihood of the adaptation training data is maximized during adaptation as:
LL1 +L22 (Λ) = L(Λ) −

F
F
X
αX
(λ̄i − λi )2
|λ̄i − λi | −
D
2σi2 D
i=1

(2.20)

i=1

Here, regularization parameters are α and σ 2 are tuned using some heldout text.
Neural Network Language Model
Count-based language models, factored language models [Bilmes & Kirchhoff 03], class-based
language models [Kneser & Ney 91, Brown & deSouza+ 92], maximum entropy language models
operate on discrete space (ie., vocabulary space), where as, neural network language models
operate on a continuous space. In a continuous space, vocabulary items are mapped to vectors in
a low-dimensional space. There are various types of neural networks used in language modelling.
These include: shallow neural networks [Bengio & Ducharme 01, Bengio & Ducharme+ 03], deep
neural networks [Mohamed & Dahl+ 09, Bengio 09, Arisoy & Sainath+ 12], recurrent neural
networks [Kombrink & Mikolov+ 11, Mikolov & Karafiát+ 10], and, long short-term memory
neural network [Hochreiter & Schmidhuber 97, Gers 01, Graves & Schmidhuber 05]. A feedforward neural network is initially introduced within the context of language modelling in [Bengio
& Ducharme 01]. The topologies of a feed-forward and a recurrent neural network are broadly
similar, but with a few distinct differences. The hidden layer in a feed-forward neural network
considers truncated history for a given word, while the recurrent neural network uses the complete
history. The recurrent neural network contains additional recurrent connections in the hidden
layers, where activations act as a sort of memory, unlike a feed-forward neural network. These
advantages make the recurrent neural network a preferred choice over the feed-forward neural
network. However, the use of such longer contexts makes gradient computations highly unstable,
ie., as the gradient of the error function is back-propagated, it is scaled by some factor resulting
in either exponential growth or exponential decay over time. This problem is avoided by limiting
the scaling factor to one and by using gating units in an improved recurrent neural network, also
commonly called as a long short-term memory (LSTM) neural network.
Fundamental Architecture
A fundamental neural network architecture is shown in Fig. 2.3. It consists of an input layer
followed by a projection layer, hidden layers and an output layer. In a shallow neural network, a
single hidden layer is used, where as in a deep neural network, multiple hidden layers (typically 2
to 6) are used to learn joint probability distributions. Two hidden layers are shown in Fig. 2.3 for
simplicity. All the input words with context are projected as high dimensional real valued vectors.
Hidden layers compute non-linear probability estimations. It is generally assumed that similar
words have similar word vectors and the continuous representation achieves a better generalization,
which is not possible with the count based backoff language models. Further, word representations
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Figure 2.3: An example neural network architecture [Schwenk 07]
can be learned iteratively during training of a neural network language model [Collobert & Weston
08].
Let N be the size of a vocabulary, P be the dimension of the continuous space, H be the size of
hidden units. In a 1-of-N coding scheme, an N dimensional binary vector is used, where the ith
word of the vocabulary is set to 1 with all other elements as 0 in the input layer. The projection
matrix (N × P ) is shared for different word positions in the context. First, a hidden layer receives
a single vector as an input, which is a concatenation of all the projections in the same context.
In general, a linear (or sigmoid) function is used as an activation function. Let the activities of
hidden layer be cl with l = 1, .., (n − 1)P . The weight matrix between the projection layer and
the hidden layer is represented by M=[mjl ]. The joint probability distribution of the sequence
of n-1 points, corresponding to the context hj is learnt using the hyperbolic tangent activation
function. The weight matrix between the second hidden layer and the output layer is represented
as V=[vij ], where i=1,...,N . The output of the hidden layer is d=[dj ], where, j=1,..,H. The biases
of the second hidden layer and the output layer are b=[bj ] and k=[kj ], respectively. A softmax
activation function is applied in the output layer. The value p=[pi ] represents the probability
mass obtained from the output layer. In other words, P (wj = i|hj ) is the probability of a word
i given its context (i.e., pi = P (wj = i|hj ). Thereby, the following set of operations can be
performed in Fig 2.3 to generate pi .


(n−1)P
X
dj = tanh 
mjl cl + bj 
∀j = 1, ..., H
(2.21)
l=1

oi

=

H
X

vij dj + ki

∀i = 1, ..., N

(2.22)

∀i = 1, ..., N

(2.23)

j=1

pi

=

eoi
PN

ol
l=1 e

As shown in Eq. 2.23, the output probability is already normalized to one due to the use of
the softmax activation function. All the above equations can also be shown in matrix-vector
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representations as:
d

= tanh(M.c + b)

(2.24)

o

= V.d + k
exp(o)
= PN
ol
l=1 e

(2.25)

p

(2.26)

Back-Propagation Algorithm
A cross-entropy based back-propagation algorithm is widely used to minimize the error function
during training.


N
X
X
X
2
E=
ti logpi +  
m2jl +
vij
(2.27)
i=1

jl

ij

The first part of the above Eq. 2.27 represents cross entropy, where as, the second part performs
regularization to avoid over-fitting to the training samples. Parameter  has to be experimentally
tuned on some heldout text. In practice, as it is tedious task to minimize the sum of E over
all samples, stochastic back propagation is used as an alternative. The steps performed in a
stochastic back propagation algorithm are [Schwenk 07]:
1. Extract a pool of m-grams from training text
2. Select m-gram w1 w2 w3 ...wm , the aim is to learn P (wm = i|w1 w2 w3 ..wm−1 )
3. Compute pi for the context h=w1 w2 w3 ..wm−1
4. Set the desired outputs to tj = δij , j = 1, .., N , supposing that wm is the ith word in the
vocabulary
5. Compute the gradient of the error function E w.r.t all weights, by back propagating the
errors from outputs to inputs
6. Update all the weights:
ω new = ω old − λ

∂E
∂ω

(2.28)

where ω is one of the weights or a bias of the neural network and λ (λ > 0) is the learning
rate to be selected empirically
7. Goto step-2 and repeat steps for all m-grams, until convergence
Long Short-Term Memory Language Model
A LSTM neural network architecture is shown in Fig. 2.4. It is similar to the standard recurrent
neural network architecture, but has additional LSTM layers. To speed up computations in the
output layer, word-class hard clustered mapping is used [Morin & Bengio 05]. In hard clustering,
each word is strictly mapped to a unique class. If c(wi ) is a class of wi , then word level posterior
probability p(wi |w1i−1 ) is computed using Eq. 2.38. Sigmoid and softmax activation functions are
shown in Eq.2.29 and Eq.2.30, respectively. A stochastic gradient descent algorithm is used to
train the LSTM neural network. [Bottou 12]. As shown in Fig. 2.5, a single LSTM unit contains
a neural-net input, an input gate, a forget gate, an output gate, a feed back cell, and a neural-net
output [Sundermeyer & Ney+ 15]. Sigmoid activations are used in these gates which helps to
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Figure 2.4: An example LSTM neural network architecture

Figure 2.5: Graphical illustration of an LSTM layer

toggle between activation states 0 and 1. The error flow is controlled by these sigmoid gates.
Let ζi ,φi , and, ωi represent input, forget, and, output gates, respectively. Let J be the size of
the LSTM layer, |.| represent the dimension of a vector, Aqc , Ayc be the matrices corresponding
to the net-input, Aqζ , Ayζ , Acζ be the matrices corresponding to the input gate, Aqφ , Ayφ , Acφ be
the matrices corresponding to the forget gate, Aqω , Ayω , Acω be the matrices corresponding to the
output gate, A2 be the weight matrix for class posterior probability, A3 ,c(wi ) be the weight matrix
for the word posterior probability, and qi and yi be the input and output of the LSTM layer,
respectively. A list of mathematical formulations to generate p(wi |w1i−1 ) is shown in Eqs.2.31-
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2.38. The output probability p(wi |w1i−1 ) is normalized (summed to 1) due to softmax function.
σ(q)

=

1
1 + e−q

(2.29)

ϕ(q)|j

=

eqj
P|q|

(2.30)

qk
k=1 e

Input gate:

ζi

= σ(Aqζ qi + Ayζ yi−1 + Acζ ci−1 )

(2.31)

Forget gate:

φi

= σ(Aqφ qi + Ayφ yi−1 + Acφ ci−1 )

(2.32)

ci

= φi ci−1 + ζi tanh(Aqc qi + Ayc yi−1 )

(2.33)

ωi

= σ(Aqω qi + Ayω yi−1 + Acω ci )

(2.34)

= ωi tanh(ci )

(2.35)

= ϕ(A2 yi )|c(wi )

(2.36)

Output gate:
Hidden activation:

yi
i−1
p(c(wi )|w1 )
p(wi |c(wi ), w1i−1 )
p(wi |w1i−1 )

= ϕ(A3 ,c(wi ) yi )|wi
=

p(wi |c(wi ), w1i−1 )

(2.37)
p(c(wi )|w1i−1 )

(2.38)

In this thesis, the same set of equations shown above is used to generate hybrid LSTM language
models, where the word hybrid refers to a hybrid vocabulary containing sub-words along with a
fraction of full words.

2.5.3 Handling Rare Words and OOVs
In a language model training corpus, rare words are generally defined as the words whose counts
are very low. In general, these types of words are singletons or doubletons, etc. Unseen words
or OOVs are the words that are not observed in a corpus. In a count-based backoff language
model, rare words and unseen words are handled differently in the computation of probabilities.
Different kinds of smoothing methods (cf. Section 2.5.1) can be used for better estimation of rare
word probabilities in a language model. On the other hand, all the OOVs in a training corpus
are mapped to a single ‘unknown’ token, as a single class. This ‘unknown’ token is treated like
any other word in a language model to estimate word probabilities.
However, when using a full word language model, an unknown word cannot be hypothesized
because its corresponding pronunciation is not present in the recognition lexicon, in a speech recognition system. Therefore, different types of language models were investigated in the literature to
recognize OOVs. These approaches are commonly referred to as open vocabulary approaches.In
these approaches, different types of sub-words are used, such as phonemes, characters, syllables,
morphemes, and graphones (ie., a token augmented with its corresponding context dependent
pronunciation), to hypothesize OOVs. Further details are described in Section 2.5.3. We perform
different types of LVCSR experiments on morphologically rich languages like German, Polish,
Slovene, and, Portuguese.
Morphologically rich languages: German, Polish, Slovene and Portuguese
The German language is characterized by high lexical variety as a large number of distinct lexical
forms can be derived from the same root due to different factors like inflection, derivation, and
compounding. For instance, noun inflection and verb inflection leads to a variety of lexical words.
The use of verb prefixes on a word changes the meaning of the word itself. The occurrence of
compound words is a common phenomenon and is reflected in recognition vocabularies. On the
other hand, any language with high morpheme-per-word ratio poses tough challenge for an open
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vocabulary LVCSR system. Polish is a synthetic language and has a high morpheme-per-word
ratio. It belongs to the family of Slavic languages like Russian, Czech, and Bulgarian. It is
characterized by a high degree of inflection, having seven cases and three genders. Declensional
endings depends on case, number and gender. In addition, the declension changes depending on
whether a word is a noun or an adjective. Word stems are frequently modified by the addition or
absence of endings. Slovene is a Slavic Indo-European language. It has cases and endings added
to words, leading to a high degree of inflection. For instance, a native noun can have a structure
of prefix-root-suffix-ending, along with gender information. Multiple roots (or baseforms) are
possible for a given word. The meaning of an adverb can be changed using the appropriate
prefixes and suffixes. Further, Portuguese is a Romance language, widely spoken in many parts
of the world. Portuguese can be considered as one of the morphologically rich synthetic (or
fusional) language with a high degree of inflection, gender for every noun, etc., Thus, high level
morphological richness in German, Polish, Slovene and Portuguese provides a huge lexical variety
of words which causes data sparsity, high OOV rates and high language model perplexities. For
this reason, these languages are chosen for open vocabulary experiments.
State of the Art Open Vocabulary Approaches
In this section, we describe prior work and criticism related to the open vocabulary language
modelling approaches presented in this thesis.
Hybrid Approach
Possible types of sub-words include: phonemes, characters, syllables, morphemes and graphones.
In a hybrid language model, any of the above mentioned sub-word units can be used.
Prior Work:
We address prior work related to the different types of sub-words and hybrid language models
used in speech recognition systems.
Phoneme Language Model: Count-based phoneme language models (LMs) were used by [Zissman
93, Zissman 95] for language and dialect identification tasks. Experiments were conducted on the
OGI-TS corpus covering eleven languages. Hybrid language models using multi-phoneme word
fragments were investigated in [Klakow & Rose+ 99] on the NAB’94 corpus and reductions in
word error rates were reported.
Character Language Model: Count-based and decision tree LMs with characters as tokens were
investigated for comparing various smoothing techniques [Potamianos & Jelinek 98]. The character vocabulary size was 79. Count-based LMs outperformed decision tree LMs in terms of minus
log probability measures. Experiments were conducted on the Brown corpus. Character based
LMs were also investigated in [Luo & Lamel+ 09] on a Chinese task. Full word vocabulary sizes
of 56k to 160k words were used. Experiments were performed on the GALE-2007 corpus. Word
based LMs outperformed character-level LMs in terms of word error rate (WER). These papers
highlight the difficulty of character level recognition.
Syllable language model: Count-based syllable LMs were investigated for Polish in [Piotr 08].
Syllable vocabulary size was 8.5k. Count-based word and syllable LMs were compared using perplexity as metric. Syllable LMs outperformed word LMs in terms of perplexity and no recognition
results were reported.
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Morpheme Language Model: Many citations can be found in the literature regarding the use of
morphemes in language modelling. For instance, count-based morpheme LMs were investigated
for English, Estonian, Arabic and Finnish in [Creutz & Hirsimäki+ 07]. Significant improvements
in terms of word and character error rates were reported for various tasks. Morpheme LMs
were also investigated on an Uyghur task in [Ablimit & Neubig+ 10]. Full word and syllable
vocabulary sizes were 228k and 6.6k, respectively. Morpheme vocabulary size was 55k. Word
boundaries were not used in sub-word LMs. However, full word LMs outperformed sub-word LMs
in terms of WER.
Graphone Language Model: A joint grapheme-phoneme unit resulting from an alignment of a
sub-word unit to its corresponding pronunciation is called as graphone. Count-based graphone
LMs also known as flat hybrid LMs, were investigated on English in [Galescu 03, Bisani & Ney 05].
The graphemic parts of graphones were generated during grapheme to phoneme (G2P) training.
Simplyput, both the graphemic and phonemic segmentations in a G2P model are a result of an
automatic alignment process. Flat hybrid LMs were investigated on English using Hub-4(1996)
and Hub-1(1993,1994) tasks in [Galescu 03] and [Bisani & Ney 05], respectively. Significant
reductions in OOV word error rates were reported in both the papers, using a hybrid vocabulary
consisting of 20k full words. Also, we repeated the same set of experiments conducted in [Bisani
& Ney 05], with better smoothing, and word error rates were further reduced [Shaik & Rybach+
12].
Discussion:
As seen from the literature, the use of syllables, morphemes and graphones in language modelling
yielded limited gains by recognizing a fraction of the OOVs. But, because only a single type of
sub-word was used in a hybrid language model, reductions in overall word error rates were not
always observed. This might be due to the improper selection of sub-words leading to a higher
degree of acoustic confusions compared to the baseline full word system.
Nevertheless, despite of all the progress shown in the attempt to recognize OOVs using hybrid
language modelling approaches, many challenges still remain. The perspective of the OOV problem itself varies across languages, across different sizes of vocabularies, as well as across speech
recognition applications. Some of the OOV word recognition challenges in specific, include:
1. Which type of sub-word unit is best for open vocabulary approaches ?
2. How can robust hybrid language models be generated ?
3. How can acoustic confusions be reduced, when sub-words are used ?
4. Do hybrid language models help under limited text data conditions ?
5. Is there a possibility for a zero OOV rate LVCSR using full words and characters without
loss in WER performance compared to its full word baseline?
We try to address the above mentioned problems within the scope of hybrid language modelling.
We take language morphology into consideration, where ever possible, in order to use suitable
kinds of sub-words for generating optimized hybrid language models. Simplyput, we focus comprehensively on OOV recognition methods using different types of sub-words in language modelling
for morphologically rich languages like German, Polish, Slovenian and Portuguese. Thereby,
we are investigating and improving existing open vocabulary approaches using hybrid language
models. Although different types of sub-words exist, we try to use some of them effectively by
exploring the morphology of the selected language. One of the investigated methods is the use
of the optimal number of full words and sub-words. Further extensions include the use of the
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optimal number of full words, sub-words and sub-word graphones based on word frequencies.
Using two or three different types of units in a hybrid language model aids better recognition of
OOVs, it also compensates for poorer contexts and reduces data sparsity to some extent. Further, we also extend the concept of graphones, using sub-word units like morphemes, syllables or
characters. We measure the quality of the proposed language models using word and character
level perplexities and word error rates. We discuss these details in Chapter 6.
Word Morphology
Different types of sub-word units used in different types of hybrid language models are discussed
in Section 2.5.3. A different type of sub-word unit generated using an unsupervised Bayesian
model was investigated on a small vocabulary task using the TIDigits corpus [Kamper & Jansen+
16] and reductions in word error rate were reported. The motivation for this task was to discover
categorical linguistic structures from the audio signal. Additionally, the effective use of sub-words
in a hybrid language model on a German large vocabulary task was investigated in [El-Desoky
& Shaik+ 10, El-Desoky & Shaik+ 11, El-Desoky & Shaik+ 12]. For an Egyptian Arabic task,
word segmentations in prefix-stem-suffix form were generated using the Morphological Analyser
and Disambiguator for Arabic (MADA) tool [El-Desoky Mousa & Gollan+ 09].
Discussion:
Some of the work described in the Section 2.5.3 is joint work with the author of this thesis [ElDesoky & Shaik+ 10, El-Desoky & Shaik+ 11, El-Desoky & Shaik+ 12]. In this thesis, this work
is advanced by further optimizing the hybrid language models under different data conditions.
Further investigations by the author of this thesis include the use of an optimal number of full
words, sub-words and sub-word graphones based on word frequencies (ie., mixed unit language
models). We discuss these details in Chapter 6.
Maximum Entropy and Neural Network Language Models
In the literature, class based language models [Brown & deSouza+ 92, Kneser & Ney 91], maximum entropy language models [Jaynes 57, Rosenfeld 96, Della Pietra & Della Pietra+ 92] and
neural network language models [Bengio & Ducharme+ 03, Schwenk & Gauvain 04, Schwenk &
Gauvain 05] can be categorized as advanced language models.
Prior Work:
In this section, we describe prior work related to class-based and maximum entropy language
models.
Class-based Approach: One of the classical approaches to reduce data sparsity in language modelling is by clustering words into classes [Brown & deSouza+ 92, Kneser & Ney 91]. Class-based
language models using counts was proposed in [Brown & deSouza+ 92]. Experiments were conducted on the Brown corpus and significant reductions in perplexities were reported using classes,
compared to word based language models. Variant class-based language models were later investigated in [Ward & Issar 96] on the Dec93 ATIS corpus, and lower perplexities were reported using
classes, compared to the word based baseline. Similarly, different types of class-based language
models were investigated in [Justo & Inés Torres 07] on Spanish and reductions in word error
rates were reported.
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Maximum Entropy Approach: Although, the principle of maximum entropy was initially introduced in [Jaynes 57], its applicability to language modelling was shown in [Rosenfeld 96]. Like
class-based language modelling, maximum entropy language modelling also offers a flexible framework to incorporate additional knowledge sources. We provide further details of this language
model in Section 2.5.2.
Neural Network Approach: A neural network as a basic summation threshold mesh was initially
introduced in [Bain 73]. However, due to the rapid advancement of artificial neural networks in the
past decade, neural networks were introduced to language modelling for speech recognition [Bengio
& Ducharme 01, Bengio & Ducharme+ 03]. In general, a neural network language model offers
a different type of framework using a mesh of many-to-many or selectively connected neurons.
However, neural network language models have not been sufficiently investigated using hybrid
approaches in the literature. A hybrid language model using recurrent neural networks was
investigated in [Tomá & Ilya+ 12]. However, as it is not an officially peer-reviewed published
article, it is not considered as a citation in this thesis. Lexeme and morpheme features for Arabic
were investigated using a deep neural network (DNN) language model in [El-Desoky Mousa &
Jeff Kuo+ 13].
Discussion:
Selecting the most appropriate sub-word unit facilitates robust OOV recognition. But this is
feasible only when the hybrid language models are as robust as possible. For this reason, we investigate the aforementioned language models within the scope hybrid language modelling. These
language modelling techniques have not been sufficiently investigated for open vocabulary approaches in the literature. We introduce a combinatorial architecture where maximum entropy
based priors are effectively used within the class-based language modelling framework. Different
morphological features at morpheme level are investigated to increase the robustness of the language model and for better generalization of unseen word sequences. In addition, we investigate
the performance of LSTM neural network hybrid language models under sparse data conditions.
We discuss the details in depth in Chapter 7.
Hierarchical Approach
In a hierarchical approach, a full word language model and a character level language model
are directly used during decoding in a hierarchical manner to recognize the words present in the
lexicon (also referred as in-vocabulary (IV) words), and, OOV words, separately.
Prior Work:
In this section, we describe the prior work related to hierarchical approaches and the combined
full word and character language model using an interpolation approach. In principle, a combined
interpolated language model can be implemented either by using a history conditioned tree search
or a weighted finite state transducer (WFST) based search. In this thesis, we use a WFST based
search.
Hierarchical Approach: In the literature, a single stage network (i.e., a type of a hierarchical
network) was investigated in [Bazzi & Glass 00, Bazzi 02] using a FST network (relevant chapters:
{4 and 5} in [Bazzi 02]. One of the primary motivation in [Bazzi 02] was to use a single
stage network to detect OOVs using phone based network. An IV network using full words
and an OOV word network using phones were used separately to detect IV and OOV words,
respectively. During recognition, a transition from the IV network to the OOV network was
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performed using explicit ‘unknown’ tokens in a word language model to recognize OOVs with
some OOV penalty. The complement OOV model was used to prohibit IV phone sequences which
could be hypothesized by the phone based OOV network. Further, hard constraints i.e., length
based constraints such as that an OOV should be atleast three phones long and not greater
than a certain number of phones long were imposed. The Hub4 corpus and the Jupiter weather
information domain corpus were used. Experiments were conducted with a vocabulary size of 2K
words, and reductions in word error rates were reported. On the other hand, a word and sub-word
decoding approach was also investigated using WFSTs in [Szöke & Fapso+ 08], where, multigram
phones were used as sub-words.
Combined Full word and Character Language Model Using Interpolation: An Alternative type
of language model called a combined full word and character language model using interpolation
was initially proposed for handwriting in [Kozielski & Matysiak+ 14]. This language model made
an attempt to replace the OOV class probability with character level priors, in a backoff fashion.
Simplyput, it uses a weighted IV word prior probability and its corresponding character level prior
probability to recognize an IV word and a character-level prior probability for an OOV word, in a
backoff fashion. However, only perplexities are reported on the English IAM corpus in [Kozielski
& Matysiak+ 14].
Discussion:
In principle, although the single stage network used in [Bazzi 02] detects IVs and OOVs separately,
it is risky to use a phone based network to recognize OOVs for LVCSR tasks. For spoken term
detection and OOV boundary detection, the use of a phone based network makes sense, where as
for speech recognition, converting a phoneme sequence to a word grapheme is highly erroneous at
times, and specifically in OOV regions under large vocabulary conditions, unless there is a high
degree of overlap between IV and OOV word-pronunciation distributions in the corresponding
phoneme-to-grapheme model. Further, the overall single stage network is not fully normalized
(summed to 1) due to the occurrences of homophonic words in both IV and OOV word regions.
Alternatively, if a phone network is replaced by sub-word units like syllables, morphemes or
characters, the normalization obtained using a ‘complement OOV model’ is no longer directly
applicable.
Our proposed hierarchical approach differs from [Bazzi 02] in multiple aspects. We propose
a generalized hierarchical language model, which can be used, either in LVCSRs, or, in spoken
term detection tasks. Our primary focus is OOV recognition with any sub-word type, using a
fully normalized search network. Our mathematical formulations and FST network topologies
are different from those in [Bazzi 02] and are described in detail in Section 8.2 and Section 8.2.8,
respectively. We use sequence level prefix tree normalization similar to the approach described
in [Kozielski & Matysiak+ 14], to generate a fully normalized network. Prefix tree normalization
ensure that IVs are not recognized in OOV regions. We also extend our approach to multiple
classes. However, our proposed approach is more suitable for any type of sub-word units except
phones. This is due to the normalization issue, which occurs as a result of the presence of
homophones in a recognition corpus, when, phone level count-based language model is used.
On the other hand, the combined full word and character language model using interpolation
proposed in [Kozielski & Matysiak+ 14] contains two language models. The first-level language
model represent a full word language model and the second-level language model represent a
character-level language model, and the combined interpolated language model in a backoff fashion
is fully normalized. However, as per the formulation, the full word language model is effectively
a closed vocabulary language model, without an ‘unknown’ word token.
In practice, a closed vocabulary language model can cause OOVs to be mis-recognized as in-
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vocabulary words (substitutions), along with the neighbouring word errors. For this reason, an
open vocabulary full word language model (ie., a count-based full word language model with an
‘unknown’ token) is used in almost all cases in LVCSR tasks, as the context is preserved. But, the
direct use of the open vocabulary full word language model results in an un-normalized combined
interpolated language model. Therefore, we propose the modified formulation of the combined full
word and character language model using interpolation, which is fully normalized. Our proposed
approach can also be extended to multiple classes. We discuss in-depth details in Chapter 8.

2.5.4 Adaptation
A count-based m-gram language model is static. Once a language model is generated, the
probability mass of all the m-tuples remains the same, independent of time. However, spontaneous
speech content like the content from news or any open domain audio hugely varies hugely over
time in practical scenarios. In principle, a language model should cope with varying contexts,
over time. This is done by using language model adaptation, where a static model is updated
based on the required contexts. In general, language model adaptation is mainly used to adapt
for the required domain or content. In domain adaptation, in general, multiple domain level
(static) language models are created, then they are linearly interpolated using some heldout
text. The heldout text may represent either a single domain or even multiple domains. If the
content is hugely varying across time, then the initially generated (static) model is repeatedly
adapted using advanced algorithms such as cache based adaptation [Kuhn & Mori 90], trigger
based approach [Rosenfeld 94], topic based adaptation [Chen & Seymore+ 98], or a maximum
a-posteriori adaptation [Chelba & Acero 04], at certain predefined intervals of time.

2.5.5 Linear Interpolation
In general, the combination of different types of language models is performed using linear
interpolation. For instance, if w is a word, h is its context and pA (w|h) and pB (w|h) represent
the probability mass using language models ‘A’ and ‘B’,respectively, then linear interpolation is
performed between ‘A’ and ‘B’ as:
pinterp (w|h) = λpA (w|h) + (1 − λ)pB (w|h)

(2.39)

where λ is the weight factor, where 0 ≤ λ ≤ 1. Similarly, multiple language models can also be
combined using linear interpolation, as long as the sum of all λ’s sums to one. λ’s are usually
determined using heldout or some indomain text.

2.6 Search
The search process combines all the information sources to decode a speech signal. As shown in
Fig. 2.1, the goal of the search process is to find the optimal word sequence w̃1Ñ , that maximizes
the posteriori probability p(w̃1Ñ |xT1 ) given the feature vector sequence xT1 . The best word sequence
is obtained by joint maximization of the acoustic model and the language model. If the acoustic
model is a hidden Markov model (ie., Eq. 2.3) and the language model is an m-gram model (ie.,
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Eq. 2.7), then the search problem is described as:
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(2.40)
If some hybrid vocabulary (ie., a vocabulary consisting of full words and sub-words) is used instead
of a full word vocabulary, Eq. 2.40 can be reused to find the optimal hybrid word sequence during
decoding. Here, the goal of the search process is to find the hybrid word sequence, uK
1 . As there
is no hierarchy between full words and sub-words, they are handled on the same level. Simplyput,
if u represent some hybrid vocabulary containing sub-words along with a fraction of full words,
then, the search problem is formulated as shown in Eq. 2.41. After recognition, fullwords are
regenerated using explicitly marked boundary information from the sub-word sequences. In this
work, we use both the fullword and hybrid language model based LVCSRs and compare them.
( K

)
T
Y
Y
Viterbi
n−1
T
xT1 7→ ũK̃
=
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p(wn |wn−m+1
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n=1

K
sT
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(2.41)
The search problem can be viewed as an mathematical optimization process. In principle, an optimization process is a process which finds a best solution. In speech recognition, the optimization
problem can also be viewed as a combinatorial optimization problem as optimization over state
sequences and words sequences are performed simultaneously, to obtain the best word sequence
w1N as a final result. This optimization problem can be efficiently solved by using the standard
dynamic programming approach. Eq. 2.40 is simplified using the Markov assumption and Viterbi
approximation, where the global problem is divided into sub-problems with local dependencies,
which allows the application of dynamic programming [Bellman 57]. The most commonly used
strategies for efficient search are depth-first or breadth-first. The depth-first strategy is also called
a stack decoding strategy. Algorithms using depth-first strategy include Dijkstra [Dijkstra 59] and
the A∗ algorithm [Jelinek 69, Paul 91]. The hypotheses space is explored in a time-asynchronous
manner according to the stack organization. In the A∗ algorithm the stack is sorted by a heuristic
estimate of the cost to complete a hypothesis. On the other hand, in the breadth-first search all
hypotheses are expanded in a time-synchronous manner [Vintsyuk 71, Baker 75, Sakoe 79, Ney
84].
In practice, the search space is enormous and a full exploration is not practically possible
for LVCSR tasks. Thus the search space needs to be pruned, so that unlikely hypotheses are
ignored and at the same time search errors are minimized. Search errors can occur when the
correct hypotheses are excluded from the search space. In depth-first search, pruning is applied
by excluding the least promising hypothesis from the stack. The quality of the pruning depends
on the quality of the heuristic cost estimate. In contrast, in a breadth-first search, beam pruning
is applied. In each time frame, only those hypotheses having likelihoods within a certain range of
the current best hypothesis are preserved and others are discarded [Lowerre 76, Ney & Mergel+
87, Ortmanns & Ney 95]. Heavy pruning leads to a shallow search space, where as light pruning
leads to a dense search space. Therefore, proper tuning of the pruning parameters results in
reduced search space with an insignificant number of search errors.
Modern LVCSR decoders use the beam search strategy. Beam search is highly effective in
conjunction with lexical prefix trees [Ney & Häb-Umbach+ 92, Ortmanns & Eiden+ 98]. Pro-
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Word: seven

Triphone: # s eh

Phoneme Sequence: s eh v un

Triphone: s eh v
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Figure 2.6: 6-state hidden Markov model in Bakis topology for the triphone s ehv in the word
“seven” and the resulting trellis for a time alignment. The HMM segments are denoted
by <1>, <2>, and <3>.
nunciations with common prefixes are laid together in a lexical prefix tree. When early stage
pruning is applied, whole sub-trees are removed, and large parts of the search space are thereby
discarded. Further, language model look-ahead strategies incorporate language model probabilities at the early stages over the nodes of a lexical prefix tree during the search process for better
pruning [Steinbiss & Ney+ 93, Alleva & Huang+ 96, Ortmanns & Ney+ 96].

2.6.1 Lattices
In general, the search results from the speech recognition system are stored as lattices in a
compact representation, as shown in Fig. 2.7. The properties of a generated lattice depend on the
search algorithm. In general terms, a word lattice is a directed acyclic graph represented in the
form of a finite state automaton [John Hopcroft 79]. It contains a large number of hypotheses,
whose likelihoods are greater than a predetermined pruning threshold. It contains time-alignment
information, word context information, acoustic model scores and language model scores. As
shown in Fig. 2.7, all incoming arcs must have the same label for any node in a lattice which
stores m-gram probabilities. Thus, the number of nodes observed in the lattice also depends on
the context seen in the language model. Lattice density is a commonly used metric to measure
the size of lattice [Ney & Aubert 94]. It is defined as the number of arcs in the lattice divided by
the number of words in the reference. The lattice also contains time information. When word pair
approximation method is used to generate a deterministic word lattice the end time of a word in
question depends only on the current and preceding word hypothesis [Ney & Aubert 94, Ortmanns
& Ney+ 97, Beulen & Ortmanns+ 99]. Most decoders whether they use a word conditioned tree

24

2.6 Search

Figure 2.7: Word lattice structure after  removal, without word boundaries and AM/LM scores
(path with a blue colour represents recognized best word sequence. Hesitations and
silence arcs are not shown in the figure.)
search or a WFST decoding approach use the word pair approximation method, which helps in
generation of compact lattices [Beulen & Ortmanns+ 99, Ljolje & Pereira+ 99]. As the lattices also
contain useful information regarding word context and densities, further operations like language
model rescoring, system combination Bayes risk decoding and confidence based score computation
can be applied.

2.6.2 Confusion Networks
A lattice can be transformed into a form of compact weighted directed graph called a confusion
network. A confusion network preserves all possible paths present in a lattice. Additionally, due
to the presence of ’s, additional paths can also be generated. Each arc can be labelled with a
score along with a word. The total probability of all the arcs between any two consecutive nodes
sums to 1. The posterior probability incorporates both the acoustic model and language model

Figure 2.8: An example of a confusion network generated using the word lattice from Fig. 2.7. 
arcs represent null penalty arcs [Hoffmeister 11]. Hesitations and silence arcs are not
shown in the figure. )
scores. As shown in Fig 2.8, any path from the starting node to the ending node represents a
hypothesis. The likelihood for a path is computed by multiplying all the posteriors.Therefore, the
best hypothesis is extracted from the path having the maximum probability. A confusion network
can also be used for system combination [Hoffmeister 11].

2.6.3 Multi-pass Search
Multipass search is widely used in LVCSR systems [Evermann & Chan+ 03, Hoffmeister &
Plahl+ 07, Shaik & Tüske+ 14]. In general, a fast decoder is used in the first pass. In later passes,
speaker adaptation techniques like maximum likelihood linear regression (MLLR) and constrained
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MLLR (CMLLR) are mostly applied [Pitz 05]. In the MLLR approach, GMM model parameters (means and variances) are linearly transformed to adapt to a given speaker. Alternatively,
adaptation is applied to the observation data itself instead of applying it to the model parameters
in CMLLR. Therefore CMLLR is generally applied at the feature level [Leggetter & Woodland
95a]. On the other hand, a lattice or n-best rescoring can also be used as an intermediate step
along with the adaptation techniques.

2.7 Deep Neural Networks
Recently, neural networks have become a major component in the state-of-the-art ASR system.
They are used to extract different types of acoustic features. The most widely used methods
include the probabilistic approach [Hermansky & Ellis+ 00] and the the bottleneck (BN) tandem [Grézl & Karafiát+ 07] approach. Alternatively, neural networks can model the emission
probability in the HMM framework directly, and this approach is referred to as the hybrid approach [Bourlard & Morgan 94]. On the other hand, it was observed that multi layer perceptron
(MLP) based neural network posterior features possess language independent properties to a certain degree [Stolcke & Grézl+ 06, Plahl & Schlüter+ 11]. Simplyput, the cross-lingual porting of
neural networks could lead to significant improvement in a different language. By combining the
multilingual learning with the bottleneck approach, it was shown that the multilingual bottleneck
features could benefit from the additional non-target language data [Veselý & Karafiát+ 12, Tüske
& Schlüter+ 13b]. In this thesis work, most of the systems use the tandem approach. The hybrid
approach is described in Section 2.7.2 for completeness.

2.7.1 Tandem Approach
In the tandem approach, the outputs of a neural network are used as input features for a GMM.
One of the main advantage of this approach is that all the GMM based acoustic model training
methods can be applied. Here both the cepstral features (cf. Section 2.2) and the neural network
based multilingual bottleneck MRASTA features are used as acoustic features. The cepstral
feature extraction process uses a similar recipe to that described in Section 2.2. The multilingual
bottleneck MRASTA feature extraction process is described below.
Multilingual Bottleneck MRASTA Features
In the literature, MRASTA filtering was introduced as an extension of relative spectral transform (RASTA) filtering, by applying two dimensional band pass filters [Hermansky & Fousek 05].
In principle, different methods with different configurations exist to extract multilingual bottleneck MRASTA features. However, the procedure used in this work for extracting multilingual
bottleneck MRASTA features [Shaik & Tüske+ 13, Shaik & Tüske+ 14, Shaik & Tüske+ 15], is
described below.
The temporal trajectories of the critical band energies (CRBEs) are smoothed by MRASTA
filters to cover the relevant modulation frequency range. The one-second trajectory of each
critical band is filtered by the first and second derivatives of the Gaussian function, where the
standard deviation varies between 8 and 60 ms resulting in 12 temporal filters per band. Our
final bottleneck features are extracted from hierarchical MLP based processing of the modulation
spectrum [Valente & Hermansky 08, Plahl & Schlüter+ 10a]. The input of the first MLP contains
the fast modulation part of the MRASTA filtering, whereas the second MLP is trained on the
slow modulation components and the principal component analysis (PCA) transformed bottleneck
output of the first MLP. The modulation features fed to the MLPs were always augmented by the
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CRBE. A multilingual training method proposed by [Scanzio & Laface+ 08] is applied to extract
robust MLP features.
The MLP training data covered four languages (English, French, German and Polish), and
the final multilingual bottleneck features are trained on ∼ 800 hours of speech data collected
within the Quaero project as shown in Table 2.1. The feature vectors extracted from the joint
corpus of the four languages were randomized and fed to the MLPs. Using language specific
softmax outputs, back propagation is initiated only from the language specific subset of the
output depending on the language-ID of the feature vector. The MLPs are trained according to
a cross-entropy criterion, and approximately 1500 tied-triphone state posterior probabilities per
each language [Tüske & Schlüter+ 13a]. To prevent over-fitting and to allow for adjustment of
the learning rate parameter, 10% of the training corpus is used for cross-validation.

French
triphone
target

English
triphone
target

...

...

}

German
triphone
target

multilingual
bottleneck
features

input
features
Polish
triphone
target

Figure 2.9: The joint training of deep context-dependent bottleneck MLP features on multiple languages (French [FR], English [EN], German [DE], Polish [PL]). Language dependent
back-propagation from the output layer. The other parts of the network including the
bottleneck layer are shared among the languages.

Table 2.1: Resources used for bottleneck feature training.
Language
Amount of
speech [h]

German

English

French

Polish

142

232

317

110

The bottleneck features of the evaluation systems were based on deep MLP. Layers are initialized
by discriminative pre-training approach [Seide & Li+ 11]. The size of the six non-bottleneck hidden
layers was set to 2000. The bottleneck layers consisted of 60 nodes and was always placed before
the last hidden layer.
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Acoustic Model
The 83-dimensional feature vectors were obtained by concatenating the spectral features with
the MLP features, as described in Section 2.7.1. The (speaker independent) acoustic model
training followed similar recipes, and the GMMs were trained according to the maximum likelihood
(ML) criterion with the expectation maximization algorithm (EM) with Viterbi approximation
and a splitting procedure. The GMMs have a globally pooled, diagonal covariance matrix.
In addition, speaker adaptation using CMLLR [Leggetter & Woodland 95b] with the simple
target model approach [Stemmer & Brugnara+ 05a] is applied. The CMLLR transformation is
applied to the training data and a new GMM is trained (speaker adaptive training). In recognition,
the CMLLR transforms are estimated from a first recognition pass and then a second recognition
pass with the GMM from speaker adaptive training (SAT) is performed. The speaker labels
required for CMLLR adaptation were obtained by clustering speech segments optimizing the
Bayesian information criterion [Chen & Gopalakrishnan 98a]. Both the speaker independent and
adaptive GMM models ended up over 1M densities. In this work, speaker independent and speaker
adapted acoustic models were used in a multi pass setup.

2.7.2 Hybrid Approach
The hybrid approach is also commonly referred to as Hybrid-MLP-HMM approach. In this
approach, speech signal dynamics are modelled using HMMs and the observation probabilities
are estimated using MLPs. Here, observation probability refers to the probability of a state (s)
given the observation vector (x). The output of the MLP (ie., class posterior probabilities) is
used in a HMM system, instead of GMM based emission probabilities. Here, class represents a
triphone class. The class posterior probabilities (p(s|x)) are converted to emission (likelihood)
probabilities (p(x|s)) using the Bayesian rule as :
p(x|s) =
∝

p(s|x)p(x)
p(s)
p(s|x)
p(s)α

(2.42)
(2.43)

In the above Eq. 2.42, symbol ∝ stands for ‘proportional to’. The state prior probability p(s) = TTs
is estimated using the training corpus, where Ts represent the number of frames labelled as state s
and T represent the total number of frames. Layers are initialized by a discriminative pre-training
approach [Seide & Li+ 11]. Here α represents some constant value optimized on the development
corpus. In practice, it is observed that the optimal value of α ranges from 0.5 to 1.0 on different
LVCSR tasks. In our experiments, observation vector refers to nine consecutive MFCC frames.
Deep MLPs having 3072 nodes and three hidden layers were used for training. In this work, only
speaker independent acoustic models were used in a single pass setup.

2.7.3 Decoding
The Viterbi based search method described in Section 2.6 is used for both the tandem and
hybrid approaches. Eq 2.40 and Eq 2.41 are used for a full word decoding and a sub-word
decoding, respectively.

2.8 Performance Improvement of Systems Using System Combination
System combination methods are generally used to combine the complementary advantages
of multiple systems. The objective of the system combination is to minimize expected word
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error given multiple systems, in order to generate an optimal word sequence. Mathematically, if
M T
‘Lev’ represents the Levenshtein cost function between two sequences w1N and wM
1 , and p(w1 |x1 )
M
T
represent posterior probability of a word sequence w1 given the acoustic observations x1 , then
the optimal word sequence w̃1N is computed using Bayes decision rule as:
(X
)
N , wM )p(wM |xT )
Lev(w
1
1
1
1
(2.44)
w̃1N = argmin
w1N

wM
1

Word graphs or confusion networks can be used directly as their search space is relatively smaller
than the decoding search space [Hoffmeister & Klein+ 06].
ROVER
Recognizer output voting error reduction (ROVER) is a widely used technique to combine multiple systems [Fiscus 97]. ROVER generates an optimal score using permutation based alignment
and voting. Voting function is shown as:
L

score(w, i) =

1X
[α δ(w, wl,i ) + (1 − α) confl (w, i)]
L

(2.45)

l=1

where L represents the number of desired systems to be combined, α is the tradeoff between
word frequency and confidence score (conf), δ represents Kronecker δ and i represents alignment
position. However, ROVER suffers from a limitation in that it can only be applied to the 1-best
hypothesis.
Confusion Network Combination
Multiple hypotheses can be combined using confusion network combination (CNC). A generalized ROVER algorithm is used to align multiple confusion networks (S1 , ...Sl ) to generate
a composite confusion network [Evermann & Woodland 00]. The resultant word posterior for
the ith confusion set in a composite confusion network is computed using the weighted sum of
component posteriors, shown as:
p(w|i, xT1 )

=

L
X

p(Sl |i, xT1 )p(w|Sl , i, xT1 )

(2.46)

l=1

where L represent the number of desired systems to be combined, p(Sl |i, xT1 ) represents a system
dependent weight and p(w|Sl , i, xT1 ) represents a system specific posterior probability.
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3. Performance Evaluation of Recognition
Systems
The performance of an LVCSR system depends on various factors. In this chapter, we discuss
perplexity metric, which helps in evaluating the quality of a language model. Further, we discuss
different types of word related error metrics to measure the quality of a recognized sequence.

3.1 Difficulty of a Task
The difficulty of a speech recognition task can be approximated (within the scope of language
modelling) using perplexity as a metric. Further details are given below.
Perplexity
A language model is used as an information source to predict (the most likely) words in speech
recognition, therefore, it makes sense to compute word level entropy. Entropy is the average
negative log likelihood per word in a corpus. In principle, lower entropy guarantees easy prediction
of the next word. Thus, the quality of a language model is evaluated using a cross entropy based
metric called perplexity. The perplexity of a language model in the log domain is computed as:
#−1/N
"N
Y
n−1
)
log P P (w1N ) = log
p(wn |wn−m+1
= −

1
N

n=1
N
X

n−1
)
log p(wn |wn−m+1

(3.1)

n=1

Perplexity can be interpreted a measure how many words on average can follow any given word
for a given history. Therefore, it is always desirable that a language model has as low perplexity
as possible. If perplexity is computed individually for every order, then higher orders have lower
perplexity. However, Eq 3.1 cannot be used to compare different language models having different
vocabularies. Therefore, we modify Eq 3.1 at character level so that it can be used as an alternative to compare different language models having different vocabularies. Say, N words contain
M characters, where, M characters include the word boundary symbol as well as the sentence
boundary symbol. Then character level perplexity (P Pchars ) is computed as,
log P Pchars (w1N )

N
1 X
n−1
= −
log p(wn |wn−m+1
)
M

(3.2)

n=1

In LVCSR systems, the perplexity of a language model is minimized using some held-out text,
with an assumption that the domain of the test data is similar to the training data. However,
only perplexities of different language models having the same vocabulary can only be directly
compared.
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In-vocabulary and OOV Perplexity
However, perplexity can only be computed on a finite set of vocabulary. In practice, when
estimating priors in a language model, an OOV word is mapped to ‘unk’ token in a corpus.
Therefore, it is logical choice to compute in-vocabulary (IV) word and OOV word perplexities.
These measures provide an approximate estimate, regarding how much more in-domain vocabulary
or in-domain data may be needed for a better language model. For instance, if a selected language
modelling text is out-of-domain, then, the OOV word perplexities will most likely be higher
compared to the IV word perplexities (due to out-of-domain data or due to poor vocabulary
selection) and vice versa. If N = NIV words + NOOV words , then,
log P Pwords =

NIV
NOOV
log P PIV words +
log P POOV words
N
N

(3.3)

Similarly, if M = MIV chars + MOOV chars , then,
log P Pchars =

MIV
MOOV
log P PIV chars +
log P POOV chars
M
M

(3.4)

However, it is not guaranteed that IV word perplexity ( NNIV log P PIV words ) is always better than
total perplexity (log P Pwords ), as per Eq. 3.3. The reason is that perplexity is computed using
weighted geometric average per-word or per IV word or per OOV word or per corpus likelihood,
as p(w1 , w2 , w3 ...wN )−1/N . It contains two variables p(.), the product of the consecutive conditional probabilities of the m-gram grammars and the number of target words N (IV or OOV or
total p
words in a corpus). As the equation
p is sensitive to both of these variables, the value of
NIV words
Nwords
(p(.))) can be more than
(p(.))) in some cases.
Alternatively, as all the OOVs are mapped to a single unknown token, an OOV word is represented as a single class or set in a count-based language model. Therefore, computation of
in-vocabulary word perplexity instead of total perplexity is meaningful for full word or hybrid
language models. On the other hand, a hybrid language model perplexity tend to be higher in
most cases compared to its full word baseline. This is because as a word is split into sub-word
forms, its accumulated sub-word level probability becomes thinner. One method to decrease this
perplexity is using summation. Here, for all the possible sub-word sequences of a word, their
resultant probabilities can be summed up, thereby reducing the overall perplexity to some extent.
One way to implement this in search is to use character based decoding or word to sub-word
sequence mapping lookup table. However, we do not use summation to compute perplexities in
this thesis. Alternatively, we compute IV perplexities for hybrid language models, and IV,OOV
and total perplexities for hierarchical language models for error analysis.

3.2 Error Measures
Word error rate (WER) is the most common metric used to measure the performance of a
speech recognizer. WER is computed based on the Levenshtein distance Lev(w1N , w̃1Ñ ) between
the reference w1N and the hypothesis w̃1Ñ word sequence. Here N and Ñ represent the length of
a reference and a hypothesis sequence in terms of words, respectively. Levenshtein distance is
the minimum distance computed using the minimal number of operations such as substitution
(S), insertion (I) and deletion (D), computed using a dynamic programming algorithm. Therefore, Lev(w1N , w̃1Ñ ) = f (I, S, D). If N is the total number of words observed in the reference
transcription, then WER is computed between two sequences as [Levenshtein 66]:
W ER =
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Lev(w1N , w̃1Ñ )
N

(3.5)

3.2 Error Measures

Character error rate (CER) is computed in a similar manner to word error rate, after decomposing a word level sequence into a character level sequence. However, an additional character
representing ‘silence’ is added at the end of the each word (except the last word, as a sequence-end
token is already present) before computing Levenshtein distance. Let, K and K̃ represent the
length of a reference and a hypothesis sequence in terms of characters, respectively. Therefore,
K̃
the Levenshtein distance between the reference (cK
1 ) and hypothesis (c̃1 ) character sequence, is
computed as,
CER =

K̃
Lev(cK
1 , c̃1 )
K

(3.6)

Graph error rate (GER) is defined as the minimal word error rate of all the possible paths in
the lattice. The quality of a lattice is interpreted using GER and is computed using Levenshtein
distance. A low value of GER is preferable. Therefore, using the same notations as shown in
Eq. 3.5, GER is computed as:
GER(L) =

Lev(w1N , w̃1Ñ )
N
w̃1Ñ ,Ñ ∈L
min

(3.7)

Similarly, N -Best error rate (NER) is also computed using the Levenshtein distance. If B
represents a set of N -Best sequences, then NER is computed as:
N ER(B) =

min
w̃1Ñ ,Ñ ∈B

Lev(w1N , w̃1Ñ )
N

(3.8)

OOV Rate
By definition, words that are not present in a vocabulary are called unseen words or OOVs.
In practice, OOV rate is defined with respect to a corpus, as the number words will be a finite
number. OOV rate is computed as the ratio of the number of unknown words in a recognition
audio (ie., corpus), to the number of words in a (recognition) vocabulary.
Effective OOV rate
OOV rate is an important parameter for vocabulary selection. In general in LVCSRs, a full
Table 3.1: Computation of effective OOV rate at word level. (Word list contains list of city/town
names in Germany. Vocabulary list: [aa, ch, en, co, log, ne, ter], effective OOV rate
for the shown wordlist: 20%)
word list
aachen
cologne
höxter

counts

segmentation

2
2
1

aa ch en
co log ne
höx ter

OOV
(yes/no)
no
no
yes

word, sub-word vocabulary, or hybrid vocabulary is selected in such a way that the OOV rate is
as small as possible. If a sub-word vocabulary also includes a fraction of a full words, then it is
called a hybrid vocabulary. OOV rate also reflects the domain information of a test set to some
extent. If the OOV rate is higher, it may mean that the domain dependent language model data is
sparse or the text itself is out of domain. Also, OOV rate from any full word or sub-word/hybrid
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vocabularies cannot be directly compared. For this reason, we compute effective OOV rate at
full word level. In this method, we compute (effective) OOV rate of any corpus such that, a word
is considered an OOV if and only if it is not found in the vocabulary and it is not possible to
compose it using in-vocabulary (IV) sub-words, As shown in Table 3.1, the word “höxter” (with
occurrence one time) is effectively an OOV, as its constituent sub-word “höx” is missing in the
vocabulary. The effective OOV rate at word level is 20% (ie., 1/5 × 100). Thus, the OOV rate
of a full word system can be directly compared to the effective OOV rate of a sub-word/hybrid
vocabulary.
Statistical Significance Test
Statistical significance in terms of probability of improvement (POI) is computed using the
word error rate as a metric [Bisani & Ney 04]. Unlike the Gaussian distribution function used in
the computation of the NIST tool p-value, this metric uses a bootstrapped distribution function
and gives an estimate for the probability that one system is superior.
Additional Errors
In addition to the word error rate, in-vocabulary word error rate and OOV word error rate
are also computed in this thesis. In-vocabulary and OOV errors are computed separately using
corresponding substitutions and deletions after Levenshtein alignment. Insertions are computed
separately. These types of errors helps us to compare and analyse different systems, to aid proper
understanding. Further, word level OOV neighbouring errors are computed to analyse the side
effects of using different kinds of tokens in a language model. All the errors described above have
to be kept as low as possible in any speech recognition system.
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In this thesis, we address some of the most crucial core level issues in open vocabulary speech
recognition, described as follows:
Proper Choice of a Sub-word Unit
In general, there are always different possibilities for generating various types of sub-word units
for any written form of a language and the problem becomes more difficult for any morphologically
rich language. For instance, choices include syllables or morphemes generated using a rule based
approach, or morphemes generated using a data-driven approach and so on. Therefore, there is no
definite hard and fast rule to decide which type of sub-word unit is best for a language in order to
obtain optimal recognition performance in a LVCSR system. Further, the choice of sub-word unit
is directly related to the OOV rate, data sparsity and recognition issues. For instance, sub-word
units with relatively much smaller lengths compared to their full word counter parts have the
potential to reduce OOV rate and data sparsity issues. However, they can degrade recognition
performance due to an increase in acoustic confusions. Alternatively, choosing relatively longer
length sub-word units often do not have much impact on OOV rates. Therefore, it is necessary
to balance OOV rate, data sparsity and recognition performance by careful selection of sub-word
unit to generate an optimal recognition performance. In this thesis, detailed investigations are
performed on the German and Polish languages using different types of sub-word units. The word
error rate metric is used to measure recognition performance.
Efficient Use of Context Dependent Pronunciation in a Language Model
Context dependent pronunciations of a sub-word can also be used in a hybrid LM. When a
sub-word is augmented with its corresponding pronunciation, the resulting token is commonly
referred to as a graphone. The use of graphones in language modelling was introduced for English
in [Galescu 03] and later in [Bisani & Ney 05] on small vocabulary tasks. Graphones were generated using optimal alignment between arbitrary length L-gram graphemes and R-gram phonemes
using within word context, as part of grapheme to phoneme (G2P) model training, so as to generate pronunciations for a word [Bisani & Ney 03, Bisani & Ney 08]. However, as the graphemic
parts of graphones are closer to characters in length (typical L and R values range from 1 to 3),
recognition performance in LVCSR is not optimal in terms of word error rate. Therefore, the
motivation is, if graphones are generated for empirically selected best sub-word units, then recognition performance can be further enhanced in an LVCSR system. Thus, the concept of graphones
is further extended and investigated using syllables and morphemes on large vocabulary tasks.
Detailed investigations are performed on German and Polish languages using different types of
graphones.
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Efficient Use of LM Data to Overcome Data Sparsity Using Suitable Type(s) of Sub-Words
In principle, the use of sub-words in a hybrid LM reduces the data sparsity problem and OOV
rate to some extent. However, in practice, it does not guarantee best recognition performance
compared to its full word baseline counter part. According to Zipf’s law, the frequency of any word
is inversely proportional to its rank in the frequency table [Manning & Schütze 99]. Simply put,
the count based statistics of all the words with high counts are more reliable than the words with
low counts. Therefore, it makes sense to preserve the most frequently used words in a hybrid LM
and replace low count words with sub-word sequences. However, the number of most-frequently
used words needs to be determined empirically for optimal recognition performance. In addition,
words are also differentiated between those having low counts (frequent words) and those with
very low counts (rare words). Thus, different types of sub-word units are used in frequent word
and rare word regions to compensate for poorer contexts in a hybrid LM. Therefore, a novel type
of mixed unit type LM is investigated on German and Polish languages using different types of
sub-word units.
Sub-Word Unit as a Morphological Feature
In principle, an LM becomes more robust if additional knowledge sources are incorporated in
it. This not only helps better generalization of unseen sequences but also reduces the problem
of data sparsity. Alternatively, count-based hybrid LMs use count statistics for the estimation
of probabilities to learn and approximate the data distribution from text. However, this LM
lacks the ability to use words as features or classes. Unlike the count-based LM, a maximum
entropy LM offers a flexible framework to use words as features [Rosenfeld 96]. Further, hybrid
LMs are not sufficiently investigated using maximum entropy in the literature. In this thesis, we
investigate the effect of the use of sub-words in a maximum entropy language model under large
vocabulary conditions. In addition, a combinatorial architecture is introduced, where maximum
entropy based priors are effectively used within a class based language modelling framework.
These approaches are investigated on the German and Polish languages using mixed types of
sub-word units.
Neural Network Based Hybrid Language Model
Neural network language models gained popularity for their better performance in speech recognition compared to count-based backoff language models. They use continuous-space word representations. It is a proven concept that continuous space word representation helps neural networks
to model natural language more precisely than count-based language models, which treat words
as discrete entities. Further, neural network language models have the ability to use longer or full
histories at sentence level, where as count-based LMs use truncated histories. Among neural network architectures, long short-term memory (LSTM) gained prominence in language modelling.
The LSTM neural network is an improved version of the recurrent neural network (RNN) [Hochreiter & Schmidhuber 97, Gers & Schraudolph+ 03]. Its architecture is similar to that of an RNN,
except the LSTM layer is used instead of a hidden layer. One distinct advantage of an LSTM
neural network architecture over its predecessors is that it avoids the vanishing gradient problem
by using an LSTM layer with a gating mechanism. In general, the vanishing gradient problem
is observed when a gradient-based training algorithm is unable to cope up with full histories or
rather long histories, leading to blown up or decayed gradients. In addition, hybrid LMs are
not sufficiently investigated using LSTM neural networks in the literature on large vocabulary
speech recognition tasks. One of the main purposes of investigating an LSTM language model
is to compare its potential with that of a count-based language model using hybrid vocabulary,
in terms of perplexity and word error rate, when sparse training data is used. In this thesis, a
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hybrid language model using an LSTM neural network is investigated on Portuguese.
Zero OOV Rate in LVCSR System
In general, a carefully generated and properly tuned hybrid language model performs better
compared to its full word counterpart. But it demands numerous experiments to select a suitable
kind of sub-word, as well as finding an optimal full word to sub-word ratio. Therefore, a hybrid
language model can reduce word error rate compared to its full word baseline, but zero OOV
rate is not guaranteed, unless the chosen sub-word units cover all possible words. Thus, any nonzero OOV rate LVCSR system, independent of the size or the type of its vocabulary will fail to
recognize a fraction of the OOVs. One direct approach to address this problem is to use a single
hybrid LM containing a mixture of full words and characters or a language model containing only
characters [Potamianos & Jelinek 98] to obtain a zero OOV rate. However, an overlapped search
space resulting from the use of full words and characters (or sub-words) causes a higher number of
recognition errors due to an increase in acoustic confusions compared to its full word baseline. In
the literature, a hierarchical approach using word and phone networks, was mainly used to detect
OOV keywords as a sequence of phones [Bazzi & Glass 00, Szöke & Fapso+ 08]. In general, the
hierarchical approach has a potential to recognize OOVs for LVCSR tasks. Moreover, it is not
investigated for large vocabulary speech recognition tasks. In this thesis, we deeply investigate
the hierarchical concept and introduce different types of hierarchical language models, using a full
word language model and a character level language model to recognize in-vocabulary and OOV
words, respectively, in the a hierarchical manner during decoding for LVCSR tasks. Sequence
normalization using a prefix tree approach is applied to hierarchical language models. Sequence
normalization ensures that IVs are not recognized in OOV regions. In addition, variants in
hierarchical approach are introduced by incorporating weighted and non-weighted character-level
language models, multi-class character language models, and grapheme to phoneme models. The
Polish and Slovene languages are investigated using this approach.
Combined Full-Word and Character Language Model Using Interpolation
A different type of language model called a combined full word and character language model
using interpolation was investigated in [Kozielski & Matysiak+ 14]. It uses a full word LM
and a character LM during search, exploiting within word context or across word context, at a
character level, for OOV recognition. In other words, this LM uses an in-vocabulary word and its
corresponding character-level priors to recognize an in-vocabulary word and character-level priors
for an OOV word, in a backoff fashion. This type of language model was initially proposed for
handwriting tasks and only perplexities were reported. But it does not satisfy the normalization
condition (sum to 1) when an open-vocabulary full word language model (ie., containing an ‘unk’
token) is used. Therefore, in this thesis, a generalized modified formulation is introduced, that
satisfies the normalization condition. This language model is used in a rescoring pass using within
word and across word character level contexts, for a Slovene LVCSR task.
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5. Sub-word Extraction
Modern speech recognition systems are capable of using full word vocabularies greater than one
million words [Messaoudi & Gauvain+ 06, Hori & Hori+ 04]. In brief, some commonly observed
problems related to large full word vocabularies, are the following:
1. An OOV word may be substituted by some in-vocabulary word leading to substitution errors
2. The words next to OOVs are often mis-recognized
3. Language model probability estimates are not reliable due to poor contextual information
observed for the least frequent words
4. The search space becomes huge, leading to inefficient decoding
5. Pronunciations of the least frequent words are less reliable, thus cause more acoustic confusions
6. Selecting an optimal number of pronunciation variants in a lexicon is a tedious task
Simplyput, OOV problem cannot be solved using higher vocabulary sizes. Any LVCSR system
will fail to recognize OOV words, i.e., those that are not present in the recognition vocabulary.
In a text corpus, full words are distributed according to Zipf’s law, ie., the frequency of a word is
inversely proportional to its rank in the frequency table. For to this reason more than half of the
percentage of words observed in any language model text are either single tons or least frequent
words. Therefore, it is impractical to use all the words in a recognition vocabulary.
The use of sub-words in the language model is an obvious choice in place of full words, as
they help in OOV word recognition. Akin to a standard full word count-based language model,
a hybrid language model models a language with sub-word level probabilities using maximum
likelihood criteria. Both the full word and the hybrid count-based language models provide
probability estimates for unseen sequences in the training data using backoff criterion. However,
the advantage of using hybrid language models is that they not only provide probabilities for new
words as sub-word sequences, but also reduce data sparsity to some extent.

5.1 Acoustic Impact
It is a proven concept that the use of sub-words in a language model increases acoustic confusions
compared to that of full words in speech recognition systems. As it is not straight forward to
measure acoustic confusions directly, word error rate is generally used as an approximate indicator
of acoustic confusions. Some of the main factors which tend to increase acoustic confusions include
the type (ie., character or a morpheme, or a syllable etc.) and the length of the sub-word unit, the
poor quality of a sub-word pronunciation and an insufficient context seen in a language model. The
type and length of a sub-word unit depends on the choice of word decomposition algorithm and also
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depends on the morphology of the language. Sub-word pronunciations can be extracted directly
using a grapheme to phoneme (G2P) model [Bisani & Ney 08] or by using word-pronunciation
alignment [Damper & Marchand+ 04]. However, both approaches have certain advantages and
disadvantages. Although sub-word pronunciation extraction using a G2P approach is simple,
it is not preferable, as it breaks the within word context. On the other hand, although word
pronunciation alignment is also a simple and direct approach, a noise free wordlist is necessary to
generate noise free alignments. Alternatively, the use of sub-words in a language model, does not
sufficiently cover full word level contexts as covered by a full word language model. In general,
data sparsity and smoothing issues arise for higher orders in a language model.

5.2 Linguistic Impact
In general, the OOV rate depends on the type of sub-word unit used. Although short length
sub-word units mostly reduce the OOV rate to almost zero (or some times zero) optimal word
error rates are not guaranteed under very low OOV rate conditions. Therefore, some compromise
on OOV rate is necessary for optimal word error rates when sub-word vocabularies are used. The
choice of sub-words can be made using a word decomposition algorithm using either a rule-based
approach or a statistic approach.

5.2.1 Sub-word Types
There are various types of sub-words. These include phones, characters, syllables, morphemes
and graphones. Among the above mentioned sub-words, characters, syllables and morphemes
come under the category of graphemes. Although sub-words can also be used for acoustic model
training, our usage of sub-words is limited to language modelling perspective in this thesis. We
elaborate on the different types of sub-word units used in speech recognition systems in the
following sections.
Phone
A phone is an acoustic realization of a speech sound. A phoneme is the simplest abstract sound
unit, and it may correspond to multiple phones. In the speech recognition field, terms like phone
and phoneme are often used interchangeably. In general, triphones are widely used as acoustic
level sub-word units [Repp 81]. Alternatively, phones can also be used explicitly in language
modelling. A count-based phoneme level language model was experimented with on the TIMIT
data set [Triefenbach & Jalalvand+ 10, Watanabe & Hori+ 10]. However, as a speech recognizer
depends highly on contextual information in language modelling, phone level language models
did not gain much prominence compared to full word language models due to poor recognition
accuracy.
Character
In this thesis, terms like character or letter are often used interchangeably. As per Guilhem
Molinier’s definition (from book title: Leys d’Amors, 14th century), a letter is an indivisible sound
that is fit for writing. However, there is no direct one-to-one correspondence between letter and
phoneme. In other words, a character or a sequence of characters may represent one or more
phones, where,  is a part of the phone set. For instance, two characters can represent a single
phoneme as a digraph or three characters can represent a single phoneme as a trigraph. In speech
recognition research, different types of count-based character language models were investigated
in [Potamianos & Jelinek 98, Xunying & Hieronymus+ 12]. However, character language models
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performed similarly to phone language models in terms of recognition accuracy and thus did not
gain much popularity in speech recognition systems. An example character sequence with boundary markers (+) is shown below.
Example:
Word: → adventswochenenden (in English. advents-weekend(s))
Characters: → a+ d+ v+ e+ n+ t+ s+ w+ o+ c+ h+ e+ n+ e+ n+ d+ e+ n
Syllable
A syllable is a unit of spoken language consisting of a single uninterrupted sound formed by a
vowel, diphthong, or syllable consonant alone, or by any of these sounds preceded, followed, or
surrounded by one or more consonants, according to the Merriam Webster dictionary. In other
words, a syllable is simply a type of sub-word, a phonological building block of words. Syllables
are normally derived using a set of linguistic rules. The same word can have one or more syllable
sequences and is depending on the chosen vowel-consonant structure. For instance, a syllable in
the German language consists at least of a nucleus that can be either a vowel or a diphthong.
Consonant clusters can enclose a nucleus and they must fulfil the phonotactic restrictions to form
a valid syllable [Rubach & Booij 90, Kemp & Jusek 96, Möbius 98]. In speech recognition, syllable based LMs were successfully used for languages like Chinese [Xu & Ma+ 96], Polish [Piotr
08, Schmidt & Marek], and English [Schrumpf & Larson+ 05].
Example:
Word :→ adventswochenenden
Syllables: → ad+ vents+ wo+ chen+ en+ den
Morpheme
In linguistics, a possible type of sub-word is a morpheme, which is the smallest linguistic component of a word that has a semantic meaning. In this thesis, we focus on morphemes generated
using a data driven approach. Morphemes are not to be confused with syllables. As a clear
distinction, a morpheme can contain one or more syllables. For most languages, a syllable takes
consideration of vowel and consonant structure with rare exceptions for a few languages [Ridouane
08]. But, there are no such hard restrictions for a morpheme.
Example:
Word: → adventswochenenden
Morphemes: → advents+ wochen+ en+ den
Arbitrary Length
As the name implies, a word can be segmented into a set of arbitrary length segments, by
using either a rule based approach or a data driven approach. In this thesis, we use arbitrary
length units derived from a joint-sequence G2P model [Bisani & Ney 08]. In principle, an M gram joint-sequence G2P model is a model containing possible sequences generated from a word-
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pronunciation alignment process. Further details regarding the G2P model training process are
described in Section 5.3.3. An arbitrary joint-sequence can be generated for any word from the
G2P model. Discarding all the pronunciation sequences from these graphone sequence results in
arbitrary length graphemic units as shown below.
Example:
Word: → samstagen (in English Saturday’s)
Generated phone sequence: → z a m s t a: g =n
Generated best alignment (L=2):
“samstagen”
[z a m s t a: g =n]

=

sa
za

ms
ms

ta
t a:

g
g

en
=n

Extracted sub-word sequence from the above alignment → sa+ ms+ ta+ g+ en

Graphone
The use of graphemic sub-words in language modelling increases the risk of higher acoustic confusions mainly due to their smaller length. Thus, the use of a graphemic sub-word unit coupled
with its corresponding pronunciation in a language model reduces acoustic confusions to some
extent [Galescu 03, Bisani & Ney 05]. In addition, a graphone has a flexible structure, where
its graphemic counterpart can be a character, a syllable, a morpheme or any arbitrary sub-word
unit. A few examples are shown below.
Examples:
word: → adventswochenenden
Morphemes: → advents+ wochen+ en+ den
Graphones: → advents+:a t v E n ts wochen+:v O x @ n en+:@ n den:d =n

word: adventssamstagen :
Morphemes: → advents+ sams+ tag+ en
Graphones: → advents+:a t v E n t z sams+:z a m s tag+:t a g: en:=n

It can be seen that the sub-word advents+ has two different pronunciations based on its within
word context. When a morphemic language model is used, the pronunciations of advents+ are
listed as pronunciation variants in the lexicon. On the other hand, when a graphone based language model is used, the two contextually different pronunciations are listed as different entries
in the lexicon, which causes a minimal amount acoustic confusion compared to its morphemic
counterpart, thereby enhancing the performance of a speech recognizer in terms of overall word
recognition performance.
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5.2.2 Morphological Features for Sub-words
In this thesis, we also investigate three different types of morpheme level morphological features
in our experiments. They are:
1. Part of speech (POS): a feature for a word showing syntactical grammatical property/properties
depending on the context
2. Lemma: a canonical form of a set of words, representing a lexeme
3. Index: (or class identity), representing a class generated using singular value decomposition
(SVD).
POS and lemma are linguistic features, where as index is a data-driven feature. Linguistic features
are extracted using TreeTagger, a probabilistic tagger based on decision trees [Schmid 94]. It
generates POS and lemmas using word level context. We extract these features for full words and
morphemes. We observe that TreeTagger provides reasonable features even for very short length
morphemes in the majority of the cases. The index feature or simply, the class identity feature
is extracted using a word clustering method based on SVD. SVD was chosen because it uses
semantic space and its decomposition loosely resembles eigen vector decomposition [Dumais &
Furnas+ 88]. Words in the resulting clusters are therefore assumed to have some sort of semantic
similarity. For our experiment, all the bigrams listed in the hybrid vocabulary (the unknown
token ’unk ’ is treated like a normal word) are mapped into real valued vectors (ie., a distributed
representation) using a word-pair co-occurrence matrix C. In principle, longer contexts can also
be used for this type of clustering. But, as longer contexts demand high computational time,
context is limited to bigram level. The co-occurrence matrix is log-smoothed (C̄) to avoid overfitting to high frequency occurrences, and then SVD is applied. This approach is similar to the
approach described in [Bellegarda 00]. It decomposes an input matrix C̄ orthogonally into left
(U ), right (V ) and diagonal (S) matrices as C̄ ' U SV T , by creating a semantic space. Matrix
U is also called a word concept space, and matrix (S) is called a word concept by concept space.
Word vectors are obtained by multiplying the matrices U and S. As a large vocabulary is used,
dimension reduction is applied on the matrix U S, to speed up the subsequent clustering process.
The resultant word vectors are clustered into K clusters using a standard k-means algorithm.
Table 5.1: Comparison of word-level and morpheme level morphological features (Example:
eingeschlafen → ein+ geschlafen) [VVPP: past participle verb, ART: article]
type
full word
sub-word

token
eingeschlafen
ein+
geschlafen

pos
VVPP
ART
VVPP

lemma
einschlafen
ein
schlafen

class-index
224
15
192

5.2.3 Sub-word Extraction Methods
One of the main issues in hybrid language modelling is the selection of a proper choice of subword unit. Careless choice of a sub-word can increase the WER. A full word can be segmented
into sub-word sequences in many ways.In general, sub-word extraction methods can be broadly
classified into two categories, namely:
1. Rule-based approach: In this approach, word segmentation uses linguistic rules.
2. Statistic approach: In this approach, word segmentation uses data-driven algorithms.
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Rule-based Approach
In the rule-based approach, a word is segmented into a sequence of syllable sub-word units
using a set of predefined rules. In general, linguistic driven rules are used for the extraction of
syllables. As every language is unique in itself, syllabification rules for one language may not be
directly applicable as they are to another language. However, there are a few basic rules which
can be applied for any language for simple syllabification. Example syllable structures are shown

Figure 5.1: Example syllable structures
in Fig. 5.1. Onset implies a consonant or a group of consonants (C ∗ ). Nucleus is generally a
vowel (V ). The coda represents one or more consonants (C ∗ ) at the end of the syllable. Medial
represents a optional semivowel (H ∗ ) or liquid. For instance, a syllable can be CCCV , V CC,
CV C, V C, CV and so on. Thus, some of the standard rules for syllable extraction are:
• A syllable shall contain atleast one nucleus
• Two joint short vowels should be separated
• Two adjoining same consonants can be separated and assigned to neighbouring syllables
• A syllable can contain only a nucleus, without onset and coda.
• Sonority of a syllable shall decrease at the edge of a syllable
Example:
Word → zsynchronizowanym (In English. synchronized)
Generated syllables → zsyn+ chro+ niz+ o+ wa+ nym
Modified syllables → zsyn+ chro+ nizo+ wa+ nym
It is to be noted that, very short sub-word units (length ≤ 2 characters) are hard to recognize,
particularly in spontaneous speech. As shown in the above example, generated syllables are
modified in some cases for better recognition performance.
Statistical Approach
Generating sub-words using a rule-based approach is a tedious task. It needs extensive linguistic knowledge of the target language as well as phonological concepts. Thereby, the statistical
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approach is an alternative choice for a word decomposition. In this method, the core principle
is to generate a probabilistic model using the training text, and then segment the words into
sub-word units using the trained model during decoding. In general, the trained model tries to
learn the internal morphological structure of a word and converts it into some parametric form.
In the literature, several data-driven word decomposers were used. State-of-the-art morphological analysers include Linguistica [Goldsmith 01], Paramor [Monson 09], Promodes [Spiegler &
Golénia+ 09] and Morfessor [Creutz 06]. Although various other morphological analysers also
exist, the above mentioned programs are specifically meant for word decomposition. Most of the
data-driven morphological analysers use the minimum description length (MDL) principle, also
sometimes referred to as the Recursive MDL principle [Creruz & Lagus 05]. An example segmentation using this approach is shown below.
Example:
Word → zsynchronizowanym (In English synchronized)
Generated Morphemes → z+ syn+ ch+ ro+ niz+ owa+ ny+ m
Modified Morphemes → zsyn+ chro+ nizowa+ nym

5.3 Segmentation Algorithm
We describe different types of statistical word-segmentation methods in this section. We perform frequency based compound word splitting as an intermediate step, followed by the rulebased approach to decompose words into syllables for the German task. We also describe the
word-segmentation method used by the opensource Morfessor program.

5.3.1 Word to Syllable Segmentation
Compound word splitting is a frequency based approach [Koehn & Knight 03]. We apply this
approach for compound words, to decompose them into word forms, prefix and suffix separation
and then apply basic syllabification rules to generate syllable-like sub-words. A word consisting
of two or more words, having proper semantics, is generally considered as a compound word. A
compound word w is split in the following manner.
• compute frequency N (w) and component frequencies N (w1 ), ..., N (wk )
Q
1/K
• compute geometric mean of component frequencies as G = K
k=1 N (wk )
• split word w if G > N (w)
For languages like Polish, it is complicated to generate linguistic rules for proper syllabification,
as large onset and consonant structures are often observed. Therefore, we use a syllabification
program designed by an expert to extract syllables [KombiKor.v.8.0]. We are thankful to the
management of the company for encouraging speech recognition research on the Polish language
by providing the software program free of charge.

5.3.2 Word to Morpheme Segmentation
In this thesis, we use Morfessor, which uses the MDL principle for word decomposition [Creruz
& Lagus 05]. We use the terms morph and morpheme interchangeably. We describe the segmentation algorithm in brief in this section. A word is simply a sequence of morphemes. A morpheme
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is basically a long sequences of letters α. All distinct morphemes are represented by a lexicon
which includes a morpheme boundary letter. Therefore, the probability of the lexicon is given by:
Y
P (α)
(5.1)
P (lexicon) =
letters α

The lexicon also contain the frequencies of all the observed morphemes. The corpus contains
sequences of morphemes generated from a particular segmentation. The baseline Morfessor segmentation model maximizes the posterior probability, P (lexicon|corpus), using Bayes rule as:
P (lexicon|corpus) ∝ P (lexicon)P (corpus|lexicon)
Y
Y
=
P (α)
P (µ)
letters α

(5.2)
(5.3)

morphemes µ

In later versions of the Morfessor, the baseline algorithm is replaced using maximum a-posteriori
estimates to generate morphemes. In this thesis, we use the baseline version of the Morfessor
program as output word segmentations do not differ much from the currently available version.

5.3.3 Word to Graphone Segmentation
In this section, we discuss the different methods used to extract arbitrary size graphones and
morphemic or syllabic graphones. A statistical G2P model is used to generate arbitrary size
graphones. A letter to phoneme alignment algorithm is used to generate morphemic or syllabic
graphones.
Grapheme to Phoneme Model
The lexicon is one of the primary knowledge source in speech recognition and contains possible
pronunciations for all the words selected as a vocabulary. As manually crafted lexicons are
expensive and time consuming to create, either a statistical G2P model model or rule based letter
to sound (L2S) rules are often used to extract pronunciations for new or unseen words. In this
thesis, we use a statistically trained G2P model. We describe G2P extraction in brief in this
section [Bisani & Ney 08]. The aim is to find the most likely pronunciation ϕ ∈ Φ∗ for a given
orthographic form g ∈ G∗ using the G2P model, where, Φ and G are the sets of phonemes and
letters, respectively:
ϕ(g) = argmax p(ϕ́, g)

(5.4)

ϕ́∈Φ∗

We refer to the joint probability distribution p(g, ϕ) as a “graphonemic” or graphone joint sequence
model, as it involves a pair of orthography and pronunciation. Mathematically, each graphone is
a pair q = (g, ϕ) ∈ Q ⊆ G∗ × Φ∗ of a letter sequence and a phoneme sequence of possibly different
lengths. The joint probability distribution p(g, ϕ) is reduced to a probability distribution over
graphone sequences p(q), which are modelled by a standard M -gram as:
p(q1N )

=

N
+1
Y

p(qi |qi−1 , ..., qi−M +1 )

(5.5)

i=1

This model has two parameters: the order of the M -gram model, and the allowed inventory
size of graphones. The number of letters and phonemes is allowed to vary between zero and an
upper limit L. After selecting suitable values for L and M , a pronunciation model is trained using
maximum likelihood (ML) training via the expectation maximization (EM) algorithm. To extract
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pronunciation variants (or the 1-best pronunciation) for a given word, we compute a maximum
approximation over the set S(g, ϕ) of all joint segmentations of g and ϕ:
p(ϕ, g) ≈ max p(q1 , ..., qL )

(5.6)

q∈S(g,ϕ)

In the above model, the inventory of graphones Q is automatically learned from the training data.
The number of letters in each graphone depends on the parameter L. For instance, if L=2, then
the range of letters is [0,2], where zero letters implies . In practice, we choose an optimum L,
which gives the minimum phoneme error rate (PER) over a held-out test lexicon. This guarantees
the best possible pronunciations for any new word. Here, it is worth noting that letter sequences
do not represent any type of either linguistic or morphemic type sub-word units, except they are
like sub-words of arbitrary length, as shown below.
Example:
Word :→ samstagen (in English Saturday’s)
Generated phone sequence using G2P:→ z a m s t a: g =n
Generated best alignment (L=1) is shown below:
“samstagen”
[z a m s t a: g =n]

=

s
z

a
a

m
m

s
s

t
t

a
a:

g
g

ms
ms

ta
t a:

g
g

en
=n

e
-

n
=n

Generated best alignment (L=2) is shown below:
“samstagen”
[z a m s t a: g =n]

=

sa
za

Next, we describe our approach for extraction of morphemic and syllabic graphones.
Morphemic or Syllabic Graphones
In this section, we refer to morphemes or syllables as simply sub-words. The following steps
are performed to extract sub-word graphones for a list of target words.
1. Extraction of pronunciations for all the required target words as described in Section 5.3.3,
using a statistical G2P model.
2. Extraction of the required type of sub-word sequences as described in Section 5.2.1
3. Generation of a suitable list of position dependent pronunciations for all sub-word sequences
using a letter-phoneme sequence alignment algorithm using step [1] and [2], as shown below.
Letter Phoneme Sequence Alignment Algorithm
The main objective of a letter to phoneme sequence alignment is to align letter sequences to their
corresponding phoneme sequences for all the words in a lexicon. For our experiments, we used
an expectation maximization approach for letter phoneme sequence alignment based on dynamic
programming similar to the recipe described in [Damper & Marchand+ 04]. The alignment
process is basically a path-finding problem using dynamic programming to compute an optimal
sequence, as described below.
For instance, let a word be phase and its pronunciation be feIz. Let L represent the size of the
letter inventory, including the boundary symbol #, and P represent the size of phoneme inventory
including the boundary symbol $. Boundary symbols help for the alignment of the  symbol.
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Table 5.2: A partial matrix A for a graphone pair (phase,feIz)

#
p
h
a
s
e
#

$
0
0
0
0
0
0
0

f
0
9
2580
42
79
947
0

eI
0
0
27
23098
3
1732
0

z
0
0
35
937
45788
2641
0

$
0
0
0
0
0
0
0

Table 5.3: Accumulated associations of the superimposed matrices B and C with trace back movements during dynamic programming. The traceback path (from the bottom-right corner to the top-left corner) is the path of best likelihood highlighted in bold characters
indicating the optimal path [Damper & Marchand+ 04].

#
p
h
a
s
e
#
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$
0,
0,↓
0,↓
0,↓
0,↓
0,↓
0,↓

f
0,→
9,&
2580,&
2580,↓
2580,↓
2580,↓
2580,↓

eI
0,→
9,→
2580,→
25678,&
25678,↓
25678,↓
25678,↓

z
0,→
9,→
2580,→
25678,→
71446,&
71446,↓
71446,↓

$
0,→
9,→
2580,→
25678,→
71446,→
71446,&
71446,&

5.3 Segmentation Algorithm

Let A be the association matrix indexed by all the letters and phonemes observed during the
alignment. A is called an association matrix as it captures the degree of association between each
letter and phoneme using co-occurrence pairs and is iteratively updated using the EM algorithm.
Similarly, let B and C be another two matrices that are indexed by the letters of the target
word and its corresponding phonemes. Matrix B contains all the accumulated associations up
to some degree during the alignment process. Matrix C stores trace back pointers pointing to
the precursor cell from which the DP moved to each cell. Matrix B is filled using a dynamic
programming approach in a left-to-right order or top-to-bottom order based on the Needleman
and Wunsh recursive maximization method [Needleman & Wunsch 70] as:


 Bi−1,j−1 + Al(i),p(j) , 
1≤i≤L
Bi,j = max
(5.7)
B
,
 i−1,j
 1≤j≤P
Bi,j−1
The functions l(·) and p(·) output the letter and phoneme identity for any given index respectively.
The contents of matrix C regularly updated based on the max argument, as shown in Table 5.4.
The best alignment is computed by back tracing the contents by using pointers from the bottomTable 5.4: Alignment process in A, B and C matrices
Chosen argument
Bi,j−1
Bi−1,j
Bi−1,j−1 + Al(i),p(j)

Movement in A and B matrices
horizontal
vertical
diagonal

Pointers in matrix C
→
↓
&

right entry of matrix C. As shown in Table 5.3, the 1-best final alignment is computed as:
“phase”
[feIz]

=

p
—

h
f

a
eI

s
z

e
—

Estimation of Association Matrix A
The training procedure estimates an association matrix A, also commonly referred to as an
alignment model, using the EM algorithm. One of the main properties of the EM algorithm is
that it guarantees the increase of likelihood iteratively until it converges to a local maximum.
The EM based training procedure is as follows:
1. Matrix A0 : If a letter l and phoneme p appear in the same word pronunciation pair
regardless of their positions, increment the entry aklp . This is repeated for all the word
pronunciation pairs present in the lexicon, as a matrix initialization step in the first iteration.
2. Apply dynamic programming to align all the word pronunciation pairs of the dictionary, in
the next iteration as k ← k + 1.
3. Update matrix Ak : If a letter l and phoneme p appear in the same word pronunciation
pair at the same aligned positions, increment the entry aklp .
4. If computed likelihood is not converged Goto step [2], otherwise exit
Before generating the association matrix A, some precautions are necessary to avoid alignment
errors during training. For example, NGO is an abbreviation which may be pronounced in an
abbreviated manner as n.g.o or in a full-phrase form as non governmental organization. It is
better to use abbreviated pronunciations for abbreviated words for better alignment. Further, it
is also useful to discard the least frequent words containing foreign characters during training. For
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alignment, these foreign words can be mapped to target language characters as an intermediate
step and then reconverted back to their original form after alignment. These precautions are
necessary, as proper alignments for sub-word units help to lower acoustic confusions during speech
recognition decoding, which in-turn can lead to better WERs.
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6. Hybrid Language Models
In this chapter, we investigate hybrid language models containing sub-words, along with or
without a fraction of full words. Here, we try to make efficient use of combination of full words
and different types of sub-words as mixed units, to make as robust a language model as possible.
Robustness in language modelling refers to coverage with respect to two factors. One factor is
vocabulary coverage to achieve zero OOV and the other is coverage on (unseen) word sequences
to achieve minimal perplexity. To practically verify the suitability of hybrid language models in
speech recognition, we chose some of the morphologically rich languages. In general, as recognition
systems for the German, Polish and Slovene languages suffer from high OOV rates and high
language model perplexities, these languages were chosen for experimentations. The potential of
the hybrid language models to achieve robustness is high under these conditions. In principle,
hybrid language models can also be applied to morphologically poor languages. However,they are
not considered in this thesis due to time constraints.
Different types of hybrid language models are investigated using different types of sub-word
units, such as morphemes, syllables, arbitrary size units and graphones. In this chapter, we call
a hybrid language model as a mixed-unit language model if it contains two-different kinds of
sub-words along with a fraction of full words.

6.1 Mixed-unit Approach
A hybrid language model need not necessarily contain only sub-words. In practice, under large
vocabulary conditions, it is important to retain (a fraction of) most-frequent full words in a hybrid
language model. This is because word distribution can be approximated by Zipf’s law in a written
text. It is practically observed that a fraction of the most frequent words (ie., regularly used words
in practice) more often occur than the remaining number of words. This leads to the observation
that count estimates are more reliable for the most frequently repeated words than they are for
others. Therefore, it makes sense to preserve those words as they are, with out changing them to
sub-word sequences. In fact, if the most-frequent words are segmented into sub-word sequences,
any mis-recognitions of those most frequent words often leads to higher WERs. Therefore, an
optimal number of preservable full words is empirically selected based on the WER. Then, a
count-based hybrid language model is generated in a backoff fashion, as described in Secton 2.5,
i.e, the probability of a current word (or a sub-word) wn depends only on its previous m − 1 words
n−1
(or sub-words) wn−m+1
, according to (m − 1)-th order Markov assumption, computed as:
p(w1N ) =

N
Y

n−1
p(wn |wn−m+1
)

(6.1)

n=1

Fig. 6.1 shows a normalized frequency (unigram) distribution of most frequent, frequent and
rare words, in a general manner. In principle, a count-based language model is a model derived
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most-frequent
frequent

rare

1.0

strong N-gram context
Normalized
frequency

0

Fth
relatively weak N-gram context

Types of words

Figure 6.1: Word types vs. normalized word frequency (unigram)
using count statistics from word level contexts. However, as shown in the Fig. 6.1, the contextual
information for frequent words is better than that for rare words. Therefore, the use of morphemes
(or syllables) is a good choice for the frequent word region. Keeping acoustic confusions aside for a
moment, better count estimates can be obtained, when morphemes (or syllables) are used for this
region. A long tail of rare words implies that most of the words may have occurred only a couple
of times or just once. In this region as well, in principle, use of morphemes or syllables might
be a good choice. But, most often, rare words seen in this region are a mixture of meaningful
words, noisy words, foreign words and so on, so it may be a good idea to separate rare word
context with different type of sub-words. Therefore, a set of graphones based on morphemic or
syllabic sub-words is a good choice for this region. This mixture of units is hypothesized to be
a more reliable methodology to achieve better lexical coverage for an open vocabulary LVCSR
system. We name this approach containing a mixture of units (full word, sub-word, sub-word
graphones) a mixed-unit language model. Thus, three levels of context are explicitly used, with
some overlap between them in a mixed unit language model. In principle, this should also lead
to a reduction in acoustic confusions to some degree compared to a two level context sub-word
system. Alternatively, if the text data is clean normalized text or if it contains just a few million
words, then, in principle it is possible that the rare word region is significantly narrower, and a
single type of sub-word can be used for both the frequent and rare word regions. As shown in
Table 6.1: Different types of investigated language models
LM
full word
sub-word

mixed-unit

most-frequent
full word
full word

frequent
full word
morpheme
syllable
arbitrary
morpheme
syllable

rare
full word
morpheme
syllable
arbitrary
morphemic graphones
syllabic graphones

above Table 6.1, different configurations are possible for sub-word systems. However, we choose
a similar family of sub-word types (eg. morphemes and morphemic graphones) for frequent and
rare word regions. The robustness of any hybrid language model depends on the optimal ratio of
sub-words to full words. As there are no predefined rules regarding how many sub-words or full
words should be used, the balance between sub-words and full words, or the balance between the

52

6.2 Experiments

number of different types of mixed units is considered as an optimization process with respect to
word error rate.
On the other hand, we are investigating hybrid language models with the motivation of recognizing OOVs. But, the absolute OOV word position is lost when hybrid language models are
used in decoding. We will describe an example. Let $ and # be sentence boundaries. Say there
is a full word sequence (S1 ) as, $ w1 wx w2 #. Let an OOV wx be represented by a decomposed
sequence as u1 +, u2 +, u3 (ie., + is a word boundary indicator), where u represents a sub-word.
Let the hybrid vocabulary be [w1 , u1 +, u2 +, u3 , w2 ]. If h represents some history in a language
model, now the hybrid language model can estimate probabilities of p(u1 +|h), p(w1 |h) and so on.
Now, S1 can be rewritten as $ w1 u1 + u2 + u3 w2 #, (say H1 ). Therefore, the search path (eg.
bigram) probabilities will be like: p(w1 |$) p(u1 +|w1) p(u2 +|u1 +) p(u3 |u2 +)... for H1 . Simplyput,
the [u1 + u2 + u3 ] sequence jointly represents an approximated word position of wx , instead of
its absolute position. However, an approximated position of a word do not vary much from the
absolute position of a word. In some cases, it might also happen that an in-vocabulary word
is recognized as a sequence of sub-word units. This is due to the flat hierarchy (ie., words and
sub-words are treated as just tokens) in a vocabulary, as each sub-word unit (u) is treated like a
normal word (w) during decoding, without any difference.

6.2 Experiments
Full word and hybrid recognition experiments are conducted on German, Polish and Slovene
corpora. The German and Polish tasks are part of the Quaero project and Slovene is part of the
TransLectures project. We also perform experiments on the IWSLT-2013 German corpus.

6.2.1 German LVCSR
The recognition setup uses a two pass approach consisting of speaker independent and speaker
adapted recognitions, as described in Seciton 12.1. As a initial step, we considered two scenarios
for hybrid language modelling experiments. In the first case, we used language modelling text
pooled from various domains: news, web, podcasts and blogs. In the second case, we used the
text mainly from only in-domain news text. The word error rates in the second case for the full
word baselines are comparatively less than in the first case. Further details are described in the
paragraphs below.
Multi domain data experiments
As an initial step to determine the proper choice of a sub-word unit in a hybrid language model,
experiments are conducted using a 100k vocabulary. The recognition results using full word
and hybrid approaches are shown in Table 6.2. The recognition setup uses a two pass approach
consisting of speaker independent and speaker adapted recognitions. 4-gram count-based domain
adapted language models are used. This language model is generated using data from news,
web, podcasts and blogs. As described in the Section 5.2.1, different hybrid language models
using morphemes, syllables, arbitrary size graphones and morphemic graphones are generated. In
principle, a hybrid language model demands much longer context compared to a full word language
model. For this reason, we also create a morphemic 6-gram language model to practically verify
its effect on WER. Multiple hybrid language models are generated by varying the number of mostfrequent full words. A morpheme based hybrid 4-gram language model without any full words is
also generated for comparison. In the next set of experiments, the number of preserved full words
is gradually increased and its corresponding WER is measured. For this task, 5k full words and
95k morphemes are found to be the optimal configuration. Using this configuration, a 6-gram
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language model is used during search and word error rate is computed. It is observed that WER
is marginally reduced on the development corpus and no change is observed on the evaluation
(eval) corpus. It is also observed that lower OOV rates do not guarantee lower WERs. In general,
the OOV rate of any system decreases, when, full words are added to a hybrid language model.
Similar experiments are repeated on hybrid 4-gram language models using syllables. It is observed
that syllable based systems generated worse word error rates than morphemes, but better OOV
rates. The reason is that the German corpus contains a major fraction of compound words (high
morpheme-word-ratio). Therefore, a single syllable mis-recognition leads to a complete word
error, which worsens overall word error rate. Therefore, word length is an important factor to be
taken into account in predicting which sub-word unit may be better for a target language.
Alternatively, arbitrary size graphones are extracted using the method described in Section 5.2.1
to generate 4-gram hybrid language models. For these experiments, the full word vocabulary
is fixed to 100k, and additional graphones vocabularies of 2k, 10k and 24k are used. These
vocabularies provide much lower OOV rates and worse word error rates, almost comparable to
the word error rates of syllable based systems. Here as well, overall generated word error rate is
worse than the baseline system, most probably due to the use of very short length sub-word units.
As a next step, we generated morphemic graphone based language models, where, we preserved
the 100k most frequent full words. It is observed that OOV rates are much higher, with worse
error rates. As syllable based systems generate worse error rates, syllable based graphones are
not used for German LVCSR experiments. Correct recognition of a graphone is mainly dependent
on the quality of the aligned sub-word pronunciation. Therefore, we select hybrid configuration
of 5k full words + 95k morphemes as a good candidate for further experiments (ie., using 4-gram
language models). We achieve absolute reduction in word error rate [gr-dev09: 2.2% (6.5% rel.),
gr-eval09: 1.2% (4.0% rel.) ] compared to the 100k full word baseline system. The OOV rate of
the eval corpus is reduced from 4.8% to 1.4% using the morpheme system.
On the other hand, we are also interested in finding the best optimal full word system and the
optimal sub-word system across a range of large vocabularies. We compare OOV rates and the
word error rates among the selected vocabularies for both the full word and the hybrid systems as
shown in Table 6.3. Full word vocabularies are extended upto 2.5M words. Hybrid vocabularies
are extended upto 2.1M. Even though further vocabularies are possible they are not considered,
mainly due to the presence of a significant quantity of noisy words. It is observed that a 750k
vocabulary is the optimal vocabulary for the full word system. Similarly, it is observed that
a 500k vocabulary is the optimal vocabulary for the morphemic system (5k full words + 495k
morphemes). The 4-gram 500k morphemic system generated a better word error rate compared to
the 4-gram 750k full word system. It is also observed that the quantity of preservable most frequent
words (5k) did not change for larger vocabularies. As a next step, we generated a morphemic
mixed-unit language model, having an optimal configuration of 5k full words, 295k morphemes
and 200 graphones, by selecting a total vocabulary size of 500k using the method described in the
Section 6.1. It is observed that character level perplexities of sub-word systems are nearly similar
to those of the baseline system as very large vocabularies are used. Alternatively, better perplexity
might not always guarantee better word error rate, as proved by our experimental results. We
achieve an absolute reduction in word error rate [gr-dev09: 0.3% (1.0% rel.), gr-eval09: 0.4%
(1.5% rel.)] using a 500k morphemic mixed-unit system compared to the 750k full word baseline
system.

In-domain Data Experiments
The best experiments conducted using only in-domain text for both the full word and the hybrid
systems as shown in Table 6.3. These experiments are performed to understand the importance
of the amount of the data used (ie., out-of-domain versus in-domain) for both the full word and
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Table 6.2: German LVCSR: Intermediate hybrid recognition experiments (4-gram language models) using 100k vocabulary to determine proper type of sub word unit. Domain
adapted LM from 306M running words from news, blogs, web data, podcasts. (morphemes:see Section 5.2.1, syllables: see Section 5.2.3, arbitrary length
graphones: see Section 5.3.3, morphemic graphones: see Section 5.2.1, Recognition
vocabulary size :# full words + # sub-words + # sub-word graphones).

word type
full word
morpheme

syllable

arbitrary size
graphone
L=2
L=3
L=4
morphemic
graphone

gr-dev09
OOV WER
[%]
[%]
5.0
33.9
1.0
32.2
1.2
31.8
1.5
31.7
1.6
31.7
1.8
31.8
1.9
31.8
2.1
31.9
0.8
34.4
1.0
34.2
1.4
33.7
1.7
33.7
2.0
33.8
2.3
33.9

gr-eval09
OOV WER
[%]
[%]
4.8
29.7
1.4
28.5
29.4
-

#
full words
100k
2k
5k
7k
10k
20k
30k
10k
20k
30k
40k
50k
60k

#
sub-words
100k
98k
95k
93k
90k
80k
70k
90k
80k
70k
60k
50k
40k

# sub-word
graphones
-

100k

-

2k
10k
24k

0.1
0.1
0.1

34.2
32.8
32.4

0.1

29.4

100k

-

77k
200k

2.8
1.0

32.5
32.1

2.6
1.1

29.5
29.3
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Table 6.3: German LVCSR: Various full word and hybrid recognition experiments and their
comparison in terms of WER, across very large vocabularies. Multi domain adapted
LM from 306M running words from news, blogs, web data, podcasts. Indomain LM from 188M running words from mainly news data.
# subgr-dev09
gr-eval09
#
#
word
voc. fullsub- graph- OOV WER (ins/del) CER (ins/del) OOV WER (ins/del) CER (ins/del)
size words words ones
[%]
[%]
[%]
[%]
[%]
[%]
LMs
100k
200k
300k
500k
750k
1M
2.5M
100k
200k
300k
500k
750k
1M
2.1M
300k
500k

using multi-domain text:
100k
5.0
200k
3.8
300k
3.3
500k
2.7
750k
2.3
1M
2.2
2.5M
1.7
5k
95k
1.5
5k
195k
1.0
5k
295k
0.9
5k
495k
0.9
5k
745k
0.8
5k
995k
0.8
5k
2095k
0.7
100k
200k
1.0
5k
295k
200k
0.9

LMs
100k
300k
500k
750k
1M
500k
300k

using only in-domain text:
100k
4.6
300k
2.9
500k
2.4
750k
2.2
1M
2.1
5k
495k
0.9
5k
95k
200k
1.4

33.9
32.7
32.2
32.0
31.3
31.4

(5.3/6.8)
(4.7/7.0)
(4.4/7.0)
(4.0/7.3)
(4.6/6.0)
(4.6/6.0)

15.1
14.7
14.6
14.7
14.3
14.3

31.7
31.5
31.4
31.0
31.0
31.2

(3.8/7.3)
(3.8/7.2)
(3.7/7.3)
(4.4/5.8)
(4.3/5.9)
(4.3/6.1)

(4.4/7.0)

32.8
31.2
30.9
30.9

(5.8/5.6)

(4.7/5.8)

(4.9/5.7)
(4.7/5.7)
(4.4/6.0)

14.6
14.5
14.5
14.2
14.2
14.3

(4.2/6.3)
(4.9/5.5)

(3.0/6.9)
(2.9/7.1)
(3.5/5.9)
(3.5/6.0)

(2.6/6.7)
(2.8/7.0)
(2.8/7.1)
(3.5/5.8)
(3.5/5.9)
(3.5/6.0)

14.5
14.1

(3.0/6.8)

14.5
14.1
14.0
14.0

(3.7/5.9)

30.9
31.0

(2.7/6.8)

-

32.1
31.0

(2.7/6.9)

(3.5/5.8)

(3.5/5.9)
(3.5/5.8)
(3.3/5.9)

14.4
14.1

(3.4/6.2)
(3.4/5.9)

4.8
3.5
3.0
2.4
2.1
1.9
1.4
1.4
0.8
0.8
0.7
0.7
0.7
0.5
1.1
0.8

29.7
28.8
28.4
28.6
27.4
27.5

29.3
27.0

(3.2/7.1)

4.5
2.6
2.1
2.0
1.9
0.7
1.3

28.4
27.3
27.1
27.1

(3.9/5.9)

(3.4/7.1)
(3.0/7.3)
(2.9/7.3)
(2.7/7.8)
(3.2/6.5)
(3.1/6.5)

13.8
13.5
13.2
13.4
12.8
12.7

(2.5/6.9)

13.3
13.1
13.0
12.5
12.5
12.5

(2.3/6.8)

13.5
12.3

(2.4/6.8)

12.9
12.5
12.7
12.6

(3.0/5.7)

12.6
12.4

(2.7/5.7)

28.5
28.2
28.1
27.2
27.2
27.2

(2.8/7.5)
(2.6/7.5)
(2.6/7.5)
(3.1/6.1)
(3.1/6.2)
(3.1/6.1)

(3.4/5.9)
(3.3/6.0)
(3.1/6.4)

(3.1/6.2)
(3.4/5.9)

(2.2/7.0)
(2.7/5.9)
(2.7/5.8)

(2.2/6.7)
(2.2/6.7)
(2.7/5.6)
(2.7/5.6)
(2.7/5.6)

-

27.1
27.0

(2.3/6.7)

-

(3.3/5.9)

(2.4/6.8)

(2.7/5.6)

(2.8/5.6)
(2.6/5.9)
(2.6/5.9)

(2.7/5.6)

Table 6.4: German LVCSR: Comparison of invocabulary (IV) word and character perplexities for
the best optimized systems. Total perplexities are not meaningful as OOVs are mapped
to a single unk token. Word level boundaries are considered while computing character
PPL. (voc. size: recognition vocabulary size). Best systems from in-domain LMs
using 188M running words from mainly news data, actual: actual IV token
level perplexity of the used language model, comparative: projected word or char level
perplexity w.r.t. the 750k full word baseline.
voc. full- morph- morphemic OOV IV word-level PPL
corpus size words emes
graphones [%]
actual comparative
gr-dev09 750k 750k
2.2 478 (69548) 478 (69548)
300k
5k
95k
200k
1.4 363 (71342) 422 (69548)
gr-eval09 750k 750k
2.0 503 (35591) 503 (35591)
300k
5k
95k
200k
1.3 380 (36624) 451 (35591)
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IV char-level PPL
actual
comparative
2.79 (418447) 2.79 (418447)
2.72 (421480) 2.73 (418447)
2.79 (216684) 2.79 (216684)
2.69 (219250) 2.72 (216684)
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Figure 6.2: German LVCSR - Effect of multi-domain vs. in-domain language models on word
error rates and OOV rates across very large vocabularies
the hybrid systems. Compared to the previous multi-domain data experiments, full word level
in-domain data experiments generated better word error rates across different vocabularies. A
possible reason for the lower error rates is that the vocabularies selected only from in-domain data
matches the test corpus better than the vocabularies selected from globally pooled across-domain
data. Further, it is practically verified that language model context is better represented using
only in-domain data. For these sets of experiments as well, we found that a 750k vocabulary is
the optimal full word system. It is observed that the rate of convergence of word error rate is
steeper as vocabulary size is increased compared to the multi-domain data experiments. As a
next step, we generated a 4-gram morphemic mixed-unit language model having a configuration
of 5k full words, 95k morphemes and 200 graphones, using a vocabulary size of 300k. This system
generated lower word error rate than the 750k optimal full word system. Perplexities for these two
best systems are shown in Table 6.4. For in-domain data experiments, character level perplexities
for the mixed-unit system are better compared to the 750k full word baseline system. Overall
comparison between OOV rate and WER with respect to multi domain data full word experiments
is shown in Fig. 6.2.

6.2.2 Polish LVCSR
The recognition setup uses a three pass approach consisting of speaker independent and speaker
adapted recognitions, as described in Section 12.3. 5-gram count-based language models are
used. Detailed recognition results using the full word and the hybrid approaches for Polish
LVCSR are shown in Table 6.5. As described in Section 5.2.1, different hybrid language models
using morphemes, syllables, morphemic graphones and syllabic graphones are generated. We
chose a 300k vocabulary as the OOV rate is 1.7%. In the first set of experiments, morpheme
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based hybrid language models are generated. For this task, a 70k full word and 230k morpheme
configuration is found to be an optimal. It is observed that the error rate remained same on
the development corpus and significant reductions are achieved on the eval corpus. This system
has similar OOV rate to the full word baseline, but has the capability to recognize new words.
Similar experiments are repeated using syllable based hybrid language models. It is observed that
syllable based systems generated lower word error rates and OOV rates compared to morpheme
based systems. We also perform graphone based experiments using morphemes and syllables.
Morphemic graphone experiments generate lower word error rates compared to the full word
baseline system. We achieved absolute reduction in word error rate [pl-dev10: 0.5% (2.2% rel.),
pl-eval10: 0.9% (3.3% rel.)] using the morphemic graphone system compared to the 300k full
word baseline system. Although the morphemic graphone system generated a better word error
rate compared to all the systems, it is understood that syllables are a good choice for the Polish
language when both the word error rate and the OOV rate are jointly considered.
Table 6.5: Polish LVCSR: Intermediate recognition experiments to determine the proper type of
a sub-word unit for a Polish 300k baseline vocabulary (morphemes: see Section 5.2.1,
syllables: see Section 5.2.3, arbitrary length graphones: see Section 5.3.3, morphemic
graphones: see Section 5.2.1, Recognition vocabulary size :# full words + # sub-words
+ # sub-word graphones)

word type
full word
morpheme

syllable

morphemic
graphone
syllabic
graphone

# sub-word
graphones

pl-dev10
OOV WER
[%]
[%]
1.7
22.7
1.1
23.0
1.1
22.8
1.2
22.7
1.3
22.8
1.3
22.8
0.5
23.0
0.5
22.6
0.6
22.7
0.6
22.5
0.6
22.3
0.7
22.4

pl-eval10
OOV WER
[%]
[%]
1.9
26.8
1.4
26.2
0.5
26.1
-

#
full words
300k
30k
50k
70k
90k
100k
50k
70k
90k
110k
130k
150k

#
sub-words
270k
250k
230k
210k
200k
250k
230k
210k
190k
170k
150k

70k

-

277k

1.2

22.2

1.4

25.9

130k

-

173k

0.6

22.8

0.8

26.6

-

Alternatively, we are interested in finding the best optimal full word and hybrid system across
a range of large vocabularies. We compare different OOV and word error rates across selected
vocabularies, as shown in Table 6.6. Full word and hybrid vocabularies are extended upto 3.0M
and 1.0M, respectively. Although further additions are possible they are not considered mainly
due to the presence of a significant quantity of noisy words. It is noticed that a 750k vocabulary is
the optimal vocabulary for the full word system based on the word error rate. On the other hand,
it is observed that a 300k vocabulary is the optimal vocabulary for the syllabic system (130k +
170k). The 5-gram 300k syllabic system did not achieve better word error rate compared to the
5-gram 750k full word system. It is observed that the quantity of preservable most frequent words
(130k) did not change for higher vocabularies. As a next step, we generated a 5-gram mixedunit syllabic hybrid language model by selecting a total vocabulary size of 500k. We achieved
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Table 6.6: Polish LVCSR: Various full word and hybrid recognition experiments using syllables
and their comparison in terms of WER, across very large vocabularies.

voc.
size
100k
300k
500k
750k
1M
2M
3M
300k
500k
750k
1M
300k
500k

#
fullwords
100k
300k
500k
750k
1M
2M
3M
130k
130k
130k
130k
130k
130k

#
subwords
170k
370k
620k
870k
70k
70k

# subpl-dev10
pl-eval10
word
graph- OOV WER (ins/del) CER (ins/del) OOV WER (ins/del) CER (ins/del)
ones
[%]
[%]
[%]
[%]
[%]
[%]
4.5
5.2
1.7
22.7 (1.9/6.7)
10.3 (3.0/4.4)
1.9
26.8 (1.8/8.3)
20.0 (9.2/6.0)
1.1
22.1 (1.6/7.4)
10.4 (1.7/5.6)
1.2
25.6 (2.1/7.3)
19.0 (9.5/5.3)
0.8
22.0 (1.4/7.4)
10.2 (1.7/5.5)
0.9
25.6 (2.1/7.3)
18.6 (9.4/5.0)
0.7
22.0 (1.4/7.4)
10.2 (1.6/5.5)
0.8
25.6 (2.0/7.4)
18.6 (9.5/5.0)
0.5
0.6
0.5
0.6
0.6
22.3 (1.5/7.1)
10.0 (2.7/4.5)
0.5
26.1 (2.0/7.6)
19.0 (9.5/5.1)
0.5
22.4 (1.4/7.4)
10.2 (1.6/5.4)
0.3
26.2 (2.0/7.8)
19.2 (9.5/5.3)
0.4
22.4 (1.4/7.4)
10.2 (1.6/5.5)
0.2
26.2 (2.0/7.9)
19.2 (9.5/5.4)
0.4
0.2
100k
0.7
22.1 (1.6/6.8)
10.2 (2.8/4.5)
0.6
25.8 (2.1/7.0)
18.9 (9.6/4.9)
300k
0.4
21.9 (1.6/6.9)
10.1 (1.6/5.4)
0.3
25.5 (2.2/7.1)
19.0 (9.4/5.3)

Table 6.7: Polish LVCSR: Comparison of invocabulary (IV) word and char perplexities for best
systems. Total perplexities are not meaningful as OOVs are mapped to a single unk
token. Word level boundaries are considered while computing character PPL. (voc.
size: recognition vocabulary size, actual: actual IV token level perplexity of the used
language model, comparative: projected word or char level perplexity w.r.t. the 750k
full word baseline).
voc. fullsyllabic OOV IV word-level PPL
corpus size words syllables graphones [%]
actual comparative
pl-dev10 750k 750k
0.8 716 (30732) 716 (30732)
500k 130k
70k
300k
0.4 694 (31150) 758 (30732)
pl-eval10 750k 750k
0.9 726 (31507) 726 (31507)
500k 130k
70k
300k
0.3 702 (31899) 761 (31507)

IV char-level PPL
actual
comparative
2.88 (190932) 2.88 (190932)
2.89 (191904) 2.90 (190932)
2.98 (189865) 2.98 (189865)
2.99 (190653) 3.00 (189865)
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a reduction in word error rate [pl-dev10: 0.1% (0.5% rel.), pl-eval10: 0.2% (0.4% rel.)] using
500k syllabic mixed-unit system compared to the 750k full word baseline system. Word level and
character level perplexities for the best experiments are shown in Table 6.7. For this task, it is
observed that the actual character level perplexity of hybrid system is nearly similar to that of
the baseline system.

6.2.3 Slovene LVCSR
In this section, we describe experimental results on a Slovene LVCSR task from the transLectures project. The speech recognition task for Slovene is more challenging than for Quaero tasks,
as transLectures contains spontaneous speech from lectures and TED talks, collected from numerous domains. Recognition was performed using speaker independent and speaker adapted models,
using the setup described in Section 12.4. Detailed recognition results to find the optimal vocabuTable 6.8: Full word recognition experiments on Slovene and their comparison in terms of WER, across
different vocabularies.(Evaluation system: 400k vocabulary, domain mismatch in eval corpus
compared to the dev corpus)

corpus
sl-dev12

sl-eval12

vocab.
size
200k
300k
400k
500k
600k
700k
800k
900k
1M
200k
300k
400k
500k
600k
700k
800k
900k
1M

OOV
[%]
3.2
2.4
2.1
1.9
1.8
1.6
1.6
1.4
1.3
5.1
3.8
3.3
2.9
2.7
2.3
2.1
2.1
2.0

WER (ins/del)
[%]
27.3 (2.8/7.9)
26.7 (2.6/8.0)
26.6 (2.8/7.3)
26.5 (2.5/7.9)
26.4 (2.5/7.7)
26.2 (2.4/7.8)
26.2 (2.4/7.8)
35.6 (4.8/8.9)
34.6 (4.3/9.1)
34.3 (4.8/8.2)
33.7 (4.0/9.0)
33.6 (4.0/8.9)
33.2 (3.9/8.9)
33.1 (3.8/9.0)
-

CER (ins/del)
[%]
15.4 (1.9/10.5)
15.2 (1.8/10.5)
14.8 (1.9/10.0)
15.0 (1.8/10.4)
14.9 (1.8/10.3)
14.8 (1.7/10.3)
14.9 (1.7/10.3)
18.3 (3.1/10.7)
17.9 (2.9/10.7)
17.4 (3.0/10.0)
17.5 (2.8/10.5)
17.4 (2.9/10.3)
17.3 (2.8/10.3)
17.4 (2.8/10.4)
-

lary using a full word approach are shown in Table 6.8. However, the optimal vocabulary differed
for both the sl-dev12 and the sl-eval12 corpus. This was due to domain mismatch conditions
between them. The corpora contains spontaneous speech from TED talks, lectures, economics,
medicine, news, astronomy, biology, etc. Although a 700k full word vocabulary is found to be
optimal with respect to the word error rate on the sl-dev12 corpus, we chose a 400k vocabulary
as a sort of empirically selected vocabulary, by observing reasonable OOV rate and perplexity on
sl-dev12 corpus. For the sl-eval12 corpus, it appears that the optimal vocabulary size is around
800k. Recognitions with still higher vocabularies for lecture and spontaneous speech is hard, as
most of the words are noisy, and include transliterations of foreign words into Slovene, abbreviations, equations, etc. In general, as the vocabulary size increases, the OOV rate decreases in a
language model, specifically in large vocabulary scenarios, as shown in Fig. 8.5. As the vocabulary size increases, OOV rate decreases, and so does the potential to recognize OOVs. Therefore,
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the 400k system was chosen as the baseline, as it has a reasonable OOV rate for further hybrid
experiments.
A combination of full word and morpheme vocabularies are used for hybrid language modelling
experiments. Alternatively, a combination of full word, morpheme and morpheme graphones are
also used. However, these experiments did not help to reduce word error rate compared to the
400k full word baseline. Similar observations using hybrid language models were also reported
in [Golik & Tüske+ 13]. As a next step, a sub-word language model containing 150k morphemic
graphones is generated. This language model is linearly interpolated with the selected full word
language models of vocabularies (300k, 400k, 700k). Therefore, all the resultant hybrid language
models having mixed vocabulary size of 450k, 550k and 850k hybrid vocabularies contains 150k
morphemic graphones, respectively. As shown in Table 6.9, the WER performance of the 550k
hybrid system is similar to that of the full word 600k system. Further, this hybrid system has the
potential to recognize OOVs. On the other hand, the 850k hybrid system performed marginally
worse compared to the 700k full word system. However, this system generated a better character
error rate. Word and character level perplexities are shown in Tables 6.10 and 6.13 . The invocabulary perplexity of the 550k hybrid system is higher than the in-vocabulary perplexity of the
full word system. As the hybrid language model contains the union vocabulary of the full word
and the morphemic graphone language model, the resultant in-vocabulary perplexity increases
compared to the full word system. Further, the noticeable difference in the OOV rate is an
important factor due to the high difference in perplexity.
Table 6.9: Slovene LVCSR: Full word and hybrid recognition experiments and their comparison
in terms of WER, across large vocabularies.(The 450k or 550k hybrid system WER
is almost comparable to the 600k full word system WER. Degradation in WER is
observed in the 850k hybrid system compared to the 700k full word system )
sl-dev12
voc.
size
400k
600k
700k
450k
550k
850k

#
fullwords
400k
600k
700k
300k
400k
700k

# grapmorphemes
150k
150k
150k

OOV WER (ins/del)
[%]
[%]
2.2
26.6 (2.8/7.3)
1.8
26.4 (2.5/7.7)
1.6
26.2 (2.4/7.8)
1.0
26.5 (2.4/8.0)
0.8
26.4 (2.6/7.6)
0.5
26.3 (2.6/7.5)

sl-eval12

CER (ins/del) OOV WER (ins/del)
[%]
[%]
[%]
14.8 (1.9/10.0) 3.3
34.3 (4.8/8.2)
14.9 (1.8/10.3) 2.7
33.6 (4.0/8.9)
14.8 (1.7/10.3) 2.3
33.2 (3.9/8.9)
15.0 (1.7/10.5) 1.5
33.7 (3.9/9.2)
14.8 (1.8/10.1) 1.3
33.6 (4.3/8.6)
14.7 (1.8/10.1) 0.8
33.4 (4.3/8.4)

CER (ins/del)
[%]
17.4 (3.0/10.0)
17.4 (2.9/10.3)
17.3 (2.8/10.3)
17.6 (2.7/10.7)
17.2 (2.9/10.2)
17.1 (2.9/10.0)
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Table 6.10: Slovene LVCSR: Comparison of invocabulary (IV) word and char perplexities for 550k and
850k hybrid systems w.r.t. the 400k full word system, Total perplexities are not meaningful
as OOVs are mapped to a single unk token. Word level boundaries are considered while
computing character PPL. Full word LM interpolation weight in: [550k system: 0.722952, 850k
system: 0.621728],(voc. size: recognition vocabulary size, here morpheme implies morphemic
graphone, actual: actual IV token level perplexity of the used language model, comparative:
projected word or char level perplexity w.r.t. the 400k full word baseline).
# voc. # full- # morph- OOV
word-level PPL
size words
emes
[%]
actual comparative
400k
400k
2.2 442 (27847) 442 (27847)
550k
400k
150k
0.8 557 (28850) 699 (27847)
850k
700k
150k
0.5 561 (28742) 687 (27847)
sl-eval12 400k
400k
3.3 648 (23061) 648 (23061)
550k
400k
150k
1.3 902 (24362) 1324 (23061)
850k
700k
150k
0.5 911 (24193) 1272 (23061)
corpus
sl-dev12

char-level PPL
actual
comparative
3.18 (146517) 3.18 (146517)
3.36 (150310) 3.46 (146517)
3.35 (150449) 3.46 (146517)
3.30 (125201) 3.30 (125201)
3.56 (130420) 3.75 (125201)
3.52 (130875) 3.72 (125201)

Table 6.11: Slovene LVCSR: Different types of errors observed on sl-eval12 corpus w.r.t. the
400k vocabulary (IV: in-vocabulary errors considering only IV substitutions and IV
deletions, OOV: OOV word errors considering only OOV substitutions and OOV
deletions, OOVN: Approximate neighbouring errors caused by OOVs)
LM
OOV
Errors [%]
type
token
vocab [%] IV OOV Insertions Total OOVN
full word
full word
400k
3.3 27.0 100
4.8
34.3
1.6
hybrid full word,sub-word 550k
1.3 27.2 87.7
4.3
33.6
1.6

Table 6.12: Slovene LVCSR: Different types of errors observed on sl-eval12 corpus w.r.t. the
600k vocabulary (IV: in-vocabulary errors considering only IV substitutions and IV
deletions, OOV: OOV word errors considering only OOV substitutions and OOV
deletions, OOVN: Approximate neighbouring errors caused by OOVs)
LM
OOV
Errors [%]
type
token
vocab [%] IV OOV Insertions Total OOVN
full word
full word
600k
2.7 27.5 100
4.1
33.6
1.6
hybrid full word,sub-word 550k
1.3 27.5 91.5
4.3
33.6
1.7

Table 6.13: Slovene LVCSR: Comparison of invocabulary (IV) word and char perplexities for
550k and 850k hybrid systems w.r.t. the 600k full word system. Total perplexities
are not meaningful as OOVs are mapped to a single unk token. Word level boundaries
are considered while computing character PPL. Full word LM interpolation weight in:
[550k system: 0.722952, 850k system: 0.621728] (voc. size: recognition vocabulary
size, here morphemes implies morphemic graphones, actual: actual IV token level
perplexity of the used language model, comparative: projected word or char level
perplexity w.r.t. the 600k full word baseline).
# voc. # full- # morph- OOV IV word-level PPL
size words
emes
[%]
actual comparative
600k
600k
1.8 457 (27942) 457 (27942)
550k
400k
150k
0.8 557 (28850) 684 (27847)
850k
700k
150k
0.5 561 (28742) 687 (27847)
sl-eval12 600k
600k
2.7 685 (23207) 685 (23207)
550k
400k
150k
1.3 902 (24362) 1265 (23207)
850k
700k
150k
0.5 911 (24193) 1216 (23207)
corpus
sl-dev12
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IV char-level PPL
actual
comparative
3.19 (147507) 3.19 (147507)
3.36 (150310) 3.43 (147507)
3.35 (150449) 3.43 (147507)
3.31 (126573) 3.31 (126573)
3.56 (130420) 3.70 (126573)
3.52 (130875) 3.67 (126573)

6.2 Experiments

6.2.4 IWSLT-13 German LVCSR
In this section, we describe experimental results on a German LVCSR task for IWSLT speech
recognition evaluation. Speech recognition task for IWSLT is more challenging than Quaero tasks,
as it contains spontaneous speech from public speeches on a variety of topics and TED talks. The
recognition setup is described in Section 12.2.
Table 6.14: IWSLT-13 German LVCSR: Full word and hybrid recognition experiments and their
comparison in terms of WER, across large vocabularies
gr-dev13
gr-eval13
#
#
voc. full- morph- OOV WER CER OOV WER CER
size words emes
[%]
[%]
[%]
[%]
[%]
[%]
200k 200k 0.1
19.6
7.8
2.0
26.0 15.6
200k 5k
195k
0
18.8
7.5
0.9
25.4 15.4
CN combination
18.4
7.5
25.2 15.4

Table 6.15: IWSLT-13 German LVCSR: Comparison of invocabulary (IV) word and character
perplexities, Total perplexities are not meaningful as OOVs are mapped to a single
unk token. Word level boundaries are considered while computing character PPL
(voc. size: recognition vocabulary size, actual: actual IV token level perplexity of the
used language model, comparative: projected word or char level perplexity w.r.t. the
200k full word baseline).
voc. full- morphs OOV IV word-level PPL
corpus
size words
[%]
actual comparative
gr-dev13 200k 200k
0.1 314 (16402) 314 (16402)
200k
5k
195k
0.0 284 (16732) 318 (16402)
gr-eval13 200k 200k
2.1 233 (19968) 233 (19968)
200k
5k
195k
0.9 240 (20689) 292 (19968)

IV char-level PPL
actual
comparative
2.58 (99269) 2.58 (99269)
2.58 (99349) 2.58 (99269)
2.62 (112787) 2.62 (112787)
2.65 (115677) 2.71 (112787)

A full word vocabulary consisting of 200k words, having a negligible OOV rate of 0.1% on
the dev corpus was selected for experiments. Taking a cue from the large set of experiments
conducted on the Quaero German corpus as described in Section 6.2.1, a hybrid vocabulary
using a combination of 5k full words and 295k morphemes was selected. Both the full word
and hybrid vocabularies are generated based on word frequency. Count-based 5-gram language
models are generated using modified Kneser-Ney smoothing. As the language modelling text is
from various domains, individual language models are generated for each domain. These language
models are linearly interpolated using dev corpus as heldout text. Therefore, the language models
generated can be seen as a type of domain adapted language models. After recognition, recognition
lattices are converted into confusion networks, and then used in a confusion network based system
combination. Detailed recognition results using the full word and hybrid approaches are shown
in Table 6.14. Insertions or deletions are not shown, as the word error rates are officially scored
by the IWSLT comittee for evaluation. The global mapping file for scoring is not released by
the IWSLT comittee. For this reason scoring cannot be locally performed. Word and character
level perplexities are shown in Table 6.15. It is observed that the hybrid system performed better
than the full word system, with the same vocabulary size of 200k. System combination is used to
combine the advantages of both the systems. Although the hybrid system, performed better than
the full word system, and their combination helped further reduce word error rate, noticeable
word error rate reductions are observed in this task. IV and OOV error rates are not shown for

63

6 Hybrid Language Models

this task, as only word level scoring was performed by the IWSLT committee. We achieved an
overall reduction in word error rate [de-dev13: 1.2% (6.1% rel.), de-eval13: 0.8% (3.1% rel.)] using
a confusion network based system combination compared to the 200k full word baseline system.
Table 6.16: IWSLT-13 German LVCSR error analysis: Comparison of in-vocabulary (IV) and
OOV word log scores and perplexities using shared 5k most-frequent full words as
in-vocabulary words. Total perplexities are not meaningful as OOVs are mapped to
a single unk token.

corpus
gr-dev13
gr-eval13

voc.
size
200k
200k
200k
200k

fullwords
200k
5k
200k
5k

morphs
195k
195k

5k vocabulary
IV word-level
OOV word-level
log score
PPL
log score
PPL
-29959
170 (13433)
-10992
5038 (2969)
-29916
168 (13433)
-10872
4590 (2969)
-35754
152 (16380)
-11533
1638 (3588)
-35712
151 (16380)
-12899
3935 (3588)

Figure 6.3: OOV rate on dev and eval corpus.

Error Analysis
As observed from Table 6.14, and from Table 6.15, there is a noticeable difference in the word
error rate and in the IV perplexity reduction between the full word and the hybrid system on
the dev corpus with just 0.1% OOV difference, which is not generally expected. This means
that the error reductions come from better recognition of the in-vocabulary words as the OOV
on dev is almost zero. Alternatively, a significant fraction of the words in the language model
training corpus are compound words, which may include a fraction of most-frequent or frequent
in-vocabulary words as their constituents. Thus, sub-word level decomposition of compound
words generates new contexts in some cases and while in some other cases, counts of already seen
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contexts can increase resulting in better probability estimates. In the IWSLT-13 German LVCSR
task, the development corpus has some non-significant amount of compound words unlike the
test corpus, and thus the hybrid language model’s comparative perplexity with respect to the full
word language model is similar on the development corpus.
On the other hand, it is a widely accepted notion in the speech recognition community that
hybrid language models generally degrade in-vocabulary perplexity and recognition performance,
at the expense of better OOV recognition compared to the baseline system. Therefore, error
analysis for this task is performed in a different way.
In this task, the OOVs are defined with respect to the 200k full word vocabulary as the baseline
for comparison purposes is a 200k full word system. But the common full word vocabulary between
the full word and the hybrid system is 5k which covers a major proportion of the dev and eval
corpus. Therefore, all the words in the 200k full word vocabulary (excluding the most frequent 5k
full words) are OOVs with respect to the 5k full word vocabulary. Thus, using 5k as a sort of proxy
for in-vocabulary words, we compute log scores and perplexities with respect to the 5k vocabulary
and explain the difference between them for the 200k vocabulary, as shown in Table 6.16. It is
observed that the OOV perplexity of the hybrid system on the dev corpus is less than the full
word system OOV perplexity and the in-vocabulary perplexities are similar with respect to the
5k full word vocabulary. Therefore from the overall perspective, the noticeable reduction in the
in-vocabulary perplexity of the 200k hybrid system compared to the in-vocabulary perplexity of
the 200k full word system lead to the noticeable word error reductions on the dev corpus. Further
word coverage is also an important factor, where the OOV rate using the 5k vocabulary is found
to be only 14% on both the dev and eval corpus as shown in Fig. 6.3, which is a rarely observed
phenomenon on a German LVCSR task. On a positive note, hybrid language model recognition
performance is better than the full word system. Additional error metrics like OOV error rate
etc, are not computed as the official scoring is performed onsite by the IWSLT committee.

6.3 Summary
Different types of sub-word selection and hybrid language modelling methods have been investigated for the morphologically rich German, Polish and Slovene languages in this chapter.
Possible types of sub-words include morphemes, syllables, arbitrary size graphones, morphemic
graphones and syllabic graphones. The proper selection of sub-words helped in the reduction of
OOV rate and word error rate compared to the full word baselines. From the overall perspective,
morpheme, syllable and morphemic graphone based hybrid LMs performed better for German,
Polish and Slovene tasks, respectively. Therefore, language morphology as well as test-set domain
has strong a influence on the selection of a suitable type of sub-word unit.
Alternatively, different kinds of count-based hybrid language model have been introduced in
this chapter, which outperformed full word baselines for all the tasks. The use of different types
of units in a hybrid language model uses a divide and conquer rule, where most-frequent, frequent
and rare types of words are divided in initial steps, and those areas are conquered by using a
proper choice of word forms such as full word, sub-word and sub-word graphone depending on
the target language. Another advantage of these type of language models is that it reduces the
problem of data sparsity to some extent, due to the use of different types of word forms in different
regions. However, using different types of tokens in a language model also suffers from a few
limitations. It depends on language morphology for the proper identification of different types of
sub-words in different word regions. It involves a number of optimizations which include tuning of
vocabulary sizes in different types of regions. The quality of graphones used for rare-word regions
in a hybrid language model depends on the correctness of the pronunciations extracted from the
G2P model. Frequent and rare word regions word forms rely on less context compared to their
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most-frequent region counterpart depending on the order used in the language model. In addition
to the language morphology, the quality of the test audio, the test data domain, and the amount
of the used language modelling text used are important factors to be considered in generating a
robust hybrid language model.
Practical Insights: Creating a Hybrid Language Model
In this section, we discuss some of the practical insights, limitations, etc. related to hybrid
language models for morphologically rich and comparatively not so rich languages. These insights
are based on the experimental observations on various languages, not covered in this thesis.
Morphologically Rich Languages:
The richness of a language is defined by its morphology. Simplyput, a rich language is one that
contains many inflections and/or derivations and/or compounding. Hybrid language models are
more suited for these types of languages as full word vocabularies will generally be too huge for
all the words to be covered. In general, the evaluation period for projects is only few weeks.
Therefore, in this short period of time, a first step in hybrid language modelling is identifying
a proper type of sub-word. As a rule of thumb, if a word is longer (say, 20 or so characters),
then morphemes are a good choice. Syllables are not a good choice, because if a single syllable
is mis-recognized, then the complete word is treated as falsely recognized. Morphemes need to
be post processed to avoid very short sub-word units, as they often contribute to an increase in
acoustic confusions and degrade the recognition performance. The next step is to compute the
optimal full word to sub-word ratio, and this is done using word frequency. Simplyput, this is one
method to optimize OOV rate. In most cases, it may happen that systems with lower OOV rates
close to zero perform worse than those with comparatively higher OOV rates. Thus, a balance
between OOV rate and word error rate is necessary. If any time remains, then different types
of sub-words can be used in a similar manner, along with full words and morphemes, where, a
sub-word can be a graphone.
Morphologically Poor Languages:
When it comes to morphologically poor languages, the hybrid language modelling scenario is
different. Simplyput, languages belonging to this category are poor in inflections, derivations,
etc., and generally require small vocabularies to cover a large part of the language. Further,
words in these types of languages are generally shorter. Therefore syllables or (G2P derived)
arbitrary length sub-word units are good candidates. On the other hand, recognition of these
sub-words is difficult due to increased acoustic confusions. Therefore, syllable or arbitrary length
graphones are the best possible candidates. However, care must be taken to extract noise free
graphones. Due to the short length of the sub-word unit, a language model of the order of 5 or
6 is generally preferred. A direct advantage of using hybrid language models for morphologically
poor languages is getting the OOV rate close to zero. If there is too little data (eg. less than 200M
running words or so), then it is possible that hybrid language models may not perform better
compared to the full word system. In this case, another way is to use sub-words along with the full
word vocabulary. Proper tuning is essential to extract better performance of the hybrid language
model compared to the full word baseline. In almost all cases, a hybrid language model performs
better or similar to its full word baseline, provided all the above steps are properly followed.

6.4 Individual Contributions
Most of the work described in this chapter is published at scientific conferences, except a fraction
of the work which is yet to be published. However, individual as well as team level contributions in
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published papers are shown in this section. The novelty (ie., main idea and the major part of the
work) described in a research publication at the Chair of Computer Science 6 speech recognition
group is accredited to the first author, unless explicitly specified. Substantial contributions and
approximate work sharing of the content described in all the publications related to this chapter,
is described below.
• Publication [El-Desoky & Shaik+ 10]: Different types of hybrid language models using subword graphones and sub-words are investigated by Mr. Shaik and Mr. Mousa, respectively,
as a joint work on a German task. Mr. Desoky generated morphemes by doing supervised
and unsupervised word decomposition (ie., Morfessor). Mr. Shaik generated morpheme
based graphones. Bash scripting, python scripting and SRILM are used by Mr. Shaik and
Mr. Desoky. All the experimental optimizations are done by both the authors, as numerous
experiments are involved.
• Publication [Shaik & El-Desoky+ 11b]: This work is an extension of work [El-Desoky &
Shaik+ 10]. In this work, different types of sub words like morphemes, syllables, morphemic
graphones and syllabic graphones are investigated by Mr. Shaik. Mr. Desoky generated
morphemes by using Morfessor tool. Mr. Shaik generated syllables (by using Kombi tool)
and syllabic, morphemic graphones. Bash scripting, python scripting and SRILM are used
by Mr. Shaik and Mr. Desoky. All the experimental optimizations are done by both the
authors, as numerous experiments are involved.
• Publication [Shaik & El-Desoky+ 11a]: This work is an extension of work [Shaik & ElDesoky+ 11b]. Mr. Shaik introduced the idea of using mixed type of units (ie., fullwords,
subwords and subword graphones) in a single language model. Optimized baselines are
provided by Mr. Desoky. Bash scripting, python scripting and SRILM are used by Mr.
Shaik and Mr. Desoky. All the experimental optimizations are done by both the authors,
as numerous experiments are involved.
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7. Maximum Entropy and Neural Network
Language Models
In this chapter, we investigate a new type of language model, which combines the advantages
of both the maximum entropy and class-based approaches [Shaik & El-Desoky Mousa+ 12, Shaik
& El-Desoky+ 13]. We use a German LVCSR task from the Quaero project for performing the
experiments. In addition, we also describe experimental results using a neural network hybrid
LSTM language model on a Portuguese LVCSR task [Shaik & Tüske+ 15] from the EU-Bridge
project. This is followed by a summary.

7.1 Estimating a Class-based Language Model Using Maximum
Entropy Priors
Here, we attempt to use maximum entropy language model priors within a class-based language
modelling framework to extract the combined benefit of both the language models. We refer to
this as a maximum entropy class-based language model. We investigate this language model
using a full word approach and a hybrid approach. Different types of (linguistic and data-driven)
morphological features are used to enhance the language model’s robustness. But as the number
of features increases in a maximum entropy language model, computing the denominator (ie.,
Eq. 7.1) becomes too expensive. Therefore, as it is computationally expensive to train a single
maximum entropy language model using all the investigated features, separate models are trained
for every feature, using Eq.I.13. To generate a maximum entropy class-based language model
for a given morphological feature, we combine the Gaussian prior smoothed maximum entropy
model over this class (or feature) stream with a probability distribution of words in classes, using
Eq. 2.16. Mathematically, we adapt Eq.[ I.13 and I.14], to a generate maximum entropy model
for a morphological feature as:
pme (c|h) =

Z(h) =

1 Pi λi fi (c,h)
e
Z(h)
X

P

e

j

λj fj (ci ,h)

(7.1)

(7.2)

ci ∈C

We compute p(wi |wi−1 ) by substituting the above Eqs.[ 7.1, 7.2] in Eq. 2.16, shown as,
X
p(wi |wi−1 ) =
p(wi |ci )pme (ci |ci−1 )p(ci−1 |wi−1 )

(7.3)

ci ,ci−1

where p(wi |ci ) is computed using word-class count statistics (also commonly referred to as wordclass association or definition map). Here, c represents a sub-word (or token) class for a sub-word
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(or hybrid) vocabulary, or, a word class in a full word vocabulary from a set of classes C, h
represents some history, f (.) represents a feature function for corresponding (c,h), λ represents
an optimal weight, and Z(.) is a normalization factor, pme is a maximum entropy prior for some
c given h and p(wi |wi−1 ) is a maximum entropy class-based prior for a word (wi ), given history
(wi−1 ). The generated language models are linearly interpolated using heldout text. The performance of the resultant language model is compared in terms of perplexity and word error rate on
a German LVCSR task, described in the following section.

7.1.1 Experiments on German LVCSR
The recognition setup uses a two pass approach consisting of speaker independent and speaker
adapted recognitions, as described in Section 12.1. Investigated experiments are performed as an
additional rescoring pass. We perform maximum entropy class based language model experiments
using (mainly) in-domain news text as shown in Table 7.2. We choose a 750k full word system and
a 500k morpheme based hybrid system as baselines. A mixed unit system with three different types
of tokens is not used, as it is not straight forward to extract linguistic features for graphones. Thus,
a 500k morpheme based system is selected for sub-word experiments. The morpheme based hybrid
system vocabulary comprises of 5k full words and 495k morphemes. Count-based backoff language
models (4-gram) are generated using a full word vocabulary of 750k and hybrid vocabulary of
500k, separately. On the other hand, we generate 4-gram maximum entropy language models
for both the full word and hybrid systems using SRILM [Alumäe & Kurimo 10]. These models
are converted into backoff format [Wu 02]. The resulting full word or hybrid language model
is linearly interpolated with its corresponding count-based language model and used directly in
search. An N -best list (N=5000) is extracted from the recognition lattice for further rescoring
experiments.
In addition, we extract lexeme and POS features using TreeTagger and class identity feature
using the methods described in Section 5.2.2, for both the full words and morphemes. We generate
count-based language models (4-gram) as well as maximum entropy language models using 4-gram
features for each lexeme, POS and class identity feature. Similarly, maximum entropy class-based
language models are created using the Eq. 7.3. We also perform MAP based supervised and
unsupervised language model adaptation for each of the features. Language model adaptation
hyper parameters α and σ 2 are selected empirically using in-domain text, for each feature. For
these experiments as well, tuned values of α and σ 2 are 0.4 and 0.4, respectively. These supervised
and unsupervised adapted language models are used for rescoring N -best lists. They performed
nearly similar in-terms of word error rate. Results are summarized in Tables 7.2 and 7.1, in terms
of word and character error rates for the 750k full word system. Limited yet, consistent reductions
are obtained using maximum entropy class based language models for all the investigated features.
We combine all the advantages of different systems using linear interpolation. Perplexities for the
best full word systems are shown in Table 7.3 and results in terms of word and character error
rates for the 500k morpheme system are summarized in Table 7.4. Perplexities for the best
hybrid systems are shown in Table 7.6. Although language model adaptation helped in reducing
the word error rates for the baseline maximum entropy system, its performance is similar to that
of the non-adapted morpheme features in-terms of word error rate. However, the hybrid system
performed marginally worse compared to the full word system in terms of the overall WER. This
could be due to the presence of noise in the features. As the vocabulary size is increases, the least
frequent words or singletons are less reliable, resulting in noisy morphemes, which in turn results
in the generation of noisy features. From the overall observations, the use of non-adapted features
generated similar performance compared to the adapted features, in terms of WER. Maximum
entropy class based language models generated limited yet consistent reductions in word error
rates and perplexities on a well tuned LVCSR task. We have shown that the maximum entropy
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class based language model performed better than the baseline model for the German LVCSR
task. For the 750k full word system, we achieved absolute reduction in word error rate [gr-eval09:
0.2% (0.7% rel.)] using combined features compared to the maximum entropy baseline. For the
500k hybrid system, we achieved absolute reduction in word error rate [gr-eval09: 0.2% (0.7%
rel.)] using index feature compared to the maximum entropy baseline. We perform a statistical
significance test in terms of the probability-of-improvement (POI) using the word error rate as
a metric by comparing the baseline full word system and the best improved system as shown in
Table 7.1 [Bisani & Ney 04]. The POI value ranges between 93% and 95%. This shows that our
investigated feature based system is better than the full word baseline.
Table 7.1: Full word maximum entropy class-based recognition experiments on German LVCSR
(vocabulary size: 750k, OOV rate: [gr-dev09: 2.2%, gr-eval09: 2.0%], maxent: maximum entropy LM linearly interpolated with count-based LM, N-best size: 5000, perplexities can be found in Table 7.3)
LM

Feature
type

Vocab.
size

maxent
+class

lexeme(L)
POS(P)
Index(I)
L+P+I

750k
550k
51
250
-

gr-dev09
WER (ins/del) CER (ins/del)
[%]
[%]
30.9 (4.4/6.0)
14.0 (3.3/5.9)
30.8 (4.5/5.9)
14.0 (3.4/5.8)
30.9 (4.4/6.1)
14.1 (3.4/5.9)
30.9 (4.6/5.9)
14.0 (3.4/5.8)
30.8 (4.4/6.1)
14.0 (3.3/6.0)

gr-eval09
WER (ins/del) CER (ins/del)
[%]
[%]
26.9 (3.1/6.2)
12.4 (2.7/5.6)
26.8 (3.0/6.2)
12.4 (2.6/5.6)
26.7 (3.2/6.0)
12.3 (2.7/5.5)
26.7 (3.3/5.8)
12.2 (2.7/5.4)
26.7 (3.0/6.2)
12.3 (2.7/5.5)

Table 7.2: Full word maximum entropy class-based recognition experiments with MAP LM
adaptation on German LVCSR (vocabulary size: 750k; OOV rate: [gr-dev09: 2.2%,
gr-eval09: 2.0%], N-best size: 5000, Adap.: Language model adaptation, ∗ Error rates
on dev adapted system, dev WER: 30.4, dev CER: 13.9, not meaningful inside the
table)
LM

Feature
Type
Adap.

maxent

lexeme(L)
POS(P)
Index(I)
L+P+I

+class

yes∗
yes

gr-dev09
WER (ins/del) CER (ins/del)
[%]
[%]
30.9 (4.4/6.0)
14.0 (3.3/5.9)
-

gr-eval09
WER (ins/del) CER (ins/del)
[%]
[%]
26.9 (3.1/6.2)
12.4 (2.7/5.6)
26.9 (3.3/6.0)
12.5 (2.7/5.6)
26.8 (3.1/6.2)
12.4 (2.7/5.6)
26.7 (3.2/6.0)
12.3 (2.7/5.5)
26.7 (3.2/6.0)
12.3 (2.7/5.5)
26.7 (3.2/6.0)
12.3 (2.7/5.6)
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Table 7.3: Comparison of invocabulary (IV) word and char perplexities for the best full word
maximum entropy class-based 750k German LVCSR systems. Total perplexities are
not meaningful as OOVs are mapped to a single unk token. (As the motivation is to
investigate the robustness of the language model itself, word and hybrid systems are
considered as two separate systems)
Corpus

LM

gr-dev09

maxent
+class
+maxent
+class

gr-eval09

Feature
Type
L+P+I
L+P+I

OOV
[%]
2.2
2.2
2.0
2.0

IV PPL
word (#units) char
456 (69548)
2.76
432 (69548)
2.74
476 (35591)
2.75
448 (35591)
2.73

(#units)
(418447)
(418447)
(216684)
(216684)

Table 7.4: Hybrid maximum entropy class-based recognition experiments on German LVCSR
(vocabulary size: 500k, OOV rate: [gr-dev09: 0.9%, gr-eval09: 0.7%], maxent: maximum entropy LM linearly interpolated with count-based LM, N-best size: 5000, perplexities can be found in Table 7.6)
LM

Feature
Type

Vocab.
size

maxent
+class

lexeme(L)
POS(P)
Index(I)
L+P+I

500k
336k
51
250

gr-dev09
WER (ins/del) CER (ins/del)
[%]
[%]
30.9 (4.2/6.3)
14.4 (3.4/6.2)
30.8 (4.2/6.2)
14.2 (3.4/6.1)
30.8 (4.0/6.5)
14.3 (3.3/6.2)
30.7 (4.1/6.2)
14.2 (3.3/6.1)
30.7 (4.0/6.5)
14.3 (3.3/6.3)

gr-eval09
WER (ins/del) CER (ins/del)
[%]
[%]
27.1 (3.1/6.2)
12.6 (2.7/5.7)
27.0 (3.0/6.3)
12.6 (2.6/5.8)
27.0 (3.0/6.3)
12.6 (2.6/5.8)
26.9 (3.0/6.3)
12.6 (2.6/5.8)
27.0 (3.0/6.3)
12.6 (2.6/5.8)

Table 7.5: Hybrid maximum entropy class-based recognition experiments with MAP LM adaptation on German LVCSR (vocabulary size: 500k; OOV rate: [gr-dev09: 0.9%, greval09: 0.7%]; N-best size: 5000; Adap.: Language model adaptation, ∗ Error rates on
dev adapted system, dev WER: 30.3, dev CER: 14.1, not meaningful inside the table)
LM

Feature
Type
Adap.

maxent

lexeme(L)
POS(P)
Index(I)
L+P+I

+class

72

yes∗
yes

gr-dev09
WER (ins/del) CER (ins/del)
[%]
[%]
30.9 (4.2/6.3)
14.4 (3.4/6.2)
-

gr-eval09
WER (ins/del) CER (ins/del)
[%]
[%]
27.1 (3.1/6.2)
12.6 (2.7/5.7)
26.9 (3.1/6.2)
12.5 (2.6/5.8)
27.0 (3.0/6.4)
12.6 (2.6/5.8)
27.0 (3.0/6.4)
12.6 (2.6/5.8)
26.9 (3.0/6.3)
12.6 (2.6/5.8)
26.9 (3.0/6.3)
12.6 (2.6/5.8)

7.2 LSTM Language Model Experiments - Portuguese LVCSR

Table 7.6: Comparison of invocabulary (IV) word and char perplexities for the best hybrid
maximum entropy class-based 500k German LVCSR systems. Total perplexities are
not meaningful as OOVs are mapped to a single unk token. (As the motivation is to
investigate the robustness of the language model itself, full word and hybrid systems
are considered as two separate systems)
Corpus

LM

gr-dev09

maxent
+class
+maxent
+class

gr-eval09

Feature
Type
Index
Index

OOV
[%]
0.9
0.9
0.7
0.7

IV PPL
word (#units) char
393 (72391)
2.78
374 (72391)
2.77
392 (37144)
2.76
373 (37144)
2.74

(#units)
(422086)
(422086)
(218497)
(218497)

7.2 LSTM Language Model Experiments - Portuguese LVCSR
We perform experiments on the Portuguese LVCSR task from the EU-BRIDGE project. A
neural network language model is computationally expensive to train using a large vocabulary,
with huge amounts of training text. In general, only a part of the (selected) vocabulary (generally
referred to as the short-list) can also be used during training. The training time depends heavily
on the amount of the training data. In principle, as hybrid language models need longer contextual
information, neural network language models like LSTM are a good choice, unlike a count-based
language model. The Portuguese task uses sparse data (in-domain) for language modelling, containing only 14M running words. Therefore, count-based and LSTM language models can be
directly compared, as the training data is sparse.
For full word experiments, we use the complete word list as vocabulary (171k) extracted from
the training text. We extract morphemes using Morfessor for hybrid experiments. As the language
model training text is sparse, the word decomposition model is trained using all the words from
the corpus. This model is capable of decomposing unseen words. The resulting decomposed
sequences are post-processed to generate clean and not very short morphemes, which are generally
difficult to recognize. For easy reconstruction of a full word from sub-word sequences, each nonboundary sub-word is marked with a symbol ’+’. Pronunciations for sub-word units are generated
using word pronunciation alignment, as described in Section 5.2.3. In the hybrid approach, the
recognition vocabulary contains a mixture of full words and sub-words. A fraction of the most
frequent full words are preserved in the hybrid language model to generate an optimal word error
rate. The optimal point is found a 160k hybrid vocabulary, where 145k are full words and the
remaining units are sub-words. Count-based 5-gram language models are generated using full word
vocabulary of 171k and hybrid vocabulary of 160k, separately. Recognition lattices are generated
using count-based language models in search, for further rescoring. On the other hand, we train
LSTM language models using both full word and hybrid approaches using the topology, shown in
Fig. 2.4. We created the network with a linear layer having an identity activation function and
two subsequent LSTM layers each comprising of 300 neurons. To speed up the training process,
words are split into a predefined number of hard classes using singular value decomposition (SVD).
The word clustering algorithm is described in detail in Section 5.2.2 in detail. If c(wi ) is a class
of wi , then p(wi |w1i−1 ) is computed using Eq. 2.38. To generate an optimal word error rate,
the number of classes configured during language model training has to be optimized. For our
experiments, 750 classes and 100 classes are found to be optimal for the 171k full word and 160k
hybrid systems, respectively. Approximately 30 epochs are needed to generate the full word LSTM
language model, using 750 classes. More number of epochs are needed for fewer number of classes
as a neural network takes more time to learn the training parameters. A similar phenomenon
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is observed while generating hybrid language models. As shown in Table 7.7, the in-vocabulary
word and character level perplexities of count-based language models, LSTM language models,
and linearly interpolated LSTM and count-based language models are compared. Actual and
comparative in-vocabulary perplexities are shown in Table 7.8 for both the dev and eval corpus.
For both the full word and hybrid systems, it is observed that LSTM language models generated
better word and character level perplexities compared to count-based language models. These
perplexities are further reduced using linear interpolation between them.
Table 7.7: IV word and char perplexities on Portuguese LVCSR (FW: full word, SW: hybrid)
LM

pr-dev15
FW LM
SW LM
FW ppl char ppl SW ppl char ppl

pr-eval-15
FW LM
SW LM
FW ppl char ppl SW ppl char ppl

(#11833)

(#69188)

(#12038)

(#69253)

(#12905)

(#72904)

(#13019)

(#73007)

262
172

2.68
2.41

300
231

2.74
2.55

226
149

2.68
2.42

250
184

2.72
2.52

153

2.36

192

2.46

134

2.38

157

2.45

count
LSTM
count
+LSTM

Table 7.8: IV word and character perplexities using 5-gram word-based LM interpolated with
LSTM LM (actual: actual IV token level perplexity of the used language model, comparative: projected word or char level perplexity w.r.t. the 171k full word baseline)
corpus

count-based+LSTM OOV IV word-level PPL
type
token vocab [%]
actual
comparative
pl-dev15 full word full word 171k
1.0 153 (#11833) 153 (#11833)
hybrid hybrid
160k
0.9 192 (#12038) 210 (#11833)
pl-eval15 full word full word 171k
1.4 134 (#12905) 134 (#12905)
hybrid hybrid
160k
1.4 157 (#13019) 164 (#12905)

IV char-level PPL
actual
comparative
2.36 (#69188) 2.36 (#69188)
2.46 (#69253) 2.46 (#69188)
2.38 (#72904) 2.38 (#72904)
2.45 (#73007) 2.45 (#72904)

Table 7.9: Full word and hybrid recognition experiments on Portuguese LVCSR. (count:
count-based LM)
LM

full word

#
voc.
size
171k

hybrid

160k

token

type
count
LSTM
count+LSTM
count
LSTM
count+LSTM

word error rate
pr-dev15
pr-eval15
OOV MFCC PLP OOV MFCC
[%]
[%]
[%]
[%]
[%]
1.0
21.2
21.8
1.4
17.9
19.2
19.8
16.0
19.0
19.5
15.9
0.9
21.4
21.8
1.4
17.9
19.6
19.9
16.2
19.5
19.9
16.2

PLP
[%]
18.2
16.2
16.1
18.2
16.2
16.0

Results are summarized in terms of word and character error rate for the full word and hybrid
approaches in Table 7.9. Recognition lattices are rescored using LSTM language models and with
LSTM interpolated with count-based language models, respectively. Significant reductions in word
and character error rates are obtained using LSTM language models for both the MFCC and PLP
systems. Further reductions are obtained using LSTM interpolated with count-based language
models. The hybrid system performed marginally worse than the full word system in terms of
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Table 7.10: Confusion network combination experiments on Portuguese LVCSR using (1) countbased LMs, (2) linearly interpolated count-based and LSTM LMs.
type

combined systems

count

full word: MFCC,PLP,
hybrid: MFCC,PLP

word error rate
pr-dev15
pr-eval15
WER (ins/del) CER (ins/del) WER (ins/del) CER (ins/del)
[%]
[%]
[%]
[%]
20.4

(3.0/3.3)

count
+LSTM full word: MFCC,PLP 18.7 (3.1/2.8)
hybrid: MFCC,PLP
19.0 (3.0/2.8)
full word: MFCC,PLP,
hybrid: MFCC,PLP 18.6 (2.8/3.1)

8.6

(2.5/3.3)

17.1

(2.8/3.2)

6.9

(2.2/2.4)

7.9
8.0

(2.5/2.8)

15.4
15.8

(2.8/2.6)
(2.7/2.8)

6.2
6.4

(2.2/2.0)

(2.5/2.8)

8.0

(2.4/3.1)

15.2

(2.6/2.8)

6.3

(2.1/2.2)

(2.3/2.0)

Table 7.11: Portuguese LVCSR: Different types of errors computed for pr-eval15 corpus, OOV
rate:1.4%, IV and OOV errors are computed using corresponding substitutions and
deletions, OOVN: Neighbouring errors caused by OOVs
LM
type
count
count+LSTM

system
{full word}{MFCC}
{full word,sub-word}{MFCC,PLP}

IV
11.8
11.5

OOV
100
81.8

Errors [%]
Insertions Total
2.9
15.9
2.6
15.2

OOVN
1.5
1.4

errors. On the other hand, it can be safely assumed these four systems carry complementary
information. Therefore, we combine all the advantages of these systems by using a confusion
network system combination. We convert recognition lattices into confusion networks, and then
use the confusion network based system combination (cf. Section 2.8). Results are summarized in
Table 7.10. We perform multiple experiments for proper comparison. We combine full word and
hybrid systems (using MLP and PLP systems), separately. Then, we combine four systems (full
word and hybrid: MFCC and PLP), using count-based language models, and linearly interpolated
LSTM and count-based language models, separately. Significant reductions in word error rates
are obtained using linearly interpolated LSTM and count-based language models. Although, the
language modelling data is sparse, the linearly interpolated LSTM based hybrid system performed
similarly to the linearly interpolated LSTM full word system, and their combination helped further
reduce word error rate.
We compare the individual best system (MFCC, count+LSTM eval system: 15.9%) to the
confusion network based combination system (4x system: 15.2%). We achieve absolute reduction
in word error rate [pr-dev15: 0.9% (4.6% rel.), pr-eval15: 0.7% (4.4% rel.)] using the confusion network based system combination compared to the individual best system. We perform a
statistical significance test in terms of the probability-of-improvement (POI) for these systems
using the word error rate as a metric [Bisani & Ney 04]. The POI value ranges between 97% and
98%, indicating that the confusion network combined system is superior to the individual best
system on the eval corpus. In addition, in-vocabulary error rate, OOV word error rate and OOV
influenced neighbouring word error rate are shown in Table 7.11.

7.3 Summary
Different types of advanced language modelling approaches have been investigated using subwords for languages like German and Portuguese in this chapter. A novel combinatorial approach
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using both morphological classes and maximum entropy have been introduced and investigated for
German LVCSR. The use of morphological classes helped to reduce data sparsity. Its performance
in terms of word error rate was found to be similar to that of the morphological class-based
approach. In principle, this language model combines the advantages of both the class-based and
maximum entropy language models. However, there are certain disadvantages to these language
models. For instance, the use of noisy morphological classes (or features) has a direct negative
impact on the word error rate. Maximum entropy language model training is computationally
expensive in terms of both memory and time for large vocabularies. Further, from a broader
perspective, it has been observed that maximum entropy (or class-based maximum entropy)
language model adaptation helps only under the condition of using text from across domains.
On the other hand, neural network LSTM hybrid language models have been investigated on
sparse in-domain Portuguese data. With the same amount of training data, it was observed
that the LSTM language model outperformed the count-based approach for full words. Further
an LSTM language model interpolated with a count-based language model resulted in further
reduction of word error rate. In contrast, a small degradation is observed in word error rate when
sub-words are used compared to full words. However, combining the complementary information
from both the full word and hybrid systems using system combination outperformed all other
experiments. The LSTM language model also has certain disadvantages. Proper training needs
a number of optimizations, which include the initial tuning of the full word to sub-word ratio,
finding the optimal number of classes and more importantly a significant amount of training time
to generate the models. However, on a positive note, LSTM language model outperformed the
count-based language model in terms of perplexity and word error rates for both the full word
and hybrid systems.

Practical Insights: Addition of Features to The Hybrid Language Model
In this section, we discuss some of the practical insights, limitations, etc, related to the use
of features in hybrid language models any language. These insights are shown, based on the
experimental observations on various languages, not covered in this thesis. In general, addition
of features to a language model implies that, more knowledge is embedded into it in order to
increase its robustness.
Proper care must be taken in normalizing the training text for any language modelling task.
Baseline hybrid language models can be generated after following all the steps discussed in Section 6.3. The second step involves addition of features to the language model. As a next step,
multiple features can be selected depending on the language, such as POS, lemma, semantic features, e.t.c. However, it is a difficult task to generate linguistic features for a language, unless
resources are available. Therefore, data-driven features can be used as an alternative for any
language, depending on the feasibility of the time and computational resources needed to experiment with many features and select the best feature. This is because, each feature has a different
vocabulary size. Alternatively, the training time of the maximum entropy models depends on the
vocabulary size and the size of the corpus, and requires a huge amount of memory. This is mainly
due to the computation of the denominator in the maximum entropy language model equation.
The domain of the test corpus can be captured using either some heldout or dev corpus for optimizing the weights in the language model. On the other hand, training LSTM language models
is also computationally expensive. However, training time can be reduced nearly 4 to 15 times by
using a graphics processing unit and by increasing the batch size of the samples. However, proper
care should be taken not to increase the batch size too much, as this affects perplexity negatively.
For large vocabularies, one of the best ways to train an LSTM neural network model is using a
short list ( ie., a selected vocabulary from in-domain data), which reduces training time. Further,
parallel experiments help in proper tuning, depending on the availability of free slots in a cluster.
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7.4 Individual Contributions
Most of the work described in this chapter is published at scientific conferences, except a fraction
of the work which is yet to be published. However, individual as well as team level contributions in
published papers are shown in this section. The novelty (ie., main idea and the major part of the
work) described in a research publication at the Chair of Computer Science 6 speech recognition
group is accredited to the first author, unless explicitly specified. Substantial contributions and
approximate work sharing of the content described in all the publications related to this chapter,
is described below.
• Publication [Shaik & El-Desoky Mousa+ 12]: Mixed unit maximum entropy language models
are investigated and experimented by Mr. Shaik on German and Polish LVCSRs in this
publication. As maximum entropy LMs demand huge amounts of memory consumption
and time, depending on the vocabulary size, Mr. Desoky helped in optimization of some of
the experiments, out of many.
• Publication [Shaik & El-Desoky+ 13]: Full word and hybrid maximum entropy language
models within class based framework are introduced and investigated by Mr. Shaik in this
publication. Mr. Desoky suggested to apply his word clustering feature (ie., data driven
feature) for this task. Due to numerous experiments, Mr. Desoky helped in optimization of some of the experiments. Mr. Shaik experimented on maximum entropy language
models within class based framework with different configurations, along with (maximum
a-posteriori) language model adaptation. Bash scripting, python scripting and SRILM are
used by Mr. Shaik.
• Publication [Shaik & Tüske+ 15]: In this system paper, hybrid LSTM neural network
language models are investigated by Mr. Shaik for Portuguese task, using RWTHLM toolkit.
Language modelling experiments for all the languages (except English) are done by Mr.
Shaik. Mr. Shaik was responsible for Polish and Portuguese tasks. Mr. Tüske generated
acoustic models using DNNs. Mr. Tahir was responsible for Urdu and Arabic tasks. Mr.
Shaik and Mr. Nussbaum-Thom was responsible for English task.
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In this chapter, we investigate hierarchical language models. Simplyput, we try to recognize invocabulary words using full words and OOV words using sub-words or characters in a hierarchical
manner during search in a hierarchical approach. Here, we try to make the hierarchical language
model as robust as possible in terms of vocabulary coverage to achieve a zero-OOV rate. A system
which satisfies the zero OOV-rate condition is called a zero-OOV rate system. Further details
regarding zero OOV rate systems are discussed in Section 8.1.
The motivation to investigate hierarchical language models is described below. Figure 8.1 shows
an approximate unigram level normalized frequency distribution (Zipf’s law) of the most-frequent,
frequent and rare words. In practice, it can be observed that the counts of rare-words are not
sufficiently reliable compared to those of the of most frequent and frequent words. Alternatively,
a long tail for rare words implies that most of the words may have occurred only a couple of
times or just once. But, if word frequencies are ignored then the percentage of the total number
most-frequent
frequent

rare

1.0

strong N-gram context
Normalized
frequency

0

Fth
relatively weak N-gram context

Types of words

Figure 8.1: Word types vs. normalized word frequency (unigram)

of rare words might be incomparable to the percentage of total number of most-frequent and
frequent words, therefore character level context can still be utilized from rare-word regions. In
principle, full words for the most frequent word region, sub-words for the frequent word region and
characters for the rare word region can be used, to generate a hierarchical LM. But this can lead
to normalization problems. In addition, finding the optimal value of Fth (in terms of word counts)
needs numerous experiments. Therefore, a word-level context and a character-level context can
be a good choice for most frequent (and frequent regions) and rare word regions, respectively, to
generate a hierarchical LM, as we describe in later sections of this chapter. On the other hand, as

79

8 Hierarchical Language Models

described in earlier chapters, a hybrid (or a sub-word) language model needs a significant number
of experiments to select a suitable kind of sub-word, as well as to tune the optimal number of
full words and sub-words. Therefore, a sub-word language model can provide a reduced word
error rate compared to its full word baseline, but zero OOV rate is not guaranteed, unless the
chosen sub-word units cover all possible words. Thus, any non-zero OOV rate LVCSR system,
independent of the size or the type of the vocabulary, fails to recognize a fraction of OOVs, as
their phoneme sequence to word mapping is not present in the lexicon.

8.1 Zero OOV Rate System
One of the solutions to achieve zero OOV rate is to use a hierarchical language model [Bazzi 02],
or a single hybrid LM containing a mixture of full words and characters, or an LM containing only
characters [Potamianos & Jelinek 98], to satisfy the condition of zero OOV rate. Multiple modified
character language models are also used along with the full word LM to detect OOVs [Bazzi 02].
However, it is likely that the recognition system will tend to produce higher recognition errors
compared to the full word system due to more acoustic confusions being introduced by characters
when they are used in conjunction with full words in a hybrid language model [de Ipiña &
Torres+ 00, de Ipiña & Ezeiza+ 02]. In a hierarchical approach, a full word language model
and a character-level language model are used for recognizing IV and OOV words, separately,
in a hierarchical manner. As discussed in Section 2.5.3, we solve the zero OOV rate problem
by introducing different types of hierarchical approaches in a weighted finite state transducer
(WFST) framework. Alternatively, we categorize the different types of full word and sub-word
language models discussed in Chapters [6 and 7] as flat hybrid language models or, simply,
hybrid language models. It is a flat hybrid language model in the sense that a single sub-word
language model is used in decoding to recognize in-vocabulary (IV) and out-of-vocabulary (OOV)
words, for proper comparison with hierarchical language models. The following approaches are
investigated in this chapter:
• We propose a zero OOV rate hierarchical language model using a full word language model
and a character level language model in decoding [Shaik & Rybach+ 12].
• We extend the hierarchical language model approach using multiple classes in a single network [Shaik & El-Desoky Mousa+ 15].
• We jointly model the character-level prior and the pronunciation probabilities within a
hierarchical approach.
• For all the above mentioned approaches, we investigate prefix-tree based sequence normalization approach.
• We propose a properly normalized combined full word and character language model using
interpolation.

8.2 Hierarchical Language Model
In the hierarchical approach, a full word language model and a character-level language model
(CLM) are directly used in search for recognizing IV and OOV words, separately, in a WFST
framework. Thus, a recognition system should be able to output sequences of characters in places
of OOVs. Let W represent a full word vocabulary, C represent a character vocabulary, and woov
represent an OOV word, L and M represent context of the full word and the character language
model respectively. Let, Wo ∈ W ∪ {woov }. A word sequence of length K: w1K = w1 ...wK with
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wk ∈ W ∀k = 1, . . . , K. The function C:W → C ∗ maps words w to their respective sequences,
C(w). C ∗ represents a Kleene closure on character set C. Wo ∗ represents a Kleene closure on
|C |
word set Wo . Simplyput, a word wi ∈ W is represented as a character sequence Ci = ci,1 i ∈ C ∗ ,
where, ci,l ∈ C ∀ i = 1, . . . , K ∧ l = 1, . . . , |ci |. Let,
C1K : C1 ...CK , Ck = C(wk ),
xT1 : x1 , . . . , xT : an acoustic observation sequence,
p(xT1 |w1K , C1K ): an acoustic model distribution for xT1 .
Therefore, using the above notations, the decision rule (r(xT1 )) formulation is shown as:
r(xT1 )

=

argmax
K,w1K ,w1K ∈Wo∗

p(xT1 |w1K , C1K )

K
Y

"
l−1
p(wl |wl−L+1
) ·

l=1

Q

|Cl |
#
m−1


p(c
|c
)
iff
w
=
w
 m=1

oov
l,m l,m−M +1
l
1
iff wl 6= woov ∧ C(wl ) = Cl




0
otherwise
(8.1)
Here, p(xT1 |w1K , C1K ) also represents OOVs, by hypothesizing them as a network of character
sequences at an acoustic level. p(w|wh ) and p(c|ch ) represents probabilities from a fullword
language model and a character language model, respectively. wh and ch represents word level
history and character level history, respectively. Separate LM scales are applied to the full word
language model and the character language model.
Normalization Problem:
In principle, the character language model can also hypothesize both IV words and OOV words
as shown in Eq. 8.1. However it is desirable that a character model should recognize only OOVs.
Although both the language models are individually normalized, jointly they are not normalized
in a hierarchical manner. Therefore, this problem is related to sequence normalization and is
further discussed in Section 8.2.3, using prefix tree concept. Using the prefix tree concept the
normalization is applied to the character language model to recognize only OOVs.

8.2.1 Joint Character and Pronunciation Distribution
For large vocabulary speech recognition systems, approaches to open vocabulary recognition
necessitate automatic pronunciation generation. In general, a grapheme-to-phoneme (G2P) model
is trained using a generative approach, as described in Section 5.3.3. Advanced methods using
discriminative methods can also be used for G2P training [Hahn & Vozila+ 12], but they have
not been considered in this work. In principle, G2P, also commonly called a pronunciation model,
is an alignment model. Therefore, if high correlation between pronunciation distributions of the
lexical entries and OOV words is assumed, then a phoneme-to-grapheme (P2G) model (inverted
G2P model) can be directly used as a sort of pronunciation driven model. On the other hand, as
discussed in Chapter II, the WFST approach offers a configurable framework where any number
of knowledge sources can be used. Therefore, a P2G model can be used as a language model in the
hierarchical framework. Here, the pronunciations of the OOVs are hidden variables necessitating
a corresponding joint character and phoneme sequence distribution. Ideally, during recognition,
the sum over all possible pronunciations of each OOV word hypothesized would have to be performed, but this can be approximated by a maximum. Therefore, the joint-sequence m-gram
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G2P model is converted into a finite state-automaton. The input labels are graphemes and the
output labels are phonemes. The P2G model is generated by interchanging the input and output
symbols in the automaton. The resulting P2G model is used instead of the character language
model in Eq. 8.1. One of the advantages of the P2G model is that it has significantly fewer
states compared to the character language model grammar. Further, the use of P2G represent
within word modelling using joint character and pronunciation distribution, so it can be a good
alternative where language modelling text is not easily available for certain languages.

8.2.2 Multi-class Approach
We make an attempt to improve the hierarchical approach discussed in Section 8.2, using
multiple classes, by taking across-word context into account for the character sequences to be
recognized in the OOV region. In general, introducing longer across-word context in the model
will bring the data sparsity problem into picture. We use only one previous word as context,
although this can not completely overcome the data sparsity problem. Therefore we cluster the
context into multiple classes. In word clustering, words are generally grouped into subsets using
some similarity measure. This is also motivated by the fact that some words are similar to other
words based on their semantic meaning and thus can be grouped into classes [Brown & deSouza+
92]. Table 8.1 shows several examples of bigrams listed under three different sets. In each set, all
Table 8.1: Examples showing OOV word dependencies in context with its preceding word
set-1
two meters
twenty aeons
square meters

set-2
outside aachen
inside berlin
near köln

set-3
my birthday
your office
his wallet

italicized words belong to the same class. It is assumed that some of the non-italicized words are
OOVs. It can be seen that the OOV words (eg. aachen, aeons, office) have a strong relationship
with the class of their preceding word. Following this observation, we want to recognize the
characters of the OOV word based on the class of its preceding word.
In general, OOVs are the least frequent words or unseen words in the training text. Thus,
clustering either OOVs or their preceding context is a challenging task as count statistics become
weaker as the OOV rate decreases. Nevertheless, OOVs like frequent words, OOVs follow a set of
grammar rules to some extent. In this thesis, context is clustered using two data-driven methods,
namely (loose) semantic clustering using Singular Value Decomposition (SVD), as discussed in
Section 5.2.2 and maximum-likelihood criteria [Och 99]. In SVD clustering, all words in the
text (ie., bigrams) are converted into real valued vectors using a word-pair co-occurrence matrix
and then, SVD is applied. The generated vectors are grouped into % subsets or clusters using
a standard k-means algorithm. Alternatively, all words in the text (bigrams) are also grouped
into the required number of clusters (%) using the mkcls tool [Och 99]. Then, we train a separate
character level language model for every class. Each LM is trained using character level sequences
(of the words) that follow the corresponding class in the LM data. Thus, the resulting character
language model for every class is assumed to be richer in context compared to the single class
alone, but it is sparse. This sparsity is reduced by linear interpolation of the resulting LMs
m−1
with the background character language model. In principle, the parameter p(cl,m |cl,m−M
+1 ) in
m−1
Eq. 8.1 can be changed to p(cl,m |cl,m−M
+1 , %(wh )), where, %(wh ) represent the class-level sequence
m−1
of the words in the history. Because of its complexity, it is reduced to p(cl,m |cl,m−M
+1 , %(wl−1 )).
Therefore, reusing the notations from Eq. 8.1, the modified formulation to compute the decision
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rule is given by:
r(xT1 )

=

argmax
K,C1K ,w1K ∈Wo∗

p(xT1 |w1K , C1K )
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0
otherwise
(8.2)

8.2.3 Prefix Tree Conceptualization
In general, a prefix tree is an ordered set of nodes based on prefixes having one root node and
many leaf nodes. It also represents a type of compression where common prefixes are shared.
In the following paragraph, we describe the idea to use the prefix tree for in-vocabulary words
and later extend it for OOV words. This concept is further used for normalizing the hierarchical
language model in Sections 8.2.3- 8.2.3.
In-vocabulary Word Prefix Tree
An in-vocabulary prefix tree is shown in Fig 8.2. Words present in the lexicon are represented as
character sequences, along with word boundary and a root node. The basic is idea is to distribute
word probability in its corresponding character sequence path, using back-tracing from leaf node
to root node.

Figure 8.2: An illustration of a character level lexical prefix-tree for in-vocabulary words A,B,C
and D (# represents a word boundary, character sequences for words: A=[a,#],
B=[a,a,#], C=[a,a,a,#], and D=[b,#]. Probabilities are derived using back-tracing
[for all nodes] from leaf to root node)
p(a, #) = p(A)

(8.3)

p(a, a, #) = p(B)

(8.4)

p(a, a, a, #) = p(C)

(8.5)

p(b, #) = p(D)

(8.6)
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For simplicity, within word level character sequences are shown. The probability for word ‘A’
is p(A). This means the joint probability with respect to its character sequence p(a, #) is p(A).
Similarly, the joint probabilities for all the words using their character sequences are shown in
Eqs. 8.4- 8.6. Therefore, the probabilities for the edges in the prefix tree can be computed by
back-tracing, and are shown in Fig 8.2. For example, the word boundary probability (#) given
‘a’ for word A is the ratio of p(A) to the normalization factor. As prefix (‘a’ [redline]) is the
common prefix for words A, B and C, the normalization factor is p(A) + p(B) + p(C). Similarly,
the word boundary probability (#) given context ([blueline, redline]) for word B is the ratio of
p(B) to the word probabilities p(B) + p(C). In a similar manner, conditional probabilities for
all the edges can be computed. One of the main advantages here is the character-level prefix
tree generated in this manner acts as an alternative to the fullword language model, as it retains
full word probabilities. Simplyput, all the word level probabilities are embedded into character
sequences as conditional probabilities. Therefore one of the direct outcomes of this approach is
only character vocabularies are needed for recognition for LVCSRs. However, OOVs cannot be
recognized using this tree.
OOV Extended In-vocabulary Word Prefix Tree
One method to recognize OOVs using an in-vocabulary prefix tree is by extending the nodes
(shown as dotted lines) for OOV character sequences as in Fig 8.3. The probabilities for all the
edges can be computed in a similar manner to that described in Section 8.2.3. Therefore, in
principle, an OOV extended in-vocabulary prefix tree has the potential to model in-vocabulary
words in the way a full word language model does and further has the capability to model OOVs.
This type of language model can be implemented using character based neural networks, although
this is currently outside the of scope of this thesis due to the time factor.

Figure 8.3:

Extension of a character level lexical prefix-tree (cf . Fig 8.2) for OOV words (#
represents a word boundary, dotted lines represent OOV word character sequences)

Alternatively, a character language model is used in the hierarchical language model and it
can model any in-vocabulary or OOV word, as discussed in Section 8.2. We use the prefix tree
concept in a character language model as a type of sequence normalization, to make it recognize
only OOVs. Further details are described in Section 8.2.3.
Sequence Normalization
As shown in Eqs.{ 8.1 and 8.2 }, only two language models are used, a full word LM and a
character level LM. But some of the character-level sequences from the character level LM may
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also represent the words present in the full word vocabulary. Simplyput, the composite network
resulting from the combination of two language models in a hierarchical manner can be viewed
as a sort of single language model and thus, it poses a normalization problem. Although the
two language models are individually normalized, they are not jointly normalized, and the overall
hierarchical language model always sums to less than one. Using the same notations, as shown
earlier in Eq. 8.1,
X
X
p(C(w)) < 1
(8.7)
p(w|wh ) + p(woov |wh )
w∈W

w∈W
/

where wh represents word history. But if the character language model satisfies the constraints:
X
p(C(w)) = 1
(8.8)
w∈W
/

X

p(C(w)) = 0

(8.9)

w∈W

using Eqs.{ 8.8 and 8.9} in Eq. 8.7 leads to:
X
X
p(w|wh ) + p(woov |wh )
p(C(w)) = 1
w∈W

(8.10)

w∈W
/

Therefore, if a character level LM provides zero-probability mass for the in-vocabulary characterlevel sequences (cf. Eq. 8.9) and non-zero probabilities for the OOV character-level sequences
(cf. Eq. 8.8), then the composite network satisfies the condition for sequence normalization,
as shown in Eq. 8.10. In the literature, a prefix-tree based approach has been addressed to
solve this type of problem for a hand-writing recognition task, but only perplexities are reported
in [Kozielski & Matysiak+ 14]. For our experiments, we use a similar approach using the concept
from Section 8.2.3 for the purpose of sequence normalization and report perplexities and word
error rates. We derive the equations for sequence normalization using the prefix tree approach.
Prefix Tree Approach Formulation
Let W be the set of words present in the vocabulary excluding the unknown word symbol woov
and the sentence-end symbol S. Let C be the set of all characters excluding the word end symbol
#, but including the word begin symbol $. If h represents word-level history, then the word-level
N -gram model can be represented as:
p(w|h) ∀ w ∈ W ∪ {woov , S}, h ∈ {W ∪ woov }∗

(8.11)

If hc represents character-level history then, a character-level M -gram model can be represented
as:
p(c|hc ) ∀ c ∈ C ∪ {#}, hc ∈ C ∗

(8.12)

Thus, using the above notations, a character-level prefix tree can be constructed with inner arcs
representing characters, leaves representing word ends as indicated by the word end symbol # and
sharing a common word-begin node. As shown in Fig. 8.4, nodes attached directly to characters
from in-vocabulary words (W) might have outgoing arcs, i.e., successor characters from W and
OOV words. Therefore, the leaves of the tree necessarily denote word ends with the corresponding
word end symbol, since characters from the alphabet can always be continued to form further,
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Figure 8.4:

An illustration of a lexical prefix-tree ($: root symbol, # word end symbol)

possibly new OOV words. For example, an OOV word character sequence ‘TAXON’ shares the
path of the in-vocabulary character sequence ‘TAX’ as its prefix. But it can be seen that the
word-ends leaves (# ) are exclusive in the prefix tree. In other words, all the words have a unique
word-end leaf (#). Now, we define the prefix subsets of the words present in the lexicon in the
prefix tree. Let W(cN
1 ) denote a set of all character-level sequences of the words from a fixed
lexicon. A character sequence might also end with the word end symbol (#). Let w(cN
1 ) be a
N ) is the set of all
function that returns a word represented by a character sequence cN
,
and
W(c
1
1
words from the fixed vocabulary W with prefix cN
1 (prefix subsets). Then,


iff w(cN

{w(cN
1 #)}
1 )∈W
N ) 6∈ W
∅
iff
N
>
0
∧
w(c
(8.13)
W(cN
#)
=
1
1


W ∧ {S}
iff N = 0
Using Bayes rule, the character sequence probabilities are computed as:
p(cN
1 )=

N
Y

)
p(c1 |cn−1
1

(8.14)

i=1

which satisfy the following constraints:
X

p(c|hc ) = 1

(8.15)

c∈C∪{#}

and,
X
c∗

p(c∗ #) = 1

(8.16)

∈C ∗

Thus, the requirement for sequence normalization is that the joint probability of character sequences should exclude all the words from the fixed lexicon W, and only represent OOV words.
Therefore, we strictly distinguish all the character sequences which end with a word-end symbol
(#) and also all the character sequences which do not end with a word-end symbol (#). Thereby,
the modified character language model only needs to exclude complete character sequences that
represent words from the fixed lexicon W. For example, the modified modified character language model generated using the prefix-tree approach provides ‘non-zero’ probabilities for the
word-end terminals of the character sequences of OOV words ‘TAXON’ and ‘TAXOL’, as shown
in Fig. 8.4. It also provides ‘zero’ probabilities for the word-end terminals of the IV character
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sequences ‘TAX’ and ‘TAXI’. Thus, the prefix-tree normalized language model can be generated,
using the formulation:


0
iff cm = # ∧ w(cm−1
) ∈ W

0
p(cm |c0m−1 )
p̄(cm |cm−1
)=
(8.17)
0
otherwise
m−1
 1−P

)
m−1 p(#|c
(w∈W:w=w(c0

))

0

As can be seen from Eq. 8.17, the language model order required for the character language model
to be normalized is the maximum length of a word in the lexicon plus two (for word begin and
end symbols). Therefore, this length constraint can be seen as a limitation of this approach on
languages where there is word compounding.

8.2.4 Weighted Hierarchical Language Model
In general, an increase in vocabulary size often results in reduction of OOV context due the
reduced OOV rate in the language model, specifically for large vocabulary scenarios, as shown
in Fig. 8.5. Therefore, the potential to recognize OOVs as character-level sequences using the

Figure 8.5: General interpretation of an increase in vocabulary size vs. diminishing OOV word
context in LMs for LVCSRs (unshaded region represents the IV word context, shaded
region represents the OOV context and also loosely represent OOV rate)
observed OOV context gradually reduces in low OOV rate conditions, in the hierarchical approach.
One solution to this problem is to add weights to the IV and OOV word contexts. In this way,
the probability mass for observed OOV contexts can be boosted or reduced to a certain level.
Therefore, the hierarchical approach described in Section 8.2 is modified by adding weights to the
IV and the OOV word contexts and is referred to as a weighted hierarchical approach. We describe
this weighted approach by reusing the same notation and formulation described in Section 8.2.
Mathematically, it is shown as:
"
K
Y
l−1
r(xT1 ) = argmax max p(xT1 |w1K , C1K )
α(h) p(wl |wl−L+1
) ·
K
∗
K,C1K w1 ∈wo
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)
iff
w
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l
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1
iff wl 6= woov ∧ C(wl ) = Cl




0
otherwise
(8.18)
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l−1
If h represent wl−L+1
, the following normalization constraint is used to compute α(h).

α(h)

X

p(w|h) + λ p(woov |h)

w∈W

X

p(C(w)) = 1

(8.19)

w∈W
/

From Eq. 8.8, we know,
X

p(C(w)) = 1

w∈W
/

Therefore, substituting the above Eq. 8.8 in Eq. 8.19, leads to:
1 − λ p(woov |h)
1 − λ p(woov |h)
α(h) = P
=
1 − p(woov |h)
w∈W p(w|h)

(8.20)

If the character language model weight λ equals to one, then, Eq. 8.18 reduces to Eq. 8.1.

8.2.5 Combined Full Word and Character Language Model Using Interpolation
A combined full word and character language model using interpolation tries to replace OOV
class probability with character priors in a backoff fashion. Simplyput, an this LM uses an
in-vocabulary word and its corresponding character-level priors to recognize an in-vocabulary
word and character-level priors for an OOV word, in a backoff fashion. Although, this concept
appears to be similar compared to the principle of hierarchical LMs described in Section 8.2,
mathematically, it has a different formulation. The probability of a word is computed as:
p̄(w|h) = λ p(w|h) + (1 − λ) pb (ĉ(w)|c(h))

(8.21)

The above Eq. 8.21 closely resembles concept of linear interpolation in terms of its formulation.
However, the main difference is the use of context across word boundaries for the character LM
component. Weight λ is the interpolation weight parameter, bounded by [0,1]. However, it is to
be noted that p(w|h) do not contain or represent any unknown word token in a language model.
Simplyput, the first part of Eq. 8.21 is a closed vocabulary language model. From the second
part of Eq. 8.21, it is clear that the character-level language model is used only for OOVs, as the
backoff weight for an unseen context is one. So far, across word context at the character level
is not used in Eq. 8.21. Let ĉm be a function which maps a sequence of words to a sequence of
characters, limited to m-1 characters as history, as: ĉm : W → C ∗ . The word end symbol is used
after each word. Therefore, the probability of a word using across word context is computed as:
p̄(wi |hi ) = λ p(wi |hi ) + (1 − λ) pb (ĉ(wi )|ĉm (w1i−1 ))

(8.22)

8.2.6 Normalization
The word level LM and the character-level LM are individually normalized by default, as:
X

p(wi |hi ) = 1

(8.23)

p(ĉ(wi )) = 1

(8.24)

wi ∈W

X
wi ∈W
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Further, let W be the entire word space, and V be the vocabulary. Simplyput, V ⊆ W. As there
is no OOV (‘unknown’ token) in the full word LM, therefore,
X
X
p(wi |hi ) =
p(wi |hi ) = 1
(8.25)
wi ∈W

X

wi ∈V

pe(ĉ(wi )) =

wi ∈W

X

pe(ĉ(wi )) = 1

wi ∈V
/

Applying summation to Eq. 8.22 and by substituting Eqs.{ 8.23 and 8.24}, leads to:
X
X
X
p̄(wi |hi ) =
λ p(wi |hi ) +
(1 − λ) p(ĉ(wi )|ĉm (w1i−1 ))
wi ∈W

wi ∈W

= λ

X

(8.26)

wi ∈W

p(wi |hi ) + (1 − λ)

wi ∈W

X

p(ĉ(wi )|ĉm (w1i−1 ))

wi ∈W

= λ+1−λ
= 1
Therefore, the combined interpolated language model is already normalized over the complete
word space. An advantage of this language model compared to the hierarchical language model is
that the character-level LM need not be prefix-tree normalized. However, the full word language
model in a combined interpolated language model does not contain (an explicit) ‘unknown’ token.
In the following section, we propose a modified version of the combined interpolated language
model, where the full word language model with an ‘unknown’ is used.

8.2.7 Modified Combined Full Word and Character Language Model Using
Interpolation
In this section, we introduce a modified combined full word and character language model
using interpolation (MCI-LM). It can be seen that, although Eq. 8.22 is normalized, the full
word language model does not contain an ‘unknown’ LM token. Nevertheless, it LM can be seen
as a sort of open vocabulary LM, as OOVs are recognized using a character-level LM. But in
practice, the ‘unknown’ token is used in the majority of cases in a language model, as it preserves
contextual information, and thus it is necessary. However, if an ‘unknown’ token is used in the
combined interpolated language model, the normalization condition described in Section 8.2.6,
does not hold true. Therefore, we solve this problem by modifying the full word language model
containing the ‘unknown’ token as:
(
)
0
iff wi = woov ∧ wi ∈
/W
(8.27)
p̌(wi |hi ) =
p(wi |hi )
P
otherwise
1−
p(wi |hi )
(wi =woov ∧wi ∈W
/ )

The above Eq. 8.27 can be viewed as a type of smoothing, where the probability mass of the
‘unknown’ token (woov ) is distributed to other words. Further, the context is preserved as the
‘unknown’ token is seen in history. Therefore, the MCI-LM is computed by substituting Eq. 8.27
in Eq. 8.22 as:
p̄(wi |hi ) = λ p̌(wi |hi ) + (1 − λ) p(ĉ(wi )|ĉm (w1i−1 ))

(8.28)

The character part consisting of character-level sequences is reduced to an m-gram approximation,
shown as:
m−1
p(cM
)
m |c1

=

M
Y

p(cj |cj−1
j−m+1 )

(8.29)

j=m
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Where, λ is computed using some heldout text. Its value depends on the OOV rate. In general,
it can be hypothesized that lower OOV rates can lead to higher λ values and vice versa, from
Eq. 8.28. An MCI-LM using within word or across word character context is generated on the fly
and used in rescoring.
Normalization
In this Section, we show that the modified combined full word and character language model
using interpolation satisfies the normalization condition. From Eq. 8.27, it can be shown as:
X
p̌(wi |hi ) = 1
(8.30)
wi ∈W

Here, unknown token ‘unknown’ (ie OOV class) is considered like any other token in a full word
LM. Therefore, by applying summation to Eq. 8.28 and by substituting Eqs.{ 8.30 and 8.24},
leads to:
X
X
X
p̄(wi |hi ) =
λ p̌(wi |hi ) +
(1 − λ) p(ĉ(wi )|ĉm (w1i−1 ))
(8.31)
wi ∈W

wi ∈W

= λ

X

wi ∈W

p̌(wi |hi ) + (1 − λ)

wi ∈W

X

p(ĉ(wi )|ĉm (w1i−1 ))

wi ∈W

= λ+1−λ
= 1
Thereby, the MCI-LM is normalized over the complete word space.

8.2.8 Decoding
We use WFST based decoding for different kinds of language models discussed in this chapter.
Knowledge sources such as a language model transducer (G), lexicon transducer (L), acoustic
model context dependency transducer (C), and HMM transducer (H) for large vocabularies are
e represents min(det(C)), and L
e represents min(det(L)) (cf. Section II.B).
used. In this section C
A static network built using these knowledge sources can be very huge to fit in memory. Therefore,
we use a WFST based dynamic network decoder, which integrates the LM dynamically on-demand
during recognition. It is on-demand in the sense that only states required for visiting are generated.
Simplyput, search space is configured using dynamic transducer composition.
e ◦(L◦G)
e
The C
network can be generated using the composition algorithm. But the computation
e ◦ G using the standard composition algorithm can be inefficient due to the generation of dead
of L
end arcs, ie., paths without a destination state, resulting in an increased network size. Further,
language model weights in G can not be reached in the composite transducer until the output
label is determined. Thus, this way of constructing a composite network is highly inefficient in
search, as pruning cannot be applied as early as possible. Therefore, the generalized composition
e◦L
e and the language model transducer G, is computed on
of the expanded lexicon transducer C
demand using combination of a look-ahead composition filters [Allauzen & Riley+ 10], for on-thefly pushing of labels and weights. When these composition filters are applied, the label reachability
filter prohibits a path if and only if it fails to reach an output label, thus solving the problem of
dead end arcs and resulting in a relatively smaller sized network [Caseiro & Trancoso 06]. The
label pushing filter pushes the output label as early as possible. This causes the composition
operation to advance to the next state. Composition filters with weight pushing are used for
early application of language model scores before an output label is determined. HMM states are
generated dynamically during search.
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For instance, two language models: a full word language model and a prefix tree normalized
character level language model, both having boundary tokens are used, as shown in Eq. 8.1 for the
hierarchical language model. Each of these models is compiled into a separate weighted automaton. The full word grammar transducer (G) contains explicitly marked ‘unknown’ tokens. These
‘unknown’ tokens are treated like any other word, except that they represent any OOV word.
During decoding, we dynamically expand these arcs using the character level language model
automaton (Gcp ), with OpenFst’s ReplaceFst operation [Allauzen & Riley+ 07]. A hypothesis
is expanded to all the states representing the history until a unigram state is reached, using 
transitions in G. Recognized character sequences are retained as histories. Similarly, specifically
marked class-level arcs from the full word grammar are dynamically expanded using corresponding character-level grammars (Gc1 , .., GcN ), as needed, for multi-class experiments, as shown in
Eq. 8.2. For the pronunciation model experiments as discussed in Section 8.2.1, the G2P model
is converted into a finite state automaton (Gp ). During decoding, ‘unknown’ arcs from the full
word grammar (G) are dynamically expanded, using Gp .
Alternatively, rescoring using MCI LM with and without word level character context is a
straight forward method. A word is segmented into a character sequence and depending on
its context character level probabilities are computed. This is performed for all the words in
a sentence using Eq. 8.28. Therefore, an in-vocabulary word probability is computed using the
weighted sum of the word level and its corresponding character level probabilities, whereas OOV
word probability is computed using its corresponding weighted character level probabilities. Here,
different language model scales are applied to in-vocabulary and OOV words, and the sentence
level language model score is computed as summation. The old language model score is replaced
by the newly computed language model score. Different language model scales are essential as
the word level and character level distributions in a language model are different. 1-best sentence
is extracted, and scoring is performed.
In all our experiments, recognized character sequences are combined to generate word forms
using boundary markers, as a post processing step.

8.3 Experiments
In this section, we compare and contrast full word language models, hybrid language models
and hierarchical language models on Polish and Slovene LVCSR systems.

8.3.1 Polish LVCSR
In this section, we describe experimental results on Polish LVCSR. We choose a subset language
model training text consisting of 400M running words from a pool of huge amount of multi domain
text. This is done to limit the memory requirements in the WFST framework. Recognition setup
is similar to the one described in Section 6.2.2, except that a 3-gram case-independent language
model is used during decoding, which is also done to limit memory requirements in the WFST
framework. Similarly, 32 gram character language models are used with Witten Bell smoothing.
A context length of 32 is chosen to cover the maximum length of the in-vocabulary words including
word boundaries. Detailed recognition results of experiments to find the optimal system using a
full word approach are shown in Table 8.2. Although, the 200k system was found to be optimal for
the selected amount of data, both the 100k and 200k systems were selected for further hierarchical
experiments.
The first set of experiments are performed using a multi-class hierarchical approach and word
error rates are shown in Table 8.3 on the pl-dev10 and pl-eval10 corpus. The character vocabulary size is 80. Context dependent OOV classes are extracted using maximum likelihood (ML)
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Table 8.2: Full word recognition experiments on Polish and their comparison in terms of WER,
across different vocabularies. (Experiments using limited LM text 400M running words)
corpus
pl-dev10

pl-eval10

vocab.
size
100k
200k
300k
600k
100k
200k
300k
600k

OOV
[%]
3.9
2.0
1.4
0.7
4.5
2.3
1.6
0.9

PPL
432
512
609
686
457
526
664
748

WER (ins/del)
[%]
27.5 (3.7/7.1)
25.4 (2.8/7.9)
25.4 (2.8/8.0)
25.7 (2.8/7.8)
31.0 (4.7/7.0)
28.4 (3.9/7.3)
28.6 (3.6/7.8)
28.6 (3.3/8.3)

CER (ins/del)
[%]
15.0 (4.3/5.7)
14.4 (3.9/6.0)
14.5 (3.9/6.2)
14.1 (4.1/5.4)
22.3 (11.3/5.4)
21.1 (10.9/5.4)
21.0 (10.9/5.2)
20.6 (10.7/5.1)

Table 8.3: Polish LVCSR: WERs vs. ML/SVD classes (character vocabulary size: 80 )
corpus

vocab.
full word

pl-dev10
pl-eval10
pl-dev10
pl-eval10

100k
200k

27.5
31.0
25.4
28.4

WER[%]
No. of classes
1
2
5
10
26.5 26.4 26.4 26.4
30.1 29.8 29.8 29.9
24.8 25.9
–
–
27.9
–
–
–

and singular value decomposition (SVD) approaches. As the data from the classes is sparse,
character-level language models generated using classes are linearly interpolated with the background character-level language model obtained using complete data. The base character language
model is generated from the character sequences of words by using their word-level unigram frequencies. Experimentally, it is found that word error rates from both the approaches are almost
similar. It is observed that the use of two or five classes helped to bring about a noticeable
reduction in the word error rates for the pl-eval10 system compared to the full word baseline.
However, word error rate reductions in the 200k system are comparatively lower compared to
the word error rate reductions observed on the 100k experiments. Although characters helped
to reduce the word error rate to some extent, their potential to match full word performance in
terms of word errors is comparatively less. Incorporating more classes for the 200k system was
not found to be helpful, mostly because of the low OOV rate. Another possible reason can be
attributed to data sparsity, where it is difficult to cluster OOV contexts as the used ML/SVD
clustering algorithm uses n-gram frequencies.
As shown in Tables 8.4 and 8.5, systems using full word count-based language models, hierarchical language models including the weighted approach, and hybrid language models are
compared and contrasted using word error rate. Although, best recognition results are obtained
with the hybrid approach on pl-dev10 corpus, the hierarchical approach performed best on the
pl-eval10 corpus. From the overall observation on the development and evaluation corpus, as the
difference in the word error rates is small between the hybrid and the hierarchical approaches for
the best systems, it can be said that the prefix tree normalized hierarchical approach and the
hybrid approach performed almost in a similar fashion in terms of the word error rate.
For comparison purposes, a trivial approach using a mixture of full words and characters is
also investigated. It performed poorly due to a high number of insertions compared to the
hierarchical approach, as expected. Alternatively, the weighted hierarchical approach works only
inconjunction with the prefix tree based sequence normalization and its formulation does not
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Table 8.4: Polish LVCSR: WER comparisons on pl-dev10 corpus [hybrid (full word,sub-word)
vocabulary size: 240k, remaining experiments (full word) vocabulary size: 200k, pronunciation model (G2P) inventory size: 217, character vocabulary: 80]
LM

LM
Level-1

full word
hybrid

full word
full word,char
full word,sub-word
full word

hierarc.

(weighted)
full word

λ
1.0
1.0
0.94
1.0

Level-2
model
pron. model
char

OOV
[%]

Prefix
norm

2.1
0
0.8
0

yes

WER (ins/del)
[%]
25.4
25.7
24.6
25.2
24.8
24.7
24.7

(2.8/7.9)
(3.5/6.7)
(2.9/7.1)
(3.2/6.9)
(2.9/6.9)
(2.9/6.9)
(2.8/6.9)

CER (ins/del)
[%]
14.4
14.1
13.6
13.8
13.7
13.7
13.7

(3.9/6.0)
(4.5/4.9)
(4.1/5.0)
(4.1/5.0)
(4.3/4.9)
(4.3/4.9)
(4.3/4.9)

Table 8.5: Polish LVCSR: WER Comparisons on pl-eval10 corpus [hybrid (full word,sub-word)
vocabulary size: 240k, remaining experiments (full word) vocabulary size: 200k, pronunciation model (G2P) inventory size: 217, character vocabulary: 80].
LM type

LM
Level-1

full word
hybrid
hierarc.

full word
full word,char
full word,sub-word
full word
(weighted)
full word

λ
1.0
1.0
0.94
1.0

Level-2
model
pron. model
char

OOV
[%]

Prefix
norm

2.2
0
0.9
0

yes

WER (ins/del)
[%]
28.4
28.6
28.1
28.4
27.9
27.9
27.9

(3.9/7.3)
(4.2/7.2)
(3.5/8.1)
(4.0/7.1)
(3.7/7.1)
(3.7/7.1)
(3.7/7.1)

CER (ins/del)
[%]
21.1
21.2
20.8
20.9
20.7
20.7
20.7

(10.9/5.4)
(11.0/5.2)
(10.8/5.5)
(11.0/4.9)
(11.0/4.8)
(11.0/4.8)
(11.0/4.8)

Table 8.6: Polish LVCSR: Different types of errors observed on the pl-eval10 corpus (IV: invocabulary errors considering only IV substitutions and IV deletions, OOV: OOV word
errors considering only OOV substitutions and OOV deletions, OOVN: approximate
neighbouring errors caused by OOVs)
LM
OOV
Errors [%]
type
token
vocab [%] IV OOV Insertions Total OOVN
full word
full word
200k
2.2 22.7 100
3.9
28.4
1.6
hybrid
full word,sub-word 240k
0.9 23.4 76.5
3.5
28.1
1.6
hierarchical full word,char 200k,80 0 22.7 86.0
3.7
27.9
1.6
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hold true if the character-level language model is not sequence normalized using the prefix tree
approach. However, it needs additional tuning of the λ and α(h) parameters. The optimal
value of λ was found to be 0.94 for the pl-dev10 experiments. On the other hand, the use
of a pronunciation model in the hierarchical approach yielded marginal reductions in the word
error rate on the pl-dev10 corpus, while no degradation is observed on the pl-eval10 corpus.
However, the pronunciation model seems to be less efficient compared to the character model
in recognizing OOVs during search. Most probably, the true canonical pronunciations predicted
by the G2P model for any new word, are most likely are not error free under low OOV rate
conditions. Alternatively, the character approach coupled with the prefix tree normalization
outperformed all other approaches. However, the effect of prefix-tree normalization was small in
terms of the word error rates on the pl-eval10 corpus. In principle, prefix-tree normalization is a
type of smoothing, where a fraction of the probability mass of the in-vocabulary character-level
sequences is transferred to the rest of the character-level sequences. Therefore, the effect of the
additional amount of the probability mass received by an OOV word character-level sequence can
be observed by computing modified character-level perplexity, as shown in Tables 8.8 and 8.9, for
the pl-dev10, and, pl-eval10 corpora, respectively. However, the overall character-level perplexity
before and after prefix-tree normalization remains almost unaltered, due to tiny difference in OOV
probability mass, under low OOV rate conditions.
Table 8.7: Polish LVCSR: Comparison of invocabulary (IV) word and char perplexities for the
hybrid system w.r.t. the full word system. Total perplexities are not meaningful as
OOVs are mapped to a single unknown token. Word level boundaries are considered
while computing character PPL. (voc. size: recognition vocabulary size, actual: actual
IV token level perplexity of the used language model, comparative: projected word or
char level perplexity w.r.t. the 200k full word baseline).
corpus
pl-dev10
pl-eval10

# voc.
size
200k
240k
200k
240k

# fullwords
200k
110k
200k
110k

# syllables
130k
130k

OOV
[%]
2.1
0.8
2.2
0.9

IV word-level PPL
actual
comparative
555 (30368)
555 (30368)
546 (31474)
686 (30368)
571 (31092)
571 (31092)
555 (32250)
702 (31092)

IV char-level PPL
actual
comparative
2.79 (186961) 2.79 (186961)
2.81 (191459) 2.88 (186961)
2.89 (185442) 2.89 (185442)
2.92 (189906) 2.99 (185442)

Table 8.8: Polish LVCSR: Character PPL comparisons on pl-dev10 corpus using different language modelling methods. [Hybrid vocabulary size: 240k, remaining experiments (full
word) vocabulary size: 200k, OOV Rate: (full word: 2.1, hybrid: 0.8)]
LM type
full word
hybrid
hierarc.

LM
Level-1
full word
full word,sub-word
full word
weighted full word
full word

Level-2
pron. model
char

Prefix
norm
yes

Char-level PPL
iv (#units)
oov (#units) total (#units)
2.79 (#186961)
2.88 (#186961)
2.79 (#186961) 7.02(#7102) 2.89 (#194063)
3.51(#7102) 2.82 (#194063)
2.79 (#186961) 3.51(#7102) 2.82 (#194063)
2.79 (#186961) 3.51(#7102) 2.82 (#194063)

Different kinds of errors are shown in Table 8.6, for the pl-eval10 corpus. These values are
computed with respect to the baseline full word system. We perform the statistical significance
test in terms of the probability of improvement (POI) using the word error rate as a metric
for the full word baseline and the best hierarchical system [Bisani & Ney 04]. The POI value
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ranges between 96% and 98%. This shows that the hierarchical language model is superior to the
full word baseline. On the other hand, both the hybrid and hierarchical approaches recognized a
significant fraction of OOVs, but a noticeable difference can be observed in insertion errors, where
the hybrid system outperforms the hierarchical system. In principle, insertion errors cannot be
categorized under in-vocabulary or OOV word regions. In some cases, insertions may lead to an
overall error rate greater than 100%. In our experiments, the generated hybrid language model is
a result of linear interpolation between the full word baseline language model and the sub-word
language model. This can be viewed as a type of loose language model adaptation. Therefore,
the use of optimal interpolation weights based on observed full word and sub-word n-grams in the
heldout text, is most likely the reason for the relatively fewer number of insertions compared to the
full word baseline. On the other hand, the use of sub-words or characters leads to high acoustic
confusions, leading to high in-vocabulary errors compared to the full word baseline system.
Table 8.9: Polish LVCSR: Character PPL comparisons on pl-eval10 corpus using different
language modelling methods. [Hybrid vocabulary size: 240k, remaining experiments
(full word) vocabulary size: 200k, OOV Rate: (full word: 2.2, hybrid: 0.9)]
LM type
full word
hybrid
hierarc.

LM
Level-1
full word
full word,sub-word
full word
weighted full word
full word

Level-2
pron. model
char

Prefix
norm
yes

Char-level PPL
iv (#units)
oov (#units) total (#units)
2.89 (#185442)
2.99 (#185442)
2.89 (#185442) 6.94 (#7280) 3.00 (#192722)
4.09 (#7280) 2.94 (#192722)
4.07 (#7280) 2.94 (#192722)
4.07 (#7280) 2.94 (#192722)

8.3.2 Slovene LVCSR
In this section, we describe experimental results on the Slovene LVCSR task from the transLectures project. Recognition was performed using speaker independent and speaker adapted models,
using the setup described in Section 12.4. Full word systems using different vocabularies are shown
in Table 6.8. We select a 400k vocabulary as a sort of empirically selected vocabulary by observing
reasonable OOV rate on the sl-dev12 corpus. For the sl-eval12 corpus, optimal vocabulary size is
around 800k. In general, as the vocabulary size increases, OOV context observations decrease in
a language model, specifically in large vocabulary scenarios, as shown in Fig. 8.5. Therefore, as
the hierarchical approach hugely depends on OOV contexts to recognize OOVs using characters,
the 400k system has more potential to recognize OOVs compared to the 700k system. The OOVs
include a noticeable amount of transliterations of foreign words into Slovene, equations and abbreviations. On the other hand, the 700k vocabulary was also selected for additional comparisons.
For all the experiments, 4-gram full word and hybrid language models, and 11-gram character
language models are used. Character language models with further higher orders are not selected
due to high memory consumption, mainly because of the use of huge language modelling text.
As discussed in Section 6.2.3, the use of morphemic graphones instead of morphemes in a hybrid
language model is found to be helpful in reducing word error rates to some extent. On the other
hand, as characters or character level graphones did not help in the hierarchical approach, subword graphones are used. In sub-word graphones, sub-word refers to the graphemic part having a
length of a maximum of 2 characters length (empirically selected). However, we use characters as
sub-word units for N-best list rescoring (N-best size:10k) in the hierarchical approach and in the
modified combined full word and character language model using interpolation (MCI) approach.
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In the rest of this chapter, we simply refer to morphemic graphones as morphs and sub-word
graphones as sub-words for Slovenian task.
Systems using language models like full word, hierarchical, modified combined interpolated and
hybrid are compared in Tables 8.10, and 8.11 for the sl-dev12 and sl-eval12 corpus, respectively.
For the sl-dev12 corpus, the best recognition results are obtained using a 400k hierarchical approach, which outperformed all other approaches. The word error rates generated from using the
across word character context are found to be lower compared to the use of the within word character context in MCI LM approach. The hybrid approach using full words and morphemes also
reduced the word error rate compared to the 400k full word baseline, but, this was outperformed
by the hierarchical approach. As shown in Table 8.13, increasing the hybrid vocabulary from
550k to 850k yielded only marginal reductions in the word error rate. Both the hierarchical and
MCI approaches using 400k performed similarly in terms of the word error rate on the sl-eval12
corpus. Additional experiments on a 700k system are shown in Tables 8.12-8.13. Degradation in
word error rates are observed, as the OOVs are found to be foreign words, abbreviations etc. As
shown in Table 8.11, we achieved an absolute reduction in word error rate [sl-eval09: 0.7% (2.0%
rel.)] using the 550k hybrid system compared to the 400k full word baseline. On the other hand,
we perform the statistical significance test in terms of the probability-of-improvement using the
word error rate as a metric for these systems [Bisani & Ney 04]. The POI value ranges between
97% and 98%. This shows that our investigated 550k hybrid language model is superior to the
400k full word baseline.
In principle, comparison of word error rates alone might not be sufficient for a proper conclusion,
as different kinds of language models with different kinds of vocabularies are investigated. As
it is difficult to compare word perplexities alone due to different vocabulary sizes, characterlevel perplexities are shown in Tables 8.18 and 8.19 and word level perplexities are shown in
Table 8.16. The MCI LM approach character level perplexities both with and without across
word character-level context are also computed for in-vocabulary and OOV words, separately.
Character-level total perplexity is shown in Figure 8.6, character-level in-vocabulary perplexity is
shown in Figure 8.7, and character-level OOV perplexity is shown in Figure 8.8, respectively.
Alternatively, different kinds of errors on the sl-eval12 corpus are shown in Table 8.14. It has
been observed that all the investigated approaches recognized a fraction of the OOVs. However,
fewer number of insertion errors in hybrid approach made a significant difference in terms of
overall word error rates. As a general observation from overall full word LVCSR tasks in this
thesis, as the vocabulary size increases, the number of in-vocabulary contexts in an LM increases,
which inturn leads to a gradual decrease in insertions. On the other hand, the OOV rate is
around 3.3% on the sl-eval12 corpus and among these 20% of words are found to be either foreign
words or abbreviations and some of them are observed to be loan words such as English-Slovene
transliterations. From the overall perspective, it is observed that the investigated hybrid and
hierarchical approaches have a good potential to recognize OOVs, as we have practically shown
for the Slovene LVCSR task.
Oracle Experiment
In this section, we describe the oracle experiment generally referred to as the cheating experiment on the Slovene task. This experiment is performed to find the effect on word error rate of
adding reference transcriptions to the N-best lists used for the MCI-C language model rescoring.
The flow diagram is shown in Fig. 8.9. Word error rates are shown in Table 8.20. As the 550k
hybrid system lattices are selected for the MCI-C language model rescoring, the oracle N-best
is not zero. It is found that, although the N-best oracle error rate is reduced, the addition of
reference transcripts did not have any effect on the word error rate. There may be many reasons
for this having no effect on the word error rate. It may be due to practical reasons such as pruning
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Table 8.10: Slovene LVCSR: WER comparisons on the sl-dev12 corpus, [sub-word: a grapheme
having a length of maximum 2 characters in a graphone, morphs: a grapheme having any length in a graphone, char: character level graphone], MCI-NC: modified
combined full word and character language model using interpolation approach without across word character context, MCI-C: modified combined interpolated LM with
across word character context, morph vocabulary: 150k morphs in hybrid approach
LM type
full word
hierarchical

MCI-NC
MCI-C
hybrid

level-1
full word
full word

full word, morph

LM
vocab
400k
400k

level-2
sub-word

vocab
4.2k

char

60

400k

char

60

Prefix
norm
yes
yes
-

550k

-

-

-

WER (ins/del)
[%]
26.6 (2.8/7.3)
26.2 (3.0/6.5)
26.1 (2.9/6.6)
26.4 (2.8/7.2)
26.4 (2.8/7.2)
26.5 (2.8/7.3)
26.4 (2.7/7.4)
26.4 (2.6/7.6)

CER (ins/del)
[%]
14.8 (1.9/10.0)
14.4 (2.0/9.5)
14.4 (2.0/9.5)
14.8 (1.9/10.1)
14.8 (1.9/10.1)
14.9 (1.9/10.2)
14.8 (1.8/10.1)
14.8 (1.8/10.1)

Table 8.11: Slovene LVCSR: WER comparisons on sl-eval12 corpus, [sub-words: a grapheme
having a length of maximum 2 characters in a graphone, morphs: a grapheme having any length in a graphone, char: character level graphone], MCI-NC: modified
combined full word and character language model using interpolation approach without across word character context, MCI-C: modified combined interpolated LM with
across word character context, morph vocabulary: 150k morphs in hybrid approach
LM type
full word
hierarchical

MCI-NC
MCI-C
hybrid

level-1
full word
full word

full word, morph

LM
vocab
400k
400k

level-2
sub-word

vocab
4.2k

char

60

400k

char

60

Prefix
norm
yes
yes
-

550k

-

-

-

WER (ins/del)
[%]
34.3 (4.8/8.2)
33.9 (5.0/7.2)
33.9 (5.0/7.3)
34.0 (4.7/8.2)
34.0 (4.7/8.2)
33.9 (4.7/8.2)
33.8 (4.6/8.2)
33.6 (4.3/8.6)

CER (ins/del)
[%]
17.4 (3.0/10.0)
16.9 (3.2/9.2)
16.9 (3.2/9.2)
17.4 (2.9/10.3)
17.4 (2.9/10.3)
17.4 (2.9/10.4)
17.4 (2.9/10.4)
17.2 (2.9/10.2)

Table 8.12: Additional experiments on Slovene LVCSR: WER comparisons on sl-dev12 corpus,
[sub-words: a grapheme having a length of maximum 2 characters in a graphone,
morphs: a grapheme having any length in a graphone, char: character level graphone],
morph vocabulary: 150k morphs in hybrid approach
LM type
full word
hierarchical
hybrid

level-1
full word
full word
full word, morph

LM
vocab
700k
700k
850k

level-2
sub-word
-

vocab
4.2k
-

Prefix
norm
yes
-

WER (ins/del)
[%]
26.2 (2.4/7.8)
26.3 (2.8/6.9)
26.3 (2.6/7.5)

CER (ins/del)
[%]
14.8 (1.7/10.3)
14.7 (1.9/9.8)
14.7 (1.8/10.1)

97

8 Hierarchical Language Models

Table 8.13: Additional experiments on Slovene LVCSR: WER comparisons on sl-eval12 corpus,
[sub-words: a grapheme having a length of maximum 2 characters in a graphone,
morphs: a grapheme having any length in a graphone, char: character level graphone],
morph vocabulary: 150k morphs in hybrid approach
LM type
full word
hierarchical
hybrid

level-1
full word
full word
full word, morph

LM
vocab
700k
700k
850k

level-2
sub-word
-

vocab
4.2k
-

Prefix
norm
yes
-

WER (ins/del)
[%]
33.2 (3.9/8.9)
33.5 (4.6/7.7)
33.4 (4.3/8.4)

CER (ins/del)
[%]
17.3 (2.8/10.3)
17.1 (3.1/9.5)
17.1 (2.9/10.0)

Table 8.14: Slovene LVCSR: Different types of errors observed on sl-eval12 corpus [sub-words: a
grapheme part having a length of maximum 2 characters length in a graphone, morphs:
a grapheme having any length in a graphone](IV: in-vocabulary errors considering
only IV substitutions and IV deletions, OOV: OOV word errors considering only
OOV substitutions and OOV deletions, OOVN: Approximate neighbouring errors
caused by OOVs, MCI-C: modified combined interpolated LM with across word
character context, Reference vocabulary: 400k )
type
full word
hierarch.
MCI-C
hybrid

LM
token
full word
full word,sub-word
full word,char
full word,morph

OOV
3.3
0
0
0.8

vocab
400k
400k,4.2k
400k,60
400k,150k

IV
27.0
26.9
27.2
27.2

Errors [%]
OOV Ins. Total
100.0 4.8
34.3
87.1
5.0
33.9
87.9
4.6
33.8
87.7
4.3
33.6

OOVN
errors
1.6
1.7
1.7
1.6

Table 8.15: Additional experiments on Slovene LVCSR: Different types of errors observed on sleval12 corpus [sub-words: a grapheme part having a length of maximum 2 characters
length in a graphone, morphs: a grapheme having any length in a graphone](IV: invocabulary errors considering only IV substitutions and IV deletions, OOV: OOV
word errors considering only OOV substitutions and OOV deletions, OOVN: Approximate neighbouring errors caused by OOVs, ref. sys: reference vocabulary )
type
full word

LM
token
full word

hierarch. full word,sub-word
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OOV
2.1
0

vocab ref. sys
800k
800k
400k
700k,4.2k 700k

Errors [%]
IV OOV Ins.
27.7 100.0 3.8
27.5 81.6 3.8
27.3 93.3 4.6

OOVN
Total errors
33.1
1.7
33.1
1.6
33.5
1.8
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Figure 8.6: Comparison of (total) character PPLs on development corpus using modified combined
interpolated LM - with and without across word character context (λopt =0.95) for both

Table 8.16: Slovene LVCSR: Comparison of invocabulary (IV) word and char perplexities for the
550k and 850k hybrid systems w.r.t. the 400k full word system. Total perplexities
are not meaningful as OOVs are mapped to a single unknown token. Word level
boundaries are considered while computing character PPL. Full word LM interpolation
weight in: [550k system: 0.722952, 850k system: 0.621728]. (voc. size: recognition
vocabulary size, here morphemes implies morphemic graphones, actual: actual IV
token level perplexity of the used language model, comparative: projected word or
char level perplexity w.r.t. the 400k full word baseline).
# voc. # full- # morph- OOV IV word-level PPL
size words
emes
[%]
actual comparative
400k
400k
2.2 442 (27847) 442 (27847)
550k
400k
150k
0.8 557 (28850) 699 (27847)
850k
700k
150k
0.5 561 (28742) 687 (27847)
sl-eval12 400k
400k
3.3 648 (23061) 648 (23061)
550k
400k
150k
1.3 902 (24362) 1324 (23061)
850k
700k
150k
0.5 911 (24193) 1272 (23061)
corpus
sl-dev12

IV char-level PPL
actual
comparative
3.18 (146517) 3.18 (146517)
3.36 (150310) 3.46 (146517)
3.35 (150449) 3.46 (146517)
3.30 (125201) 3.30 (125201)
3.56 (130420) 3.75 (125201)
3.52 (130875) 3.72 (125201)
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Figure 8.7: Comparison of in-vocabulary character PPLs on development corpus using modified
combined interpolated LM - with and without across word character context

Figure 8.8: Comparison of OOV character PPLs on development corpus using modified combined
interpolated LM - with and without across word character context
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Table 8.17: Slovene LVCSR: Comparison of invocabulary (IV) word and char perplexities for the
550k and 850k hybrid systems w.r.t. the 600k full word system. Total perplexities
are not meaningful as OOVs are mapped to a single unknown token. Word level
boundaries are considered while computing character PPL. Full word LM interpolation
weight in: [550k system: 0.722952, 850k system: 0.621728]. (voc. size: recognition
vocabulary size, here morphemes implies morphemic graphones, actual: actual IV
token level perplexity of the used language model, comparative: projected word or
char level perplexity w.r.t. the 600k full word baseline).
# voc. # full- # morph- OOV IV word-level PPL
size words
emes
[%]
actual comparative
600k
600k
1.8 457 (27942) 457 (27942)
550k
400k
150k
0.8 557 (28850) 684 (27847)
850k
700k
150k
0.5 561 (28742) 687 (27847)
sl-eval12 600k
600k
2.7 685 (23207) 685 (23207)
550k
400k
150k
1.3 902 (24362) 1265 (23207)
850k
700k
150k
0.5 911 (24193) 1216 (23207)
corpus
sl-dev12

IV char-level PPL
actual
comparative
3.19 (147507) 3.19 (147507)
3.36 (150310) 3.43 (147507)
3.35 (150449) 3.43 (147507)
3.31 (126573) 3.31 (126573)
3.56 (130420) 3.70 (126573)
3.52 (130875) 3.67 (126573)

Table 8.18: Slovene LVCSR: char PPL comparisons on sl-dev12 corpus using the 400k full word
system [sub-words: a grapheme having maximum 2 characters length in a graphone,
morphs: a grapheme having any length in a graphone, MCI-NC: modified combined
interpolated LM without across word character context, MCI-C: modified combined
interpolated LM with across word character context]
vocab
size

LM type

LM
level-1

level-2

Prefix
norm

iv

(#units)

Char PPL
oov (#units)

total
(#151589)

400k
400k,4.2k

full word
hierarc.

full word
full word

sub-word

400k,60

MCI- NC
MCI- C
hybrid

full word

char

550k
850k

full word, morph

-

yes
-

3.18
3.18
3.18
3.18
3.18
3.46
3.46

-

(#146517)
(#146517)
(#146517)
(#146517)
(#146517)

12.44
11.79
10.89
10.75

(#5072)
(#5072)
(#5072)
(#5072)

-

(#146517)
(#146517)

3.33
3.32
3.31
3.31
-

Table 8.19: Slovene LVCSR: char PPL comparisons on sl-eval12 corpus using 400k full word
system [sub-words: a grapheme having maximum 2 characters length in a graphone,
morphs: a grapheme having any length in a graphone, MCI-NC: modified combined
interpolated LM without across word character context, MCI-C: modified combined
interpolated LM with across word character context]
vocab
size

LM type

LM
level-1

level-2

Prefix
norm

iv

(#units)

Char PPL
oov (#units)

total
(#132355)

400k
400k,4.2k

full word
hierarc.

full word
full word

sub-word

400k,60

MCI- NC
MCI- C
hybrid

full word

char

550k
850k

full word, morph

-

yes
-

3.30
3.30
3.30
3.29
3.28
3.75
3.72

-

(#125201)
(#125201)
(#125201)
(#125201)
(#125201)
(#125201)
(#125201)

12.01
11.80
11.66
11.63

(#7154)
(#7154)
(#7154)
(#7154)

-

3.53
3.53
3.52
3.51
-
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Figure 8.9: Flow diagram: Oracle effect by addition of reference transcripts in rescoring

Table 8.20: Oracle effect by addition of reference transcripts in MCI-C language model rescoring
(full word LM order: 4, character LM order: 11)
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corpus

LM

sl-dev12
sl-eval12

MCI-C

vocab
(full words,
(chars
400,60

errors
before addition of ref. transcripts after addition of ref. transcripts
nbest oracle [%]
WER [%]
nbest oracle [%]
WER[%]
15.8
26.4
0.78
26.4
23.0
33.8
1.32
33.8

8.4 Summary

parameters or insufficient character level context during rescoring. Higher orders (>11) of character language models requires very high memory consumption, when huge language model data
is used. As the 11 gram character language model is used, on average it covers bigram context at
word level for the MCI-C language model experiment.

8.4 Summary
In this chapter, different types language modelling approaches are compared and contrasted
for read speech, spontaneous speech and conversational speech recognition tasks. Language models using approaches such as full word, hybrid and hierarchical are investigated for Polish and
Slovene LVCSR tasks. A novel hierarchical approach using a full word and a character language
model in a hierarchical manner, during decoding have been introduced in this chapter. Sequence
normalization is applied to character language model using prefix tree approach. The effect of
incorporating context dependent multi-classes in a hierarchical approach has been investigated.
A modified interpolated language model using within word and across word character context has
also been investigated on a Slovene task.
From the overall perspective, it appears that the hybrid and hierarchical approaches perform
similarly to each other in terms of the word error rate. It has been observed that the amount
of matched domain training data also plays an important role in reducing the word error rate.
Alternatively, character n-grams generated from even using a huge amount of training data suffer
from sparsity. This is due to the fact that sparseness can also be observed in character n-grams
just as for full word n-grams. For instance, the most frequently observed examples are character
sequences of abbreviations, transliterations of words from a foreign language or names of persons
or entities. Therefore, character language models also exhibit the sparseness problems due to the
use of count statistics. On the other hand, the hybrid system performed marginally better than all
other approaches when huge amounts of data are used, as we have shown for the Slovene LVCSR
task. By analysing errors on Slovene tasks, it is observed that relatively fewer insertions occurred
in the hybrid system compared to the hierarchical system, which makes the former approach a
better choice, although, similar numbers of OOVs are recognized in both approaches. However,
the potential of the hybrid and hierarchical approaches depends on the OOV rate as well as
data conditions. It is possible that a full word system with relatively higher vocabulary than
the baseline may perform better in terms of word error rate. However, hybrid and hierarchical
systems have a potential to recognize OOVs, and selecting a full word or hybrid or hierarchical
system depends on the target application in a real life speech recognition systems. On a positive
note, we have shown that the hybrid or hierarchical approaches investigated in this chapter have a
significant potential to recognize unseen words. These approaches still have a potential to further
reduce word error rates under low OOV rate conditions, if the in-vocabulary and insertion rates
are kept as low as possible.
Practical Insights: Creating a Hierarchical Language Model
In this section, we discuss some of the practical insights, limitations, etc., related to hierarchical
language models for a language. These insights are shown, based on the experimental observations
on various languages not covered in this thesis.
Hierarchical language models are created in a similar fashion to hybrid language models. However, the first step is to check the language model corpus size. As the corpus gets bigger and
bigger, it is difficult to generate and use transducers as they require a huge amount of memory.
Proper care should be taken while pruning the full word language model as it prunes off most of
the OOV N -grams. Similar precautions are necessary while generating character language models. Heldout data is mandatory to optimize the language model weights. However, the use of a
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character language model in a hierarchical approach is more suitable for read or planned speech
tasks like news under high signal-to-noise ratio conditions. However, the use of characters cause
degradation under spontaneous speech conditions. For this reason, an alternative method is to use
a hierarchical combination of full word and/or sub-word language model along with a graphone
language model during search and then use a full word and a character language model during
rescoring. Noisy graphones are to be avoided in the vocabulary. If the OOVs are abbreviations,
foreign words, etc, graphone character language models are more suited than character language
models. Proper tuning of the language model scales is necessary, as improper tuning leads to
degradation in the recognition performance.

8.5 Individual Contributions
Most of the work described in this chapter is published at scientific conferences, except a fraction
of the work which is yet to be published. However, individual as well as team level contributions in
published papers are shown in this section. The novelty (ie., main idea and the major part of the
work) described in a research publication at the Chair of Computer Science 6 speech recognition
group is accredited to the first author, unless explicitly specified. Substantial contributions and
approximate work sharing of the content described in all the publications related to this chapter,
is described below.
• Publication [Shaik & Rybach+ 12]: In this work, a hierarchical language model using a full
word and a character language model at a hierarchical level is introduced and experimented
by Mr. Shaik. Dynamic decoding is re-configured using Mr. Rybach’s work from [Rybach
& Ney+ 13] to reuse for this task. Mr. Rybach’s suggested different types of WFST
configurations. Discussions with Mr. Hahn proved to be useful while performing tuning.
• Publication [Shaik & El-Desoky Mousa+ 15]: This work is an extension of previously published work [Shaik & Rybach+ 12]. Mr. Shaik implemented the prefix tree normalization
for this task. Mr. Shaik investigated the ideas related to the use of grapheme to phoneme
model, the use of multiple classes in a hierarchical approach. Team level discussions (ie.,
Mr. Shaik, Mr. Desoky and Mr. Hahn) helped experimenting for better tuning strategies,
possible WFST configurations etc. Mr. Shaik used Bash scripting, python scripting and
adapted SRILM code for this task.
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The following contributions in this thesis substantively address some of the core problems in
an open vocabulary speech recognition under large vocabulary conditions.
Proper Choice of a Sub-word Unit
The use of different types of sub-word units has been thoroughly investigated for the morphologically rich German and Polish languages. Sub-words in a hybrid language model helped in the
reduction of OOV and word error rates compared to the full-word baselines. From the overall
detailed experiments and observations, morphemes and syllables performed best on German and
Polish tasks, respectively. Therefore, language morphology also played an important role during
sub-word selection. It is also observed that the use of in-domain data is necessary to generate the
right vocabulary to attain optimal word error rate.
Efficient Use of Context Dependent Pronunciation in a Language Model
A graphone is a sub-word augmented with its corresponding context dependent pronunciation.
Graphones generated using morphemes or syllables helped to reduce word error rates further on
the optimized German and Polish tasks, respectively. It is observed that morpheme or syllable graphones are superior to arbitrary sized graphones for speech recognition tasks. However,
the quality of a graphone depends on a word-pronunciation pair, which in turn depends on the
grapheme-to-phoneme model. Language modelling text was carefully normalized to avoid noise
in word-lists. This helps in the reduction of erroneous alignments during graphone generation.
Efficient Use of LM Data to Overcome Data Sparsity Using Suitable Type(s) of Sub-words
It is observed that solving data sparsity issue in language modelling is not a straight forward
task. One simple way is to use sub-words in a hybrid language model which reduces OOV rate to
some extent. However, it does not guarantee an optimal word error rate unless a fraction of the
full-words are preserved in a hybrid language model. Alternatively, a novel mixed unit language
modelling approach is proposed exploiting different types of context regions such as most-frequent,
frequent and rare, in a text. Full words in their original form were used in most-frequent regions,
where as different types of sub-word units were investigated in frequent word and rare word regions
as a compensation for poorer contexts in a hybrid language model. This approach outperformed
the conventional count-based full-word approach in terms of the word error rate, with added
advantages of reduced vocabulary size, having lower OOV rate, and effective usage of data.
Sub-word Unit as a Morphological Feature
Another way to reduce data sparsity is to use different types of features as knowledge sources in a
language model. This helps better generalization of unseen sequences. In this thesis, an effective
method is shown by constructing a maximum entropy full-word and hybrid language model using
different types of data-driven and linguistic features. Proper care must be taken while extracting
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the features, as the use of noisy sub-words results in noisy features, which most likely degrades
recognition performance. In addition, the use of maximum a-posteriori (MAP) language model
adaptation has been found to be helpful in reducing word error rates on hybrid systems. In this
thesis, text from a development corpus, and, one-pass transcriptions of the development corpus
and one pass transcriptions of the recognition corpus have been used as in-domain text, as a type
of supervised and unsupervised adaptation, respectively. Adapted or non-adapted maximum
entropy models have been proved to be useful as they generated reduced perplexities and word
error rates on well tuned full-word and hybrid systems.
Neural Network based Hybrid Language Model
In this thesis, long short-term memory (LSTM) neural network LMs are constructed using fullword and hybrid approaches on a Portuguese task. In practice, it is verified that full-word or
hybrid LSTM language models outperformed count-based language models both in terms of perplexities and word error rates, when trained using the same amount of data. It is also observed that
the optimization of number of classes is essential to generate optimal perplexities. Alternatively,
full-word LSTM LMs generated marginally lower word error rates compared to the hybrid LSTM
LMs under sparse data conditions. The complementary advantages of both the LMs are combined
using a confusion network based system combination, which generated further reductions in word
error rates. However, training an LSTM language model is computationally expensive in terms
of training time and memory requirements.
Zero OOV rate in LVCSR system
Zero OOV rate in an LVCSR system has been achieved using hierarchical language models. Different types of hierarchical language models are introduced, using a full-word language model and
a character level language model to recognize in-vocabulary and OOV words, respectively, in a
hierarchical manner during decoding. Sequence normalization using a prefix tree approach is applied to hierarchical language models. Novel strategies include efficient incorporation of weighted
and non-weighted character language models and grapheme to phoneme (G2P) models to recognize OOVs as character sequences. The use of G2P as part of a hierarchical language model
requires a high correlation between the pronunciation distributions of the in-vocabulary and OOV
words. This is possible by training a G2P with a huge manually crafted lexicon or by using a
robust G2P model. From the overall observations, it has been found that hierarchical approaches
can recognize OOVs for LVCSR. In addition, detailed experimental comparisons among full-word
baselines, hybrid approaches and hierarchical approaches are performed. Also, different types of
error metrics as part of error analysis are computed for proper comparisons.
Combined Full word and Character Language Model using Interpolation
A combined interpolated language model uses in-vocabulary words and corresponding characterlevel priors to recognize in-vocabulary words and, character-level priors for OOV words, in a
backoff fashion. Weighted character-level priors are computed using across word character level
context or within word character level context. This language model suffers from a constraint that
the full-word language model used must be a closed vocabulary language model (ie., no ‘unknown’
token in a language model). Alternatively, modified combined interpolated language model have
been introduced in this thesis, which do not have any such constraints, and is normalized. This
language model is generated on-the-fly during rescoring and reductions in word error rate have
been observed. It has been observed that, character n-grams also suffer from sparseness problems
just like full-word n-grams, mainly due to the use of count statistics.
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10. Individual Contributions Vs. Team
Work
Most of the work described in this thesis is published at scientific conferences, except for a
fraction of it, which is yet to be published. However, individual as well as team level contributions
in already published papers are shown in this section. The novelty (ie., the main idea and the
major part of the work) described in a research publication is accredited to the first author at
the Chair of Computer Science 6, RWTH Aachen University. The author of this thesis refers to
himself as Mr. Shaik in the following paragraphs. Substantial contributions and approximate
work sharing of the content described in all the publications related to the research work, is
described in the following paragraphs.
Hybrid Approach
• Publication [El-Desoky & Shaik+ 10]: Different types of hybrid language models using subword graphones and sub-words are investigated by Mr. Shaik and Mr. Mousa, respectively,
as a joint work on a German task. Mr. Desoky generated morphemes by doing supervised
and unsupervised word decomposition (ie., Morfessor). Mr. Shaik generated morpheme
based graphones. Bash scripting, python scripting and SRILM are used by Mr. Shaik and
Mr. Desoky. All the experimental optimizations are done by both the authors, as numerous
experiments are involved.
• Publication [Shaik & El-Desoky+ 11b]: This work is an extension of work [El-Desoky &
Shaik+ 10]. In this work, different types of sub words like morphemes, syllables, morphemic
graphones and syllabic graphones are investigated by Mr. Shaik. Mr. Desoky generated
morphemes by using Morfessor tool. Mr. Shaik generated syllables (by using Kombi tool)
and syllabic, morphemic graphones. Bash scripting, python scripting and SRILM are used
by Mr. Shaik and Mr. Desoky. All the experimental optimizations are done by both the
authors, as numerous experiments are involved.
• Publication [Shaik & El-Desoky+ 11a]: This work is an extension of work [Shaik & ElDesoky+ 11b]. Mr. Shaik introduced the idea of using mixed type of units (ie., fullwords,
subwords and subword graphones) in a single language model. Optimized baselines are
provided by Mr. Desoky. Bash scripting, python scripting and SRILM are used by Mr.
Shaik and Mr. Desoky. All the experimental optimizations are done by both the authors,
as numerous experiments are involved.
• Publications [El-Desoky & Shaik+ 11, El-Desoky & Shaik+ 13] Some contributions by Mr.
Shaik related to language modelling can be found in [El-Desoky & Shaik+ 11, El-Desoky
& Shaik+ 13] and [Hamdani & Shaik+ 15] for speech and handwriting tasks, respectively.
Research work done by Mr. Shaik for these tasks is not included in this thesis.
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• Publication [Shaik & El-Desoky Mousa+ 12]: Mixed unit maximum entropy language models
are investigated and experimented by Mr. Shaik on German and Polish LVCSRs in this
publication. As maximum entropy LMs demand huge amounts of memory consumption
and time, depending on the vocabulary size, Mr. Desoky helped in optimization of some of
the experiments, out of many.
• Publication [Shaik & El-Desoky+ 13]: Full word and hybrid maximum entropy language
models within class based framework are introduced and investigated by Mr. Shaik in this
publication. Mr. Desoky suggested to apply his word clustering feature (ie., data driven
feature) for this task. Due to numerous experiments, Mr. Desoky helped in optimization of some of the experiments. Mr. Shaik experimented on maximum entropy language
models within class based framework with different configurations, along with (maximum
a-posteriori) language model adaptation. Bash scripting, python scripting and SRILM are
used by Mr. Shaik.
• Publication [Shaik & Tüske+ 15]: In this system paper, hybrid LSTM neural network
language models are investigated by Mr. Shaik for Portuguese task, using RWTHLM toolkit.
Language modelling experiments for all the languages (except English) are done by Mr.
Shaik. Mr. Shaik was responsible for Polish and Portuguese tasks. Mr. Tüske generated
acoustic models using DNNs. Mr. Tahir was responsible for Urdu and Arabic tasks. Mr.
Shaik and Mr. Nussbaum-Thom was responsible for English task.
Hierarchical Approach
• Publication [Shaik & Rybach+ 12]: In this work, a hierarchical language model using a full
word and a character language model at a hierarchical level is introduced and experimented
by Mr. Shaik. Dynamic decoding is re-configured using Mr. Rybach’s work from [Rybach
& Ney+ 13] to reuse for this task. Mr. Rybach’s suggested different types of WFST
configurations. Discussions with Mr. Hahn proved to be useful while performing tuning.
• Publication [Shaik & El-Desoky Mousa+ 15]: This work is an extension of previously published work [Shaik & Rybach+ 12]. Mr. Shaik implemented the prefix tree normalization
for this task. Mr. Shaik investigated the ideas related to the use of grapheme to phoneme
model and the use of multiple classes in a hierarchical approach in this paper. Team level
discussions (ie., Mr. Shaik, Mr. Desoky and Mr. Hahn) helped experimenting for better
tuning strategies, possible WFST configurations etc. Mr. Shaik used Bash scripting, python
scripting and adapted SRILM code for this task.
Project Evaluation Campaigns
Apart from the issues related to the open vocabulary language modelling, other aspects related
to the development of an LVCSR system are equally important in building an efficient LVCSR
system for a target domain. Active participation in open and project related evaluations was
found to be immensely useful to gain pragmatic insights and exposure for possible enhancements
on LVCSR tasks.
All the authors in the system papers are more or less responsible for a language and also share
a part of the workload of other languages as well. Mr. Shaik contributed to the development
of LVCSRs for Quaero (http://www.quaero.org) and EU-BRIDGE (https://www.eu-bridge.eu)
projects for some languages, for the complete project duration. For instance, during the last two
evaluations, Mr. Shaik was responsible for German, Polish and Portuguese tasks. Mr. Tahir was
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responsible for Urdu and Arabic tasks. Mr. Shaik and Mr. Nussbaum-Thom was responsible for
English task. Mr. Shaik contributed to IWSLT tasks in [Shaik & Tüske+ 13], and to Quaero and
EUBridge project evaluation tasks in [Shaik & Tüske+ 14, Shaik & Tüske+ 15]. Mr. Shaik also
contributed to the development of language models for an open vocabulary LVCSR for IWSLT2016 [Michel & Tüske+ 16] evaluation campaign and for the development of an open vocabulary
hand written text recognition system for the ICFHR-2016 evaluation campaign on the READ
dataset. In these evaluation campaigns RWTH accomplished top position among its peers for
achieving best word error rates.
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11. Outlook
A few of the core aspects of open vocabulary language modelling have been discussed in this
thesis. However, some problems still remain as open and are described below.
Unified Language Model
In general, it is time consuming to empirically determine the optimal type of sub-word unit

Figure 11.1: Unified LM containing various types of tokens
for an LVCSR task. Further, the quantity of LM training data also plays an important role.
In addition, optimizations of full word to sub-word ratio in a hybrid language model involves a
lengthy time consuming procedure. This raises the following question: is it possible to generate a
unified language model in which probabilities from full word n-grams could be evenly distributed
to different sub-words or character sequences by preserving the context?
Say the possible sub-word and character level segmentations of a word w2 are s1, s2, s3 and
c1, c2, c3, c4, respectively. For instance, if # represents a sentence boundary (ie., sentence-begin
or sentence-end) then the following constraint can be applied:
P (w2 |#) = P (s1 |#) · P (s2 |s1 , #) · P (s3 |s2 , s1 , #)

(11.1)

= P (c1 |#) · ... · P (c4 |c3 , c2 , c1 , #)
An illustration of a unified language model is shown in Figure 11.1. This type of language model
satisfies the zero OOV rate condition. Backoff nodes are not shown for simplicity. The motivation
is to have same probabilities across a word (with context h), and its corresponding sub-word
sequences, having a sub-word context h̄ for a word level context h. Same logic can be extended to
character sequences as well. Simplyput, the unified language model can be viewed as a hierarchical
multi-layered language model, where probabilities are similar across layers with respect to the full
word n-grams. In theory, because the full word probabilities are preserved, acoustic confusions
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(compared to the full word baseline system) cannot increase during recognition. Further, full word
probabilities can be directly distributed by some formulation to sub-word or character sequences
or separately computed from segmented data. In principle, part of the concept used in a unified
language model is similar to that of distributing probabilities to word compounds from individual
components [Spies 95]. However, the question still remains: Does this unified language model
help in recognizing OOVs? If so, to what extent? Does it really performs better than hybrid or
hierarchical approaches?
Character Prefix Tree Language Model
As discussed in Section 8.2.3, a prefix tree language model can be used to recognize both invocabularies words and OOVs. Using this language model, recognition vocabulary will be limited
to the characters. A distinct advantage is that this language model retains word level language
model probabilities, thereby, in principle, its performance can be better or similar to the full word
vocabulary system. A character based neural network may be a good candidate to use in such
a language model. However, this language model does not guarantee a zero OOV rate, as the
tree is constructed using the finite word list from the corpus. Words which are excluded from the
vocabulary and already present in the language model training corpus are therefore potential OOV
candidates represented by a character language model. Nevertheless, this language model can be
converted into a zero OOV rate system. The idea is to add self repeating loops to the character
nodes in the prefix tree model, enabling coverage of all the words with the used character set used.
On the other hand, proper handling of backoff is needed and the history conditioned lexical prefix
tree decoding or WFST based decoding that is currently used would need to be changed. An
alternative choice may be to use a character prefix tree language model in a sequence-to-sequence
learning framework using neural networks, to develop an end-to-end zero OOV rate model for
speech recognition.
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12. Corpora and Systems
In this chapter, details of all the investigated LVCSR systems are presented. The languages covered are German (DE), Polish (PL), Portuguese (PT) and Slovene (SL).Among these languages,
German and Polish systems are part of the Quaero project, the Portuguese system is part of the
EU-BRIDGE project and Slovene is part of the transLectures project. In addition, a German
speech recognition task is chosen from the IWSLT-13 evaluation. These systems were developed
at RWTH using RASR toolkit [Rybach & Hahn+ 11].
The Quaero project aims at transcribing audio from multimedia and multilingual content from
the web. The transLectures project aims at transcription and translation of audio from TED
talks, academic lectures and web debates, across a wide range of domains. The EUBridge project
aims at transcribing weather forecasts, Euronews and Youtube videos. It also aims at translation
of lectures and webinars, including the interpreter support for voting sessions in the European
Parliament. The IWSLT speech recognition evaluation is an open global level competition aimed
at transcribing lectures, TED talks and public speeches. The statistics of the development and
evaluation corpora used for experiments is shown in Table 12.1.
Table 12.1: Statistics of the development and evaluation corpora for different languages
project
Quaero

language
German

Quaero

Polish

transLectures

Slovene

IWSLT-13

German

EUBridge

Portuguese

domain
EPPS+BN
+Podcasts
BN+Podcasts
SpontaneousSpeech
SpontaneousSpeech
Broadcast News

corpus
gr-dev09
gr-eval09
pl-dev10
pl-eval10
sl-dev12
sl-eval12
gr-dev13
gr-eval13
pr-dev15
pr-eval15

#sentences
2,600
1,039
2,750
2,720
1,087
880
869
1,363
471
751

#words
71,133
36,319
31,029
31,771
28,436
23,818
16,415
20,369
11,962
13,093

#chars
439,560
226,395
194,063
192,722
151,589
132,355
99,406
118,370
69,966
74,010

#hrs
7.5
3.8
3.2
3.5
3.1
3.3
2.0
2.2
1.2
1.3

12.1 German LVCSR
Acoustic models are trained for German LVCSR system using 14h and 5h of in-domain
audio data from European parliament plenary sessions (EPPS) and WEB08 data, respectively.
In addition to the in-domain audio data, additional data from travel domain recordings from the
Vermobil project (63h) and broadcast news domain [WDR (79h), Report Mainz (11h) and Zeit
(171.5h)] are used. The audio training data amounts to a total of 343.5 hours [Nußbaum-Thom
& Wiesler+ 10].
The feature extraction module generates 16 MFCCs using a bank of 20 filters. These features are
mean and variance normalized. Linear discriminant analysis (LDA) is applied to MFCCs, after
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concatenated windowed feature vectors (length: 9) have been projected into a 45 dimensional
feature space. The resultant feature vector is augmented with MRASTA based phone posterior
features generated using a multilayer perceptron (MLP) [Valente & Vepa+ 07, Plahl & Schlüter+
10b] and voicedness features. In addition, vocal tract length normalization (VTLN) is also applied
to the MFCC filterbank to compensate for speaker variations. Triphone based across word acoustic
models consisting of 4500 Gaussian mixtures are trained using globally pooled, diagonal covariance
matrix. Speaker independent acoustic models for the first pass recognition are trained using
maximum likelihood (ML) criteria. Speaker adaptation techniques are used at various levels.
At feature level, MFCCs are already VTLN normalized. Speaker adaptation using constrained
maximum likelihood linear regression (CMLLR) is applied to training data and new Gaussian
mixture model (GMM) is trained [Gales 98]. In recognition, CMLLR transforms are estimated
from the first recognition pass and then a second recognition pass with the GMMs from speaker
adaptive training is used. The speaker labels required for CMLLR adaptation are generated
using a generalized likelihood ratio based segment clustering, with a Bayesian information based
stopping criterion [Chen & Gopalakrishnan 98b]. Alternatively, MLLR mean transformations are
also estimated using segment clustering to apply as an additional recognition pass. Both the
speaker independent and speaker adaptive GMMs ended up with over one million densities.
The language modelling text consists of around 306 million running words from a news domain, including text from the web domain and podcast and blog data. These data are collected
from TAZ news paper and German news websites. Word frequencies are used to selected full
word vocabularies based on OOV rates. Modified Kneser-Ney smoothed domain adapted countbased 4-gram language models are generated using the full word vocabularies, using the SRILM
toolkit [Stolcke 02]. The recognition systems have a multi-pass setup. Speaker independent
recognition is performed in the first pass. Speaker adapted acoustic models are used in second
pass after applying CMLLR and MLLR transformations. Details of the statistics related to the
development and evaluation corpus are shown in Table 12.1.

12.2 IWSLT-13 German LVCSR
Acoustic models are trained for the German LVCSR system using the same data described in
Section 12.1. However, in addition to the short-term features, multilingual bottleneck features
are used in this setup. This system uses a bottleneck tandem approach, ie., the outputs of a
neural network are used as input features to a GMM. The final 83 dimensional feature vectors
are obtained by concatenating the spectral features with the MLP features. The GMMs have
been trained using maximum likelihood criteria using the expectation maximization algorithm
with Viterbi approximation and splitting procedure. The GMMs have a globally pooled, diagonal
covariance matrix [Shaik & Tüske+ 13].
The language modelling text consists of around 1.5 billion running words from multilingual
parallel data, web data, lecture talks, news data, and official data provided by the IWSLT comittee. Word frequencies are used to select full word vocabularies based on OOV rates. Modified
Kneser-Ney smoothed domain adapted count-based 5-gram language models are generated using
the full word vocabularies, using the SRILM toolkit [Stolcke 02]. In recognition, CMLLR transforms are estimated from the first recognition pass and then, a second recognition pass with the
GMM from speaker adaptive training is used. The speaker labels required for CMLLR adaptation
are generated using a generalized likelihood ratio based segment clustering, with a Bayesian information based stopping criterion [Chen & Gopalakrishnan 98b]. The recognition systems have a
multi-pass setup. Speaker independent recognition is performed in the first pass. Speaker adapted
acoustic models are used in the second pass after applying CMLLR transformations. Details of
the statistics related to the development and evaluation corpus are shown in Table 12.1.
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12.3 Polish LVCSR
Polish LVCSR system setup is similar to the German LVCSR system setup, except for some
differences in the acoustic models. Unsupervised acoustic models are generated using a cross
language bootstrapping technique [Schultz & Waibel 01]. This technique basically initializes the
acoustic model training using a source acoustic model originally trained on a different language,
by means of a source language to target language phoneme set mapping. Here, the source acoustic
model is Spanish, generated using 127.8h of EPPS audio data. During training, VTLN normalized
MFCCs are used, with warping factors estimated using a GMM classifier. LDA is applied to the
mean and variance normalized MFCCs, after concatenated windowed feature vectors (length: 7)
have been projected into a 45 dimensional feature space. Similarly, speaker adaptive trained
acoustic models are generated for speaker adaptive recognition [Lööf & Gollan+ 09].
The language model training text consists of around 710 million running words from news, web,
podcasts, and the European parliament. Domain adapted count-based 5-gram language models
are generated using the SRILM toolkit. Speaker independent recognition is performed in the first
pass. Speaker adapted acoustic models are used in the second pass after applying CMLLR and
MLLR transformations. Details of the statistics related to the development and evaluation corpus
are shown in Table 12.1.

12.4 Slovene LVCSR
Acoustic models are trained for Slovene LVCSR system using 39h and 24h of TV shows
and news data, respectively. In addition 27h of in-domain audio data is also used. During
training, VTLN normalized MFCCs are used, with warping factors estimated using a GMM
classifier. Here, LDA is applied to mean and variance normalized MFCCs, after concatenated
windowed feature vectors (length: 9) have been projected into a 45 dimensional feature space.
In addition, neural network based probabilistic features (commonly referred to as class posteriors
or state posteriors) are generated using a Tandem approach. These features are concatenated
with MFCCs. The acoustic model training involved recipes similar to the German LVCSR setup,
where the GMMs are trained using ML criteria using an EM algorithm with Viterbi approximation
and splitting. The resulting GMMs have a globally pooled, diagonal covariance matrix. Speaker
adaptation using CMLLR with a simple target model approach is used [Stemmer & Brugnara+
05b]. Speaker adaptive training is performed by applying CMLLR transformations to the training
data to generate speaker adapted GMMs [Golik & Tüske+ 13].
The language model training text consisting of around 74.7 million running words from indomain (#running words: 208k), web data [wiki (#running words: 14.6M), JRC-Acquis (#running words: 38.6M), RTV (#running words: 14.3M)] and the European parliament (#running
words: 280k) texts. Domain adapted count-based 4-gram language models are generated using the
SRILM toolkit. Speaker independent recognition is performed in the first pass. Speaker adapted
acoustic models are used in the second pass after applying CMLLR transformations. Details of
the statistics related to the development and evaluation corpus are shown in Table 12.1.

12.5 Portuguese LVCSR
Acoustic models are trained for the Portuguese LVCSR system using 110 hours of news domain
audio data. Short-term spectral features such as Perceptual Linear Prediction (PLP) features are
also generated along with MFCCs as a separate pipeline for two different recognition setups. LDA
is applied to short-term features , after concatenated windowed feature vectors (length: 9) have
been projected into a 45 dimensional feature space. Multilingual probabilistic features are gener-
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ated using a Tandem approach and then concatenated with short-term features. The GMMs are
trained using ML criteria using an EM algorithm with Viterbi approximation and splitting. A
globally pooled, diagonal covariance matrix is used in GMMs. Speaker adaptation using CMLLR
with a simple target model approach is used [Stemmer & Brugnara+ 05b]. Speaker adaptive training is performed by applying CMLLR transformations to the training data to generate speaker
adapted GMMs.
The language model training text consisting of 14M running words from in-domain text is used
to generate count-based 4-gram language models. Speaker independent recognition is performed
in the first pass. Speaker adapted acoustic models are used in the second pass after applying
CMLLR transformations [Shaik & Tüske+ 14, Shaik & Tüske+ 15]. A confusion network based
system combination is used to combine the complementary advantages of both the MFCC and
PLP systems [Hoffmeister 11]. Details of the statistics related to the development and evaluation
corpus are shown in Table 12.1.
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I. Maximum Entropy Principle
Background Mathematical Formulation
Let, a constraint be i, and a general event space be {y}. Each i is associated with some function
fi (y). The constraint is then represented as [Jaines 57, Kullback 59, Rosenfeld 96]:
Ep [fi ] =

X

p(y)fi (y)

(I.1)

y

where, Ep [fi ] is the expectation of the fi . p(y) is a probability distribution. Let the number
of probability distributions or constraints be C, then the objective is to select an unique model
p∗ ∈ C, which maximizes the entropy H(p). This can be mathematically formulated as (primal
form) [Berger & Pietra+ 96, Jelinek 98]:
p∗ = argmax H(p)

(I.2)

p∈C

Let P be the region containing all unconditional probability distributions. Therefore, when constraints are imposed, the desired p is a subset of P and C:
C = {p ∈ P | Ep [fi ] = Ep̄ [fi ], ∀ i ∈ {1, 2, 3, .., n}}

(I.3)

Eq. I.2 can be seen as an optimization problem and can be solved using Lagrange multipliers.
X
X
L(p, λ) = H(p) + µ(
p(y) − 1) +
λi (Ep [fi ] − Ep̄ [fi ])
(I.4)
y

i

where, λi is a Lagrange multiplier for feature fi . In the above Eq.I.4,
• the first parameter represents entropy,
• the second parameter represents that all the probability distributions should sum to 1.
• the third parameter represents the degree of matching between the ideal distribution and
the empirical distribution.
Let λ be a vector containing {λi , µ, ∀ i = 1, 2, .., n}. ∀ p ∈ P, let the Lagrangian function
L(p, λ) achieves its maximum at pλ .
pλ = argmax L(p, λ)

(I.5)

p∈P

Therefore, the value of the Lagrangian function at pλ is given by:
ψ(λ) = L(pλ , λ)

(I.6)
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Similar to Eq. I.2, the optimization problem can be expressed as (dual form):
λ∗ = argmax ψ(λ)

(I.7)

λ

Therefore, considering both the primal (Eq. I.2) and the dual (Eq. I.7) optimization problems, it
is understood that pλ∗ is the solution of the primal problem, where p∗ = pλ∗ and λ∗ is the solution
of a dual problem. In other words, the required distribution containing the highest maximum
entropy for all imposed constraints is computed by computing the optimal λi , ∀ i = 1, 2, ..., n
values, i.e., by maximizing the dual function ψλ . Therefore, Eq. I.4 is expanded using Eq.I.1 as:
X X
X
X
(p(y)fi (y) − p̄(y)fi (y)) (I.8)
p(y) − 1) +
λi
p(y)log p(y) + µ(
L(p, λ) = −
y

y

y

i

Therefore any stationary point which satisfies the given constraints guarantees an unique solution.
∂L
In other words, ∂p(y)
= 0. Therefore,
∂L
∂p(y)

= −logp(y) − 1 + µ +

X

λi fi (y)

(I.9)

i

− logp(y) − 1 + µ +

X

λi fi (y) = 0

i

logp(y) = −1 + µ +

X

λi fi (y)

(I.10)

i

The Lagrangian function L(p, λ) achieves its maximum at pλ . The above Eq.I.10 leads to:
1 Pi λi fi (y)
pλ (y) =
e
(I.11)
Zλ
where the normalization constant, Zλ , is:
X P
Zλ =
e i λi fi (y)
(I.12)
y

Gaussian Prior Smoothing
In general, Lafferty’s Gaussian prior smoothing is generally applied to a maximum entropy
language model. Let a probability distribution be p(x) given training data X. Let the empirical
distribution be p̂(x) and Λ represent some training parameters. Therefore, compuation of optimal
training parameters Λ implies maximization of log-likelihood of the training data X (ie., L(Λ)).
Mathematically,
X
L(Λ) =
p̂(x)log(pΛ (x))
(I.13)
x

When Gaussian priors smoothing (based on MAP principle) is used, the objective function reduces
to:
F
X
1
λ2i
L̄(Λ) = L(Λ) +
logp
exp(−
)
2σi2
(2πσi2 )
i=1
= L(Λ) −

F
X
λ2i
2 + const(Λ)
2σ
i
i=1

(I.14)

→
−
Let Λ = λ1 , ..., λn . Let F be the number of feature functions. A prior with zero mean (Λ = 0 )
→
−
and variance σ 2 is applied to all λi ’s in Eq. I.11, ie., Λ ∼ N ( 0 , diag(σi2 )). The condition of
applying zero mean prior implies λ’s are pushed towards zero, which makes the model as uniform
as possible.
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II. WFST Modelling

In this chapter, we describe the standard notations, operations and individual components used
in a weighted finite state transducer (WFST) based LVCSR systems.
A finite state automaton, also called a finite state machine consists of a set of states, with a set
of inputs, and a transition rule from one state to another state, or to itself, for any of the inputs.
Statistical models can be represented as WFSTs in automatic speech recognition. For instance,
HMMs, language models, and lexicons can be represented as WFSTs. A finite state transducer
(FST) is a finite state automaton having state transitions labelled with both input and output
symbols. Any path in a transducer encodes a mapping from an input symbol to an output symbol.
In a weighted finite state transducer, state transitions are also weighted. Examples of weights
+
include probabilities,
P durations, scores, or some other weight [Mohri & Pereira 00, Mohri &
+
Pereira 08]. Say,
and ∆ represent a finite input and a finite output alphabet, respectively.
P
∗
is a Kleene closure on finite input alphabet. ∆∗ is a Kleene closure on finite output alphabet.
Then,
Pa weighted finite state acceptor (WFSA) is a weighted automaton having transition labels
δ = P∗ , and it only accepts an input. A WFST is a weighted transducer having transition labels
δ = ∗ ×∆∗ , and from a given input, it produces an output. An example WFSA and WFST
is shown in Figure II.1 and Figure II.2, respectively. An automation is generally defined using a
specific semiring. As a standard representation, an initial state is shown as a bold circle, where as
a final state is shown as a double circle. A brief description of a semiring is shown in Section II.A.

Figure II.1: An example weighted finite state acceptor.

Figure II.2: An example weighted finite state transducer.
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II.A Notation
Standard operations (on an automaton) are defined using a semiring notation [Golan 99, Golan
05]. A semiring is specified by a set of values: S and two binary operations: ⊕, ⊗ and designated
values 0̄, 1̄ (i.e., zero and an identity element). A few of the widely used semirings are shown in
Table II.1. In speech recognition, probability semiring, log semiring and tropical semirings are
used. If a probability is used as a weight in speech recognition, then the log semiring equals the
probability semiring in negated logarithmic probability space. Alternatively, a tropical semiring
can be obtained from the log semiring using Viterbi approximation. The properties of a semiring
are described below [Benesty & Huang+ 08].
• The operation ⊕ has 0̄ as identity, and satisfies associative and commutative properties.
• The operation ⊗ has identity 1̄, and satisfies only the associative property.
• A semiring (S, ⊕, ⊗, 0̄,1̄) is weakly left divisible, if ∀ x and ∀ y in S such that x ⊕ y 6= 0,
there exists atleast one z such that x= (x ⊕ y) ⊗ z.
• If z is unique, the operation ⊗ is cancellative, then z = (x ⊕ y)−1 ⊗ x.
• Boolean and tropical semirings satisfy closure, unlike probability and log semirings.
• ∀x ∈ K, if x ⊕ x = x, a semiring satisfies the idempotent property (eg., boolean and tropical
semiring )
• A semiring is called zero sum free, if ∀ x and y in S. x ⊕ y = 0̄ implies x = y = 0̄.

Table II.1: Semiring notations
Semiring
S
⊕
⊗
0̄
boolean
{0,1}
∨
∧
0
probability
R+
+
×
0
log
R ∪ { -∞,+∞} ⊕log + +∞
tropical
R ∪ { -∞,+∞} min + +∞
⊕log is defined as : x ⊕log y = −log(e−x + e−y )

1̄
1
1
0
0

We give few examples using tropical semiring operators. The operation 1̄ equals 0. The operation
0̄ equals +∞. The operation x ⊗ y = x + y (ie., 1 ⊗ 2 = 3). The operation x ⊕ y = min(x, y)
(ie., 1 ⊕ 2 = 1). Similarly, (1 ⊗ 2) ⊕ (3 ⊗ 4)=3 and ((1 ⊗ 2) ⊕ (3 ⊗ 4)) ⊕1̄=3.
Finite State Automaton:
P
A finite state automaton is formally represented as a 5-tuple, T=( ,Q,I,F ,δ) using the semiring
(S,⊕,⊗,0̄,1̄), as shown in Table II.1 [Rabin & Scott 59] where
P
•
represent an input alphabet
• Q represent a set of states
• I represent a subset of initial states (i.e., I ⊆ Q )
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• F represent a subset of final states (i.e., F ⊆ Q )
P
• δ represent a transition set (i.e., δ ⊆ Q × ( ∪{}) × Q )
We use the above described notations to represent a finite state transducer/acceptor and a
weighted finite state transducer in the following paragraphs.
Finite State Transducer:
P
A finite state transducer is formally represented as a 6-tuple, T=( ,∆,Q,I,F ,δ), where ∆ is an
+
output alphabet
Pset [Cortes & Haffner 04]. As an output label is included in each transition,
then δ ⊆ Q × ( ∪{}) × (∆ ∪ {}) × Q.
Weighted Finite State Acceptor:
P
A weighted finite state acceptor is represented as a 7-tuple, T=( ,Q,I,F ,δ,λ,ρ) where λ : I → R
an initial weight function.
Weighted Finite State Transducer:
P
A weighted finite state transducer is formally represented as a 8-tuple, T=( ,∆,Q,I,F ,δ,λ,ρ),
where λ : I → R is an initial weight function and ρ : F → R is a final weight function [Cortes &
Haffner+ 04, Roche-Lima & Domaratzki+ 14, Mohri 09].
In a weighted finite state transducer T , a transition or an arc can be represented as κ, where
κ ∈ δ. Therefore, κ=(p[κ], n[κ], i[κ], o[κ], w[κ]), where, p[κ] denotes its origin or a previous state,
n[κ] denotes its destination or a next state, i[κ] its input label, o[κ] its output label, and w[κ] its
weight. The output sequence is generated by concatenating the output labels along a path. A
path π = κ1 ...κj starting from a source state to a destination state is a sequence of consecutive
transitions: n[κi−1 ] = p[κi ], where i = 2...j. The path π is a cycle if p[κ1 ] = n[κj ].  can be used
as an input or an output label. An -cycle is a cycle when both the input and output labels are
marked as . In the following sections of this chapter, the term weighted finite state transducer is
simply referred to as a transducer.

II.B Operations
Various types of operations such as composition, transposition, reversal, projection, determinization, -removal, -normalization, minimization, weight pushing, projection, shortest-path,
pruning, union, etc., can be performed on transducers. Some of the widely used operations such
as composition, minimization, determinization and weight-pushing are described below.
Composition
Two or more weighted transducers can be combined using the composition operation (operator
notation: ◦). Given two weighted transducers T1 and T2 defined over a semiring S, such that the
input alphabet of T2 coincides with the output alphabet of T1 , then the composition operation
between the two transducers is defined as:
M
(T1 ◦ T2 )(x, y) =
T1 (x, z) ⊗ T2 (z, y)
(II.1)
z∈∆∗

If  inputs or outputs are ignored, then the composition operation results in pairs of a state
from T1 and a state from T2 , Q ⊆ Q1 × Q2 . Resulting initial and final states are I = I1 × I2
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Figure II.3: Composition operation on two transducers. (a) Transducer T1 , (b) Transducer T2 ,
(c) T1 ◦ T2 using probability semiring. The resulting composed transducer is trimmed
by removing the non-coaccessible node (3,2) [Mohri 09]

and F = Q ∩ (F1 × F2 ). One of the advantages of composition is that it can be computed ondemand depending on the need to avoid higher memory requirements. An example of composition
operation is shown in Fig. II.3. Transitions are given by:
E=

]

{((q1 , q10 ), a, c, w1 ⊗ w2 , (q2 , q20 ))}

(II.2)

(q1 ,a,b,w1 ,q2 ∈E1 )
(q10 ,b,c,w2 ,q20 ∈E2 )

In the next scenario, let T1 contain output  labels or T2 contains input  labels. Therefore, as ’s
are also regular symbols, the composition operation generates redundant  paths. In the special
case of non-idempotent semirings (eg., log semiring), the composition operation further leads
to an incorrect result. Therefore, all the redundant paths are filtered out using a composition
f ilter transducer [Allauzen & Riley+ 09], which performs  free composition. Various types of
composition filters include Trivial Filter, Label reachability filter and -matching filter. Effectively,
these filters block the expansion of some states by modifying the transitions and final weights. The
complexity of a -free composition is the same as for general composition algorithm (O|T1 ||T2 |).
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Determinization
If a transducer has a unique initial state and no two transitions leaving any state share the
same input label, then the transducer is deterministic. The standard approach to determinize
unweighted automata is the powerset construction, also commonly referred to as the subset construction [Rabin & Scott 59]. The determinization algorithm used for weighted transducers is a
generalized version of the powerset construction [Mohri & Riley 97]. Its complexity is exponential. It phases out ambiguity in all the input paths. However, the determinization algorithm does
not guarantee the determinization of all transducers, and these transducers are commonly called
non-functional or non-deterministic transducers. In these cases, additional states and arcs with
disambiguation labels are added to a non-deterministic transducer as an intermediate step, so that
the determinization algorithm halts on all the inputs to make it determinized, ie., no same input
label is observed for all the outgoing transitions from any state. An example determinization
operation is shown in Fig. II.4.

Figure II.4: Determinization operation using tropical semiring (a) Weighted automaton, (b) Determinized equivalent weighted automaton of (a) [Mohri 09]

Weight pushing
The weight pushing algorithm normalizes the distribution of weights among transitions of a
weighted automaton in a forward or a backward direction [Mohri 97, Mohri 05].It applies a
shortest-distance algorithm for all states. In speech recognition, the weights are pushed towards
the initial state as much as possible and this helps in effective pruned search [Mohri & Riley 01].
The two important properties of weight pushing operation are given below.
• It does not alter the weight of a successful path π, as shown in Eq. II.3.
λ0 [p[π 0 ]] ⊗ w[π 0 ] ⊗ ρ0 [n[π 0 ]] = λ(p[π]) ⊗ w[π] ⊗ ρ(n[π])

(II.3)

125

II WFST Modelling
• The automaton generated after weight pushing is stochastic, i.e.,
M
w[e0 ] = 1̄
∀q ∈ Q,

(II.4)

e0 ∈E 0 [q]

On the other hand, weight pushing is also used as an intermediate step in the minimization
operation. An example of a weight pushing operation is shown in Fig. II.5

Figure II.5: Weight pushing operation using tropical semiring (a) Weighted automaton, (b) Equivalent weighted automaton after weight pushing on (a), (c) Minimized weighted automaton of (b), equivalent to (a) [Mohri 09]

Minimization
The minimization operation generates a reduced size automaton having a least possible number
of states while preserving the input labels and weight paths of the input unminimized automaton.
For instance, it merges two equivalent states of a deterministic weighted automaton by preserving
its original function. The minimization operation uses weight pushing operation on an input
automaton as an intermediate step before minimizing it, by treating each pair (label,weight) as
a single label. The complexity of this operation is O(|E|log|Q|) over a tropical semiring. In a
special case, if a cyclic automaton is considered, then the complexity (O(|Q| + |E|)) is linear . An
example minimization operation is shown in Fig. II.5.
Single source shortest distance
The weight of a path π, represented as w[π] is computed by ⊗-multiplying the weights of all of
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its constituent
transitions. For instance, let P (I, x, y, F ) denote a set of accepting paths, where
P∗
(x, y) ∈
× ∆∗ , using the notations as described in Section II.A. Therefore,
the output weight
P
associated by a (regulated ) transducer T to any pair of strings (x, y) ∈ ∗ × ∆∗ is computed as:
M
λ(p[π]) ⊗ w[π] ⊗ ρ(n[π])
(II.5)
T (x, y) =
π∈P (I,x,y,F )

Alternatively, an arc or edge weight represents a real number. Therefore, the weight function for
any path π = κ1 ...κj in a directed acyclic graph is computed as:
w[π] =

j
O

w[κi ]

(II.6)

i=1

In other words, the generic shortest distance computing algorithm computes the ⊕-sum of all
weights of all the paths of a composed transducer. This means that shortest distance computing
algorithms like the Dijkstra’s algorithm or Bellmann-Ford algorithm can be applied to find the
1-best path with minimum distance. Let G = (V, E) represent a weighted directed graph with
vertices V and edges E. For instance, Dijkstra’s algorithm determines the shortest path from the
source s to each vertex v ∈ V in a graph G using positive weights, where as the Bellmann-Ford
algorithm computes the shortest path from the source s to each v ∈ V for a graph G using real
valued weights. As an example, if T is an acyclic weighted automaton defined over a weakly left
divisible semiring S, then the shortest distance from a any state q (q ∈ Q) to F (set of final states)
is computed as :
M
d[q] =
w[π] ⊗ ρ(n[π])
(II.7)
π∈P (q,F )

In this case, the computing complexity (O(|Q| + |E|)) is linear and is dependent on the type of
graph and semiring.
Transposition
The transpose operation can be performed on a transducer T by interchanging its input and
output labels, resulting in an inverse or a transposed transducer T −1 .
T −1 (x, y) = T (y, x)

(II.8)

Reversal
The reverse operation can be performed on a transducer T by assigning to each pair of strings
(x,y) as mirror images (xR , y R ) to generate a reverse transducer T R .
T R (x, y) = T (xR , y R )

(II.9)

Projection
The projection operation can be performed on the input side of a transducer T , resulting in an
acceptor ↓ T by discarding the output labels.
M
↓ T (x) =
T (x, y)
(II.10)
y

Alternatively, the same operation can also be performed on the output side of a transducer as
well.
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II.C WFST Components
The individual components of an LVCSR system in a transducer framework are as follows:
• A lexicon transducer (L)
• A language model (or) a grammar transducer (G)
• A context dependent phone transducer (C)
• An HMM transducer (H)
Using these transducers, an optimally constructed composite search network (H ◦ C ◦ L ◦ G) can
be used for decoding.

Figure II.6: (a) An example lexicon transducer (L) with disambiguation symbols (#i). A separate
end state for each pronunciation sequence is shown for clarity.

Figure II.7: (b) Determinized and minimized lexicon : min(det(L)).

II.C.1 Lexicon Transducer
A lexicon, or a pronunciation dictionary (L) contains mappings from words to phonemes. Each
word can have one or more phoneme sequences, also called pronunciation variants. Alternatively,
multiple words can share the same pronunciation called homophones. For instance, the Polish
words pólna˛ and polna˛ are shown as a type of homophones in Fig. II.6. In general, some special
characters are generally replaced by ascii equivalent characters in common writing practice. Homophones and unbound output delays often cause problems in determinization of a lexicon. An
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unbound output delay means that a word of the output sequence might not be known before the
entire phoneme sequence is scanned. To avoid these problems, auxiliary disambiguation symbols
are added as input labels at the end of all the pronunciations in a lexicon [Mohri & Pereira+ 00],
as shown in Figure II.6. The resulting determinized and minimized lexicon, min(det(L)), with
shared prefixes and least number of states is shown in Fig. II.7. In principle, determinization can
be applied using either L’s input or output labels. However, L should be determinized using only
output labels as a precaution, as using input labels for determinization generates dead end paths
during composition.

II.C.2 Language Model Transducer
A count-based language model having a backoff structure contains m-grams with prior probabilities referred to as a grammar G. As a word is considered as a state, then the probability of a
current state can be computed based on history (ie., previous m-1 states). Therefore a language
model in itself can be viewed as a weighted (deterministic) automaton. Alternatively, if V is the
vocabulary size, it is impractical to store |V |m arcs in memory for large vocabularies, and thus
compact representation is often used [Riccardi & Bocchieri+ 95]. A compact representation only
includes arcs and states that are seen in a language model and thus saves memory. In general,
grammar transducers are constructed using tropical semiring. Backoff transitions are approximated with  transitions. Unigram order state is reachable from higher order states through 
transitions. These s should be treated like normal words for proper determinization [Mohri &
Riley 97]. As an illustration, a toy 3-gram count-based backoff language model generated using a
four word vocabulary is shown, (prob. means probability (in logarithmic base 10)). Corresponding transducer is shown in Fig II.8.
(prob.
n-gram backoffweight)
\1-grams:(6)
-0.50815 </s>
-99
<s>
-0.26999
-0.61730 w1
-0.46188
-0.76342 w2
-0.20660
-0.68424 w3
0.25827
-1.16136 w4
0.19133
\2-grams:(16)
-0.25527 <s> w1 -0.15490
-1.55630 <s> w2
-0.65321 <s> w3
-1.55630 <s> w4
-0.36797 w1 </s>
-0.36797 w1 w2 -0.25527
-1.44715 w1 w3
-0.39794 w2 </s>
-1.30103 w2 w1
-0.39794 w2 w3
-0.30103 w3 </s>
-1.38021 w3 w1
-1.38021 w3 w2
-1.38021 w3 w4
-0.90309 w4 </s>
-0.90309 w4 w3
\3-grams:(2)
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-0.22184
-0.17609

<s> w1 w2
w1 w2 w3

In general, sentence end probabilities are encoded as weights of final states. This helps during
utterance recognition, where sentence end boundaries might occur in the middle of the utterance.
All the labels seen in a grammar transducer (G) should be present in a lexicon. In general,
labels represent tokens, which can be either words or selectively tagged pronunciation variants of
a word. Sometimes selectively tagged pronunciation variants of a word are used as labels when
a lexicon contains weighted pronunciation variants. Then a separate pronunciation transducer
(P )is generated, which maps from words to their corresponding pronunciation variants. The final
grammar transducer Ḡ is obtained from the P ◦ G operation, after projecting input labels. If G
is too huge, only the required parts can be generated on-demand during decoding, thus reducing
the large memory foot print. A language model scaling factor can be applied to all weights.
For instance, the composition operation L ◦ G results in a new transducer with a mapping from
phones to words that are restricted to grammar G. Non-speech events like hesitations (noise,
breath, cough etc.,) are not represented by a language model. In general, as they are treated like
special words having no context, they are embedded in a grammar transducer as self repeating
loops. If non-speech events are not treated properly, insertion errors will most likely occur.

II.C.3 Context Dependency Transducer
In general, n-phone (n=3) context dependency (across word) is widely used in speech recognition systems [Lee 90]. A triphone is a tuple containing three adjacent phones (wku), where, for a
selected phone (k), its context is limited to its immediate predecessor (w) and successor phone (u).
A context dependency transducer (C) takes a context dependency phone as input (eg. w ku ), and
outputs a context independent phone (eg. k). In C, every phone pair has a state and a transition
for every context dependent model. If the output context independent phone is a central phone
(eg. k), then this can lead to a non-deterministic transducer with respect to output, as shown
in Fig. II.9(b), often generating undesirable dead end states during composition. Alternatively,
transducer C is deterministic with respect to output when the output context independent phone
is a right context phone (u) as shown in Fig. II.9(c). This causes a delay of a single phoneme
as the right context phone (u) is from subsequent arc and this enforce one possible path for any
phone sequence. Subsequently, this requires a mandatory word boundary context (ie., silence),
to generate a last triphone. In general, determinization and minimization operations are applied
to C, for a more compact representation. As an example, the composition operation C ◦ (L ◦ G)
results in a new transducer with a mapping from context dependent phones to words.

II.C.4 Transducer Network
HMM state sequences can inherently be represented as a transducer (H), with its input labels
as indexes of emission state distributions and its output labels as context dependent phonemes.
Arc weights represent transition probabilities. In general, HMMs are configured with skip, loop
and forward transitions as shown in Fig. 2.6. In a WFST framework, as loop transitions increase
the complexity of the composition, they are added afterwards by the decoder. Alternatively,
H can be expanded dynamically during decoding. During decoding, dynamic programming is
applied to extract the 1-best hypothesis. The search network can be constructed using either a
static or a dynamic approach [Rybach 14]. As a simple example, one of the methods to construct
a composite static HCLG network is using nodisambig(min(det(H ◦ det(C ◦ det(L ◦ G))))) as
shown in Fig II.10, where nodisambig implies disambiguation symbols are removed. This network
represent a compact search space due to combined minimization of individual components, and
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is capable of generating a sequence of words as output by using state level emission probability
distributions as an input.
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ɛ:ɛ/0.62169

<s>:<s>/227.96

w1:w1/0.58779

1/1.1701

2

w1:w1/1.4214

ɛ:ɛ/1.0635

ɛ:ɛ/0.35668

w2:w2/3.5835

6/0.8473

w2:w2/0.51083

w2:w2/1.7579

ɛ:ɛ/0.47573

w2:w2/0.8473

w3:w3/1.5041

w1:w1/2.9957

7

w3:w3/1.5755

ɛ:ɛ/-0.59471

w4:w4/3.5835

ɛ:ɛ/-0.44056

w4:w4/2.6741

ɛ:ɛ/0.58779

w1:w1/3.1781

w3:w3/3.3322

3/0.91629

w3:w3/0.40547

w3:w3/0.91629

w2:w2/3.1781

4/0.69315

w4:w4/3.1781

w3:w3/2.0794
5/2.0794
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Figure II.8: (a) An example 3-gram grammar transducer generated using tropical semiring

II.C WFST Components

Figure II.9: (a) A subset of states from the lexicon transducer shown in Fig. II.7(b), (b) Nondeterministic context dependent transducer transition (c) Deterministic context dependent transducer transition

Figure II.10: (a) An example H ◦ C ◦ L ◦ G network, with its individual components’ input and
output labels shown for clarity. Bold font indicates input and output of the composite
network.
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III. Abbreviations
ASR

Automatic Speech Recognition

BC

Broadcast Conversation

BIC

Bayesian Information Criterion

BN

Broadcast News

CART

Classification and Regression Trees

CER

Character Error Rate

CLM

Class-based Language Model

CMLLR

Constrained Maximum Likelihood Linear Regression

CN

Confusion Network

CNC

Confusion Network Combination

CRBE

CRitical Band Energy

DMC

Discriminative Model Combination

DNN

Deep Neural Network

DP

Dynamic Programming

DT

Discriminative Training

EM

Expectation Maximization

EPPS

European Parliament Plenary Sessions

FFT

Fast Fourier Transform

FST

Finite State Transducer

G2P

Grapheme-to-Phoneme Conversion

GD

Graph Density

GER

Graph Error Rate

GMM

Gaussian Mixture Model

HMM

Hidden Markov Model
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IV

In-Vocabulary

KN

Kneser-Ney Smoothing

LDA

Linear Discriminant Analysis

LLN

Law Of Large Numbers

LM

Language Model

LSA

Latent Semantic Analysis

LSTM

Long Short-Term Memory Neural Network

LVCSR

Large Vocabulary Continuous Speech Recognition

MADA

Morphological Analyser and Disambiguator for Arabic

MAP

Maximum a-posteriori

MRASTA

Multi-resolution Relative Spectral Transform

MDL

Minimum Description Length

MFCC

Mel-Frequency Cepstral Coefficients

MKN

Modified Kneser-Ney

ML

Maximum Likelihood

MLE

Maximum Likelihood Estimation

MLLR

Maximum Likelihood Linear Regression

MLP

Multilayer Perceptron Neural Network

MPE

Minimum Phone Error

MT

Machine Translation

NER

N-best Error Rate

OOV

Out-of-Vocabulary

PCA

Principal Component Analysis

PER

Phoneme Error Rate

PLP

Perceptual Linear Prediction

POI

Probability of Improvement

POS

Part-of-Speech

PPL

Perplexity

RASTA

RelAtive Spectral TrAnsform

RNN

Recurrent Neural Network
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RWTH

Rheinisch Westfälische Technische Hochschule

SAT

Speaker-Adaptive Training

SNN

Shallow Neural Network

SRILM

SRI Language Modeling Toolkit

STC

Semi-Tied Covariance

SVD

Singular Value Decomposition

TED

Technology Entertainment Design

VTLN

Vocal Tract Length Normalization

WER

Word Error Rate

WFST

Weighted Finite State Transducer

WSJ

Wall Street Journal
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Schlüter, H. Ney: The RWTH Aachen German and English LVCSR systems for IWSLT-2013.
In International Workshop on Spoken Language Translation (IWSLT), Heidelberg, Germany,
Dec. 2013.
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[Tüske & Schlüter+ 13b] Z. Tüske, R. Schlüter, H. Ney: Multilingual Hierarchical MRASTA
Features for ASR. In Interspeech, pp. 2222–2226, Lyon, France, Aug. 2013.
[Valente & Hermansky 08] F. Valente, H. Hermansky: Hierarchical And Parallel Processing of
Modulation Spectrum for ASR Applications. In IEEE International Conference on Acoustics,
Speech, and Signal Processing (ICASSP), pp. 4165–4168, Las Vegas, Nevada, USA, March 2008.
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